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Abstract 

This paper is a brief description of certain aspects of the problem of controlling autonomous spacecraft 
that are relevant for AI researchers. It is argued that this is a worthwhile domain for implementing a 
wide variety of AI theories. 

This paper was written for the 1996 AAAI Spring Symposium on Planning with Incomplete Information 
for Robot Problems. 

1. Problems, problems. 
AI has a long and somewhat ignominious history of finding good solutions to bad problems. This has the 
triply deleterious effects of providing us with an illusion of real progress when in fact our microworlds 
only afford microsolutions, disenchanting potential funding sources, and most seriously, decreasing the 
perceived value of good problems. 

This paper is about the problem of designing an autonomous control system for an unmanned spacecraft. 
There are many features that make this a Good Problem. For example, it has some performance metrics, 
so there are objective measures of success. Nevertheless, there is no hope of finding (or even defining) 
an optimal solution because there are multiple incommensurate performance metrics. I consider this a 
feature. In AI, optimality is too often a distraction. The lack of well-defined optimality also means that 
this problem will be fertile ground for research for a long time. 

The problem is complex enough that it takes a long time to explain and understand. It is simple enough 
that simulated environments can (and must) be used to test solutions. The problem has many of the 
features that AI researchers like to sink their teeth into: uncertainty, deadlines, resource conflicts, etc. 
The domain is predictable enough to make planning possible, constrained enough to make it necessary, 
and unpredictable enough to make it interesting. 

Because spacecraft are isolated artifacts, nearly all human knowledge about them is available in various 
documents. Many of the features of our everyday world that make commonsense reasoning so difficult 
(like objects with properties, locations, and materials) are absent. This implies that encoding a mostly 
complete knowledge base about spacecraft in a computer program is not inconceivable, though the 
domain is complex enough that actually doing this would be a real achievement. 
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Most important, it is a real problem that people are willing to pay money to solve. NASA is currently 
planning to fly an autonomous control system on the first New Millennium mission, known as OS 1 
(Deep Space 1). 

I'll start with a brief overview to give you a feel for the flavor of the problem, and then go on to a more 
detailed description. 

1.1 Grim News for Star Trek Fans 

The reality of space travel is fairly well represented by the movie Apollo 13. The issues that make space 
travel complex are not very esoteric, but they are alien. In a vacuum there is no surrounding atmosphere 
to distribute thermal energy so things get very hot and very cold. If you aren't careful, your spacecraft 
can fry or freeze (or both). Orienting and locating yourself involves six degrees of freedom rather than 
the three we are accustomed to. There are no wall plugs or charging stations to plug into. If you let the 
battery run down you die. There are rock-hard deadlines imposed by ballistic trajectories. If you miss 
one you can lose anything from important science data to the whole spacecraft. You can't just go 
zipping around the solar system at will because you can ' t carry enough reaction mass with you. In-flight 
refueling is not yet a viable option. This is the frontier. 

1.2 Good News for AI Researchers 

One aspect of the problem that makes it particularly interesting from the point of view of AI is that the 
extremely tight resource margins on spacecraft make a fair amount of planning necessary. The planning 
starts with a mission design, which must be carried out to a certain level of detail before the spacecraft is 
designed. Going to Pluto is a very different proposition than going to Venus, or staying in Earth orbit. A 
solar-powered spacecraft, for example, will not fare well in the outer solar system. In fact, the only 
viable power source for the outer solar system is a radioisotope thermal generator (RTG) which 
generates electricity from the heat given off by the radioactive decay of plutonium. Given the public's 
often visceral reaction to such options, mission design decisions are often driven as much by politics as 
anything else. Once we have completely solved the technical aspects of the problem we can go on to 
tackle Artificial Politics. For now it is best to assume that the mission design and spacecraft design are 
given. This still leaves a lot of interesting issues. Resources need to be allocated, activities scheduled, 
run-time events (like device failures or the availability of communications opportunities) responded to. 

The remainder of this paper describes in some detail those aspects of the problem that are relevant to AI 
researchers. In particular, I will focus on the sources of inter-subsystem interactions that make planning 
and action selection difficult. 

2. What is a Spacecraft? 
A spacecraft is a completely self-contained artifact consisting of a number of subsystems. Designs vary 
widely, of course, but the components of an unmanned spacecraft can usually be grouped into the 
following categories: 

Attitude and articulation control (AACS), which is responsible for keeping the spacecraft (and its 
articulated components, if any) pointed in the right direction. As we shall see, this is an absolutely 
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central function that is deeply entangled with nearly all other aspects of the spacecraft. AACS includes a 
computer, attitude sensors (star trackers, sun sensors, gyros, etc.), accelerometers, attitude control 
devices (thrusters, reaction wheels, engine gimbals), and their associated control electronics and 
communications busses. 

Command and data subsystem (CDS), which is responsible for processing commands from the ground, 
and sending back science data. CDS includes the spacecraft data processing and storage hardware. 

Power. Electrical power is almost always a scarce resource and must be carefully managed. If too much 
load is presented to the power source the voltage will drop to the point where the spacecraft computers 
can no longer operate. Most spacecraft power busses include a circuit breaker that shuts off all but 
essential systems in the event of low voltage, an event known as a bus trip. A bus trip happening at the 
wrong time (during an orbit insertion, for example) can result in loss of the mission. 

Propulsion. Most spacecraft use bipropellant chemical propUlsion systems which consist of fuel and 
oxidizer tanks, a pressure tank (usually filled with helium which is used to pump the propellant into the 
combustion chamber), and associated valves and plumbing. 

Attitude control thrusters are similar, but they usually use a mono-propellant system where a single fuel 
(hydrazine) is allowed to flow over a heated catalyst which causes the propellant to decompose, 
releasing energy. 

Chemical propulsion systems use the same material as both the source of energy and the reaction mass. 
The OS 1 mission will use solar-electric propulsion (SEP) which uses ionized xenon as the reaction 
mass, and electrical power supplied by large solar panels as the energy source. The xenon is accelerated 
by passing it between two electrically charged plates. 

Communications, which includes the spacecraft's antennas and radio power amplifiers and receivers. 

Pyrotechnics, which includes all one-shot (no pun intended) devices like explosive bolts and pyrotechnic 
valves. 

Spacecraft bus, which is just the spacecraft's chassis. A considerable amount of effort goes into its 
design, but since it is completely passive once designed it can be ignored for our purposes. (Don't 
confuse the spacecraft bus with the power and data busses, which must not be ignored.) 

Devices, which includes everything not in the other categories. This usually means science instruments 
and other payloads. 

3. Two Scenarios 

3.1 NewMAAP 

I will illustrate some of the ways that these various subsystems can interact with a story. (The next 
section gives a comprehensive list of classes of possible interactions.) The first scenario is one that was 
used in the development of a prototype autonomous control system called NewMAAP (New Millennium 
Autonomous Architecture Prototype). 
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This scenario revolves around the injection of the Cassini spacecraft into orbit around Saturn. Cassini is 
a large, complex spacecraft. Nearly all of its subsystems are redundant so that it can continue to operate 
in the event of any single-point failure , and many mUltiple-point failures. A simplified model of the 
spacecraft was used in the prototype. 

A spacecraft near a large body (like a planet) travels along a ballistic trajectory which will either calTY 
the spacecraft past the body (a hyperbolic trajectory) or put in orbit around the body (an elliptical 
trajectory). Which one occurs depends on a single parameter of the trajectory called the specific energy, 
which is the sum of the spacecraft's kinetic and potential energy. Specific energy is a constant for an 
unaccelerated trajectory, which impJies that the closer to the planet the spacecraft is, the faster it moves. 
If the specific energy exceeds some threshold (a function of the planet's mass) then the trajectory is 
hyperbolic, otherwise it is elliptical. An orbit insertion involves transforming a hyperbolic orbit into an 
elliptical one by reducing the spacecraft's kinetic energy, that is, by slowing it down. The reason orbit 
insertions are interesting is that the propulsion system produces a particular change in the spacecraft's 
velocity, but since kinetic energy is the square of the velocity, the change in kinetic energy depends on 
how fast the spacecraft is moving at the time the maneuver is performed. The greatest change is kinetic 
energy is obtained when the spacecraft is moving the fastest, that is, when it is closest to the planet. 
Spacecraft are designed to calTY as little reaction mass as possible to perform their mission, because 
reaction mass is very expensive to launch. This implies that they must perform orbit insertions very near 
closest approach. The window of opportunity for Cassini is about four hours long, and the burn lasts 
about 90 minutes. 

Unfortunately, closest-approach is also a unique opportunity for certain science observations. The goals 
of achieving orbit insertion and making these observations are in direct conflict because they require the 
spacecraft to be oriented in different directions. (The engines also produce vibrations that make science 
observations impossible.) Also, the orbit insertion trajectory carries the spacecraft through Saturn's rings 
twice. During those crossings the spacecraft must be oriented to protect sensitive instruments from being 
damaged by ring particles, making both thrusting and science observations impossible. 

Complicating matters further is the fact that the two redundant main engines cannot be turned on and off 
at will. If an engine is turned on when it is too hot it will explode. Once the main engine has been turned 
on and off for any amount of time it cannot be turned on again for 24 hours, and there is enough thermal 
coupling that the backup engine has to cool for 90 minutes before it can be fired. Aborting a burn in the 
middle is not to be done lightly. 

One solution to this problem is to start the orbit insertion burn as early as possible so that it finishes 
before closest approach. This uses a bit more fuel than necessary, but it has two very desirable side 
effects. First, it allows science observations to be done at closest approach, and it allows enough time for 
the backup engine to cool and fire if the burn of the primary engine needs to be aborted for some reason. 

A really smart planner will realize that aborting the primary burn is serious business and will take steps 
to minimize this possibility. The two main reasons to abort a burn are engine overheating, and loss of 
attitude knowledge. (If you don't know which way you're pointing you'd better not keep thrusting.) 
Attitude knowledge comes from two main sources: star scanners and inertial reference units (IRU's), 
which are collections of solid-state gyroscopes. IRU's require two hours to warm up before they are 
fully operational. At closest approach to Saturn most of the sky is obscured by the planet and rings, so 
the star scanners cannot be relied on. There is currently no AI planner that can figure out, gIven this 
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information, that it is a good idea to turn on the backup IRU before orbit insertion begins so that the 
burn doesn't have to be terminated if the primary IRU fails. 

The "answer" to this problem, that is, the sequence of commands developed by human designers for the 
spacecraft (and largely recreated by our prototype planner) goes something like this. Some of the details, 
like times, are a little off. 

T-24 hours: Pressurize the primary main engine bipropellant tanks by opening the high-pressure helium 
latch valves. Operating a latch valve requires powering on a valve drive electronic control unit 
(VDECU) and sending it a command over the data bus to command the valve driver to open the valve. 
Confirmation that the valve has opened is obtained through two microswitches mounted on the valve. 
Any of these components can fail at any time. The busses and VDECU's are independently redundant. 
Some of the valves in an engine have pyro-chain backups (essentially valves with a very small number 
of on-off cycles available), and of course there is a complete backup engine with its own set of valves. 
(The fuel tanks are one of the few spacecraft components that are not redundant.) Also, pre-aim the 
engine gimbals (i.e. move the engine gimbals to point the engine in the expected direction that the 
engine will initially fire). If pressurization of the primary engine fails, or the gimbal pre-aim fails, repeat 
the whole procedure on the backup engine, and don't use the primary engine at all. 

T -12 hours: Downlink the results of the pressurization and pre-aim step so that the people on Earth can 
feel warm and fuzzy. Also, downlink all currently stored science data so that as much buffer space as 
possible is available for closest-approach science data. This involves turning the spacecraft to point 
towards the earth and initiating a downlink. Turning the spacecraft is done using the reaction wheels, 
which consume more electrical power than the thrusters, but don't use fuel, and provide more precise 
control. 

T -10 hours: Tum on the attitude control thruster catalyst bed heaters in preparation for switching to 
thruster attitude control so that enough electrical power is available to turn on both IRU's and actuate 
the engine valves. 

T-8 hours: Switch to thruster attitude control. Turn on the backup IRU and let it warm up. 

T-6 hours: Tum to a safe attitude for the first ring-plane crossing. 

T-3 hours: Turn to orbit-insertion burn attitude. Prepare the main engine (either the primary or the 
backup depending on the outcome of the pressurization step) to fire by opening the latch valves on the 
bipropellant tank. 

T-2 hours: Fire the main engine. This involves opening the main engine REA valve, which has a very 
high startup transient that lasts about a quarter of a second. In order to do this without tripping the power 
bus, some power has to be "borrowed" from the thruster catalyst bed heaters and the engine gimbal 
actuators by turning them off for a few seconds until the transient is over. (Presumably the gimbals are 
aiming the engine in the right direction because of the pre-aim step.) A smaller amount of power must 
then be applied to keep the valve open. Loss of power, or loss of the command stream to keep the valve 
open will cause it to automatically close, terminating the burn. Thus, a bus trip or a data bus failure can 
cause burn termination. (Actually, it takes command loss for two consecutive 125 ms cycles to cause the 
valve to close, so if the data bus fails you have one chance to switch to the backup and prevent engine 
shutdown.) 
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At this point lots of interesting things can go wrong. The primary IRU can fail, which would have been a 
disaster had we not turned on the backup and had it ready to go. The engine can overheat, which leaves 
us no choice but to turn it off. The engine temperature sensor can fail and falsely indicate that the engine 
is overheating (or indicate that the engine temperature is OK when it is in fact overheating). We can 
cross-correlate the temperature reading with the accelerometer to see if overheating is plausible 
(overheating is accompanied by higher-than-expected acceleration) but the accelerometer can fail too, in 
which case we can switch to the backup, except that turning on the backup could cause a power-bus trip 
if the backup has shorted out... 

If the burn must be terminated prematurely, turn the spacecraft to the proper heading to fire the backup 
engine (the two engines point in slightly different directions in order to keep the thrust vectors in line 
with the center of mass). Wait 90 minutes and fire the backup engine. Otherwise, turn to the proper 
attitude to take closest-approach science observations. 

3.2 DSI 

The control system for the New Millennium Deep Space 1 mission is currently being developed as an 
extension of the work done on NewMAAP. This work is just beginning and the details have not been 
worked out. I will simply contrast some of the differences between the two spacecraft to illustrate the 
range of the problem. 

OS 1 will use solar electric propulsion (SEP) powered by large solar panels. In contrast with chemical 
propulsion, which produces high thrust for short periods of time, SEP produces low thrust for long 
periods of time. Thus, time criticality takes on a different tenor. On the one hand, there are very few 
situations where the spacecraft can put itself in imminent danger. On the other hand, if the spacecraft 
does not accumulate enough thrusting time over the long term then it will not accumulate enough change 
in velocity to reach its destination. 

A second significant difference is that OS 1 will do on-board navigation. Attitude determination provides 
knowledge of spacecraft orientation only, not its position. In the past determining the position of a 
spacecraft has been done using expensive ground-based measurements. On OS 1 position determination 
will be done by triangulating images of near-field asteroids. Thus the spacecraft has to alternate between 
thrusting and collecting and processing navigation images. There is a considerable amount of interesting 
feedback in this process. For example, the spacecraft has to know roughly where it is in order to decide 
what objects to take pictures of to decrease the error in its position estimate. The choice of objects to 
image affects how long it takes to image them, because moving the spacecraft from one orientation to 
another is time consuming (especially if it involves rotating about an axis perpendicular to the solar 
panels). 

A third difference is that the OS 1 spacecraft has no RTG 's. All power is provided by two large solar 
collectors which have to be continually aimed at the sun with great precision. There is a battery which 
allows brief periods of off-sun excursions, but the battery has limited charge-discharge cycles, and so 
this capability can only be used under very special circumstances (like science imaging during 
encounters). If the battery is completely discharged the spacecraft is irretrievably lost. 

4. Circunlscribing the Problem 
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The problem is evidently quite complex, but most of the complexity arises from one of four sources: 

• Everything interacts with everything else. 
• Anything can fail at any time. 
• Resource margins are tight. 
• There are hard real-time deadlines , some of which don ' t become evident until things go wrong. 

There are seven mechanisms by which subsystems can interact with one another: 

Kinematic state, including trajectory, attitude, and articulation. Most activities rely on knowing 
something about or being able to control aspects of the spacecraft's kinematic state. A module for 
managing a camera may need to know where the spacecraft is in order to know which way to look, or 
when to take an image. A module for managing a solar panel may need to know where the sun is relative 
to the spacecraft, and whether or not it is occluded. Kinematic interactions are bidirectional due to 
Newton's first law; moving a scan platform, for example, changes the attitude of the whole spacecraft. 

Power. Electrical power is a heavily oversubscribed resource on most spacecraft, and is a major source 
of potential inter-subsystem interactions. 

Thermal. An activity in one module can generate heat which can adversely affect the operation of 
another subsystem. Conversely, an activity in one module can cause another subsystem to get too cold 
(e.g. if it consumes power required by a heater, or changes the spacecraft attitude relative to the sun). 

Electromagnetic interference. Self-explanatory. 

Dynamic mechanical interactions, including vibrations, acoustic interactions (e.g. rumble from ball 
bearings) , and propellant sloshing. Examples: Firing thrusters will cause a magnetometer boom to sag 
and vibrate about a new fixed point. Cassini's camera has a lens duster, which moves back and forth 
dusting in a regular pattern. This tiny force produces noise in some science instruments. 

Chemical interactions. For example, instrument surfaces can be contaminated by ejected propellant. 
Another example: thrusters leave a residual behind after firing, which influences the temperature in the 
chambers, which makes subsequent burns less predictable. 

Data storage and processing. An activity in one subsystem may require processing and data storage 
support from another subsystem. In the simplest case there is only one computer, and bytes and MIPs 
can be treated in a manner similar to other resources (like power), but in a multiprocessing environment 
these interactions can be quite complicated. Important forms of data interaction include passing 
messages between objects and getting data to/from ground (telemetry). The telemetry process involves 
compression, encoding, error protection, and onboard pre-processing. Some computations may involve 
the use of specialized hardware (e.g. a compression chip or a hardware FFT chip) whose use may be 
limited to one process at a time. 

5. Elements of a Solution 
The NewMAAP architecture consists of three major components: a planner, an executive, and a 
mode-identification/fault recovery system. The planner is a temporal-interval-based planner [Mus94]. 
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The executive is based on Jim Firby's RAPs system [Firby89]. The mode identifier is a model-based 
system that does the job of determining what the spacecraft's actual state is based on observables (e.g. is 
the engine overheating, or has the sensor failed?) based on [deKleer89]. A detailed description can be 
found in [Pe1l96j. 

This solution leaves room for much improvement. For example, the three modules use three different 
and largely incompatible representations. A great deal of work has gone into building the interfaces 
between the modules, and ensuring consistency among the knowledge bases. The system is not yet 
capable of doing contingency planning. Lots of labor-intensive knowledge engineering has to be done 
for each new mission (although some code reuse opportunities are presenting themselves). 

Some other open issues are: how to validate and test the performance of the system, how to integrate an 
updated plan with the currently executing plan, and how to control computationally intensive tasks 
including the planning process itself. 

6. Conclusion 
This paper has presented a problem with many desirable characteristics for AI researchers to work on. It 
is simple enough to be tractable, but complex enough to be interesting. We have an existence proof that 
a solution is possible; that solution also serves as evidence that much work remains to be done. Nearly 
every aspect of AI has applications in this domain , from planning to reactive execution to reasoning to 
problem solving. 
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