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Abstract 

In this paper, we study tractable planning meth
ods for robot navigation under uncertainty, with 
a focus on office and hospital delivery tasks. \Ve 
demonstrate how exponential utili ty functions can 
be used to model given risk-sensitive attitudes or 
soft deadlines, and how planning problems that in
volve such utility functions can be solved efficiently 
with probabilistic planning techniques. 

Introduction 

We are interested in developing the technology for 
autonomous office or hospital delivery robots. In 
many domains, a delivery plan can have more than 
one chronicle , where a chronicle is a specification of 
the state of the world over timc:, rc:presenting one 
poss ible course of execution of the plan. Although 
the planner cannot determine a-priori which chron
icle results from the execution of the plan, it is often 
realistic to assume that it is ahle to determine the 
probabilities with which the chronicles will occur. 
Even for plans that achieve their goal with proba
bility one, the resources consumed during execution 
(such as time or energy, often simply called "cost") 
can depend on the resulting chronicle. In this case, 
probabilistic planners usually use the average re
source consumption to rank plans. 

Example 1: Consider the simple in-door nav
igation problem shown in Figure 1 and assume 
that the goal location of the robot is the location 
marked 0 in the figure (the doorway to some of
fi ce or hospital room). The robot drives at speed 
v m(eters)/s(econd) and can take either route A or 
route B. If the robot takes route A, it reaches its 
goal location in y/v s. Route B leads through a 
door that the robot is not able to open. The robot 
does not know whether the door is open or closed , 
but it knows that the door is usually open 5 out of 
10 times and that it can find out about the state of 
the door Ly moving to the door. If the robot takes 
route B, two chronicles are possible: With proba
bility 0.5 the door is open and the robot reaches its 
goal location in (x + z)/v s. Vlith the complemen
tary probability the door is closed and the robot 
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has to return to its starting position and take route 
A to the goal, in which case it reaches its goal lo
cation in (2x + y)/v s. To make the example more 
concrete, assume x = 29 m, y = 90 m, z = 1 m, and 
v = 1 m/s. Then, the robot has to decide bc:tween 
route A which reaches the goal in 90 s with proba
bility 1, and route B which reaches the goal in 30 s 
with probability 0.5 and in 148 s with probability 
0.5 . The average time for route A is 90 s, and the 
average time for route B is 89 s. Does this nec
essarily imply that the robot should choose route 
B? 
If the navigation task were to be solved a large num
ber n of times, the answer would be "yes," since the 
law of large numbers states that the repeated exe
cution of route A results in an expected total execu
tion time of 90n s with negligible variance , whereas 
the repeated execution of route B results in an ex
pected total execution time of only 89n s with neg
ligible variance (assuming the door states of differ
ent trials are independently distributed). However , 
since the navigation task is to he solved only once, 
the variance in executiun time of route B is not 
small. For a "price" of only one second (on aver
age), one can ensure that the bad result "execution 
time is 148 s" does not occur. This is the princi
ple behind insurance . People are willing to ensure 
themselves against risk by paying a monthly fee to 
an insurance company to avoid big losses, although 
this way they lose money on average. They are 
risk-averse .! A similar argument holds for people 
who play the lottery. They are risk-seeking. Thus, 
people often do not rank plans according to their 
average cost. Plans produced by planning methods 
should reflect this risk attitude. 

IThe readers are encouraged, for example, to ask 
themselves which of the following two cholces they pre
fer (at no cost to them): either to receive 500,000 dollars 
for sure or to receive either nothing or 1,100,000 dol
lars with equal probability. Most people strongly prefer 
the first alternative, although it has a smaller expected 
prize. 
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Figure 1: A navigation example 

Utility Theory 

Utility theory (von Neumann & Morgenstern 1947) 
provides a well-understood normative framework 
for making decisions according to a given risk at
titude, provided that the decision maker accepts 
a few simple axioms and has unlimited planning 
resources available. Its key is the existence of a 
utility function that transforms costs e (here: re
sources consumed) into real-valUf'~d utilities u(e) 
such that maximizing expected utility reflects the 
risk attitude of the decision maker.2 Linear util
ity functions correspond to a risk-neutral attitude; 
non-linear utility functions model risk-sensitive at
titudes. A planner that is based on utility theory 
takes the utility function as input and determines a 
plan that maximizes or satisfices the expected util
ity of the cost of plan execution. 

Utility theory only specifies what a good plan is, 
but not how one can obtain it other than by enu
merating every chronicle of every possible plan. 
How to plan efficiently is addressed by planning 
techniques from Artificial Intelligence (AI). To this 
end , they often use structure inherent in the prob
lem. Modularity, for example, is an important 
property for reducing the planning effort , because 
it allows planners to divide the problem into sub
problems, find solutions, and then assemble the so
lutions to an overall plan. Cnfor tunately, planning 
problems that are modular when minimizing aver
age cost are usually not modular when maximizing 
average utility. 

Example 2: Consider the following sequential 
planning task consisting of three segments. Imag
ine that a robot has to first visit office X to pick 
up a form, then obtain a signature in office Y, and 
finally deliver the signed form to office Z. The three 
segments are independent if the costs and probabil
itiet; of the sub chronicles of different plan segments 
arr independent. Assume that this is the case and 
that the plan shown in Figure 2 has to be evalu
ated. Its first plan segment ("reaching office X") 
has two possible subchronicles PSll and PSI2. It 
could, for example, correspond to taking route B 
in Example 1 (assuming that office X is at loca
tion 0): subchronicle PSll corresponds to the case 

2To avoid confusion : we assume that costs are non
negative with larger quantities being worse, whereas 
larger utilities are preferable over smaller ones. 
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Figure 2: A plan consisting of three segments 

where the door is open, whereas subchronicle PSI2 

corresponds to the door being closed. Subchron
icle PSll has cost ell and occurs wi th probability 
Pll, subchronicle PS12 has cost el2 and occurs with 
probability PI2 (where Pll + P12 = 1) , and similarly 
for the other plan segments and subchronicles. The 
average cost of the plan can be calculated as follows: 

2 2 2 

2:= 2:= 2:=[Pl iP2jP3k(CIi + C2j + C3k)] 
i=1 j=1 k=1 

2 2 2 

= 2:=[PliCl;] + 2:=[P2jC2j ] + )=[P3kC3d 
i=l j =1 k=1 

Since the average cost of the plan is the sum of the 
average costs of its segments, it can be calculated in 
time linear in the size of the plan, without having 
to enumerate all of its eight chronicles. However, 
its expected utility cannot be obtained this easily : 

2 2 2 

2:= 2:= 2:=[PliP2iP3kU(CIi + C2j + C3k)] 
, =1 j=1 k=1 

This computation cannot be modularized for arbi
trary utility functions and consequent.ly it might be 
necessary to enumerate all chronicles of the plan to 
determine its expected utility - to see this, consider 
for example the utility function u(e) = (-c)5. Un
fortunately, the number of chronicles is exponential 
in the number of plan segments, making their enu
meration intractable. 

A similar argument also holds for finding optimal 
plans instead of evaluating them. To find a plan of 
minimal cost, the planner can determine separate 
subplans for the three plan segments, each of which 
minimizes the expected cost of its segment. These 
three subplans combined then form a minimal cost 
plan for the planning problem . However , a plan 
of maximal utility can usually not be found that 
easily. 

Exponential Utility Functions 

We have developed a planning methodology that 
solves planning problems with non·-linear utility 
functions efficiently by combining utility theory 
with standard AI planning techniqu ~s. Modular-
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Figure 3: The transformed plan 

ity and thus planning efficiency are achieved by re
stricting the class of utility functions. In particu
lar, we use the following family of utility functions: 
convex exponential functions u(c) = -yc for 0 < 
-y < 1, concave exponentia.l functions u(c) = _ -yc 
for / > 1, and their positively linear transforma
tions (Watson & Buede 1987) . Since these utility 
functions are parameterized with a parameter /, 
one can express various degrees of risk-sensitivity 
ranging from being strongly risk-averse to being 
strongly risk-seeking, see (Koenig &. Simmons 1994) 
for details. The larger -y, the more risk-averse the 
planner is, and vice versa. In the following, we usp 
u ( c) = -yc for 0 < -y < 1. 

Consider again Example 2 and the plan shown in 
Figure 2. The calculation of its expected utility can 
now be modularized: 
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~ ~ ~[PliP2jP3k'U(Cli + CZj + C3kl] 
i=1 j=1 k=! 

2 2 2 

= ~ ~ ~[Pl iP2j P3k·/h +C2j+e3k ] 
i=1 j=] k=J 

2 2 2 

= ~[Pli,C1i l X ~[P2nC2; 1 x ~[P3k1e3k l 
i= 1 j =1 k=l 

2 2 2 

= ~[Pliu(c l i )l x ~[P2ju(c2j) 1 x ~[P3k'U, (C3k)] 
i =l j =1 k=1 

More importantly, exponential utility functions al
low us to transform the risk-sensitive planning 
problem into a planning problem that can be solved 
with standard probabilistic planning techniques. 
We transform the plan from Figure 2 as follows: 
For each subchronicle PSij, we let the rohot "die" 
with "probability" U(Cij) during its execution, sec 
Figure 3 (the probabilities of dying in different sub
chronicles are independent).3 This transformation 
is trivial and can be done in linear timp (the costs 
of the subchronicles of thp transformed plan are 
unimportant). The probability of not dying while 

3~ote that 0 < U(Cij) ::; 1 for u(c) = ,e and 0 < , < 
1, but many AI planning techniques can also handle 
"probabilities" outside of the interval [0,1]. 
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Figure 4: A conditional plan 

executing the transformed plan is 

2 2 2 

~[PliU(Clil ] :< ~[P2ju(c2j) 1 x ~[P3kU(C3k)] 
i= l j =1 k=l 

Note that this probability equals the expected util
ity of the original plan . Instead of finding a utility 
maximal plan among all originaJ plans, we can now 
determine a plan that minimizes the probability of 
dying among all transformed plans. It is intractable 
to transform each plan individually, because there 
can be an exponential number of them. Instead, 
we assume that the cost of a chronicle is the sum 
of the costs of its actions (a reasonable assumption 
for many resources, including execution time) and 
transform the whole planning problem at once by 
transforming each of its actions individually. 

Any planning method that is able to determine 
plans that maximize the probability of goal achieve
ment (or plans whose probability of goal achieve
ment exceeds a given threshold) for the transformed 
planning problem can be used to determine a plan 
that maximizes (or satisfices, respectively) the ex
pected utility of the original planning problem. 
Planning methods tha t maximize or satistice the 
probability of goal achievement have been investi
gated extensively in AI, see for example 

• Anytime Synthetic Projection (Bresina & Drum-
mond 1990) , 

• Buridian (Kushmerick, Hanks, & Weld 1995), 

• C-Buridian (Draper, Hanks, & Weld 1994), 

• Plinth (Goldman & Boddy 1994), 

• Wpaver (Blythe 1994), 

and others. Thus , perhaps surprisingly, such plan
ners can he used to take costs into account, and 
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Figure 5: The transformation of planning problems 

solving risk-sensitive planning problems with our 
approach is as efficient as these planners are. Fur
thermore, we participate in performance improve
ments that are achieved in this currently very active 
area of AI. 

Other AI planners can be used to solve the trans
formed planning problem as well. Planners that 
minimize expected cost, for example , maximize the 
probability of goal achievement if the total cost of 
achieving the goal is cgoa/ and the total cost of dy
ing; is Cdead wi th Cdead < Cgoal. This cost model can 
be enforced by assigning all artions a cost of zero, 
but making the robot take one additional action of 
cost Cgoal after it has reached a goal and, similarly, 
making it take one additional action of cost Cdead 

before it "dies." Thus , risk-neutral planners can be 
used for risk-sensitive planning as well. 

':rhe transformation process is summarized in Fig
ure 5. In this paper, we only demonstrated it using 
a simple example, but our planning methodology 
also applies to a wide range of planning problems, 
from rractive planning (Koenig & Simmons 1994) 
to general conditional planning in the presence of 
noisy actuators and sensors (a sample conditional 
plan is shown in Figure 4). 

Another approach to planning with nonlinear util
ity functions has been investigated by (Wellman, 
Ford, & Larson 1995). The difference in their ap
proach, PFS-Dominance, is that it applies only 
to planning problems with deterministic actions 
(whose costs can be non-deterministic). It uses a 
more generai class of utility functions than our ap
proach, which forces them to give up modularity. 
Additional planning approaches that give up mod
ularity are described in (Haddawy & Hanks 1993). 
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Figure 6: An immediate deadline that is soft 

Applications 

Our planning methodology can be used to solve a 
variety of planning problems. 

Risk-Sensitive Planning: We have already dis
cussed that people are usually not risk neutral, and 
that plans produced by planning methods should 
reflect the risk attitudes of the people affected by 
them. If the costs of all chronicles are similar for 
each plan (as, for instance, in the navigation exam
ples above), then risk-neutral plans can be used to 
approximate risk-sensitive plans. As robots become 
more reliable and can operate for extended amounts 
of time, however , they can solve more complex and 
consequently more timr-consuming tasks and thr 
average cost criterion can become more and more 
inappropriate to rank plans. One such navigation 
scenario that is currently being pursued at Carnegie 
Mellon University is a long-distance traverse of the 
Lunar surface with a semi-autonomous rover (Sim
mons et al. 1995). 

Planning with Soft Deadlines: Our planning 
methodology can not only be applied to risk
sensitive planning, but also to planning for immedi
ate deadlines that are soft. Imagine that , in Exam
ple 1, the robot has to deliver some medicine to a 
patient in room U whose condition is deteriorating 
rapidly according to an rxponential function, see 
Figure 6. If the goal of the planner is to find a plan 
that minimizes the average deterioration of the pa
tient's health until they get the medicine, it can 
use our planning methodology in conjunction with 
the utility function u(c) = "Ie for 0 < "I < 1, where 
c corresponds to the execution time of the naviga
tion plan. More generally, our planning methodol
ogy can be used to solve planning problems with 
immediate, soft deadlines that are modeled with 
exponentially decaying functions . 

Immediate, soft deadline are , in many cases, also 
appropriate for picking up printouts, on requrst , 
from a remote printer room· the requests are usu
ally not made in advance, but the printouts are 
often needed right away. We are currently pur
suing such delivrry tasks with Xavier, our office 



robot that will be operating continuously during 
office hours. Eventually, it will be used to de
liver memos, letters, and printouts between the of
fices in our building. We have already laid the ar
chitectural groundwork for the application of our 
planning methodology to this scenario. In partic
ular, we have implemented a PaTtially Observable 
Markov Decision Process (POMDP) model for our 
office delivery robot that models noisy actuators, 
noisy sensors, and can deal with incomplete knowl
edge (such as unknown or only partially known 
states of doors or corridor distances) (Simmons & 
Koenig 1995) . We have also implemented an un
supervised and passive learning mpthod that auto
matically improves the POMDP model as the robot 
solves navigation tasks (Koenig & Simmons 1996), 
thereby reducing the initial uncertainty aLout the 
lengths of corridors and improving the accuracy 
of thp robot's actuator and sensor models. We 
are working on integrating our planning method
ology into Goodwin's existing probabilistic planner 
(Koenig, Goodwin, & Simmons 1995) , which cur
rently plans for the average case, thereby extending 
its functionality to planning for given risk attitudes 
or to planning with soft deadlines. We are also 
working on empirically obtaining the risk attitudes 
and deadline utility functions of potential users of 
our office delivery robot, so that the planner can 
detprminp plans that fit their preferences. 

Conclusion 

In this paper, we studied robot navigation problems 
under uncertainty and demonstrated how exponen
tial utility functions can be used to model given risk 
attitudes or soft deadlines. We also showed how 
planning problems that involve such utility func
tions can be transformed into problems that can 
be solved using probabilistic planning techniques. 
Our planning methodology combines the expres
sivity of utility theory (by using nonlinear utility 
functions to express risk attitudes and deadlines) 
with techniques from Artificial Intelligence to solve 
the resulting planning problems efficiently. 
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