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Abstract

This research concerns the exploitation of lin-
guistic context in vision. Linguistic context is
qualitative in nature and is obtained dynami-
cally. We view this as a new paradigm which
is a golden mean between data driven object de-
tection and site-model based vision. Our solu-
tion not only proposes new techniques for us-
ing qualitative contextual information, but also
efficiently exploits existing image interpretation
technology. The design and implementation of
a system, ShoweATell, a multimedia system for
semi-automated image annotation is discussed.
This system, which combines advances in speech
recognition, natural language processing and im-
age understanding, is designed to facilitate the
work of image analysts (IA). Adaptation of the
current prototype to the task of change profiling
and change detection is discussed.

Introduction
The need for exploiting domain-specific and scene-
specific context in vision has been acknowledged;
(Strat & Fischler 1991) discusses such an approach.
Our research has centered on the use of linguistic con-
text in vision. There are several issues which make this
problem interesting and challenging, on both the IU
and NLP fronts. First, information obtained from lan-
guage is qualitative. Since most vision algorithms rely
on quantitative information (e.g., geometric site mod-
els), considerable effort has been expended in designing
(or re-designing) vision algorithms to exploit qualita-
tive context. Second, the task of extracting useful in-
formation from language and converting it to a suitable
representation for use by an image understanding sys-
tem has also been investigated. Finally, the design of a
robust system combining image understanding, natural
language processing within the framework of a conve-
nient, multimedia user interface has posed the greatest
challenge.

This work was supported in part by ARPA Contract
93-F148900-000.

Since May ’93 (when funding for this effort com-
menced), significant progress has been made in the de-
sign of a system which exploits linguistic context in
the task of image interpretation. A theoretical model
for using natural language text as collateral informa-
tion in image understanding has been formulated; col-
lateral information has been represented as a set of
constraints. Preliminary natural language processing
techniques for extracting collateral information from
text have been formulated. A control stucture has
been designed which efficiently exploits the above con-
straints in the process of image interpretation. Finally,
a prototype system, PICTION (Srihari et al. 1994;
Srihari 1995c; Srihari & Burhans 1994), has been de-
veloped, which when given a captioned newspaper pho-
tograph, identifies human faces in the photograph. A
significant amount of work in face location and gen-
der discrimination has been developed and employed
in the above mentioned system. PICTION has served
as the basis for research in content-based retrieval from
image databases (Srihari 1995a); retrieval is based 
information from the image (face identification) as well
as information gleaned from the caption.

PICTION has its limitations since (i) captions can
get arbitrarily complex in terms of extracting reli-
able information, (ii) face location and characteriza-
tion tools are not sufficiently robust to be used in a
completely automated system, and (iii) there are limi-
tations encountered in attempts to derive 3D informa-
tion from a static 2D image; a classic example is the
processing of spatial relations such as behind.

Our recent efforts have concentrated on developing
an interactive system for multimedia image annota-
tion. Although this new system, named Show,Tell
builds on the research ideas demonstrated in PIC-
TION, there are fundamental differences between this
domain and PICTION which makes it more robust.
The remainder of this paper focuses on the design and
implementation of Show~TeU.
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Show&Tell: A Multimedia System for

Semi-Automated Image Annotation

Show~4Tell is a system which combines speech recog-
nition, natural language processing and image under-
standing. The goal of this image annotation project
is to take advantage of advances in speech technology
and natural language (NL)/image understanding (IU)
research to make the preparation of image-related col-
lateral more efficient.

We have developed a prototype system consisting of
two phases. The first phase (illustrated in Figures 1 (a)
and (b)) consists of automatic interpretation/indexing
of images. It begins by using mouse input to detect
roads and subsequently partition the image based on
road networks. Next, an analyst views the image, and
describes it in spoken language, pointing from time to
time to indicate objects or regions in the image. A
state of the art speech recognition system is employed
in transcribing the input and synchronizing the speech
with the mouse input. The resulting narrative is pro-
cessed by a natural language understanding component
which generates visual constrains on the image. This
in turn, is used by an image interpretation system in
detecting and labeling areas, roads and buildings in
the image. Finally, a facility to attach additional col-
lateral to objects which have been identified has been
provided. The output of the system is thus an NL col-
lateral description and an annotated image. The an-
notated image consists of (i) a semantic representation
of the text and (ii) locations of objects, regions iden-
tified in the image. Information is represented such
that spatial reasoning, temporal reasoning and other
contextual reasoning is enabled.

In the second phase, we provide point and click
querying synchronized with speech on the annotated
images. For example, the query show all man-made
structures to the west of this <click> forest would
cause the appropriate areas in the image to be high-
lighted; each of these could be further queried for cor-
responding textual information.

There are several assumptions we are making in
specifying the task and our proposed solution. From
the perspective of an image analyst, this approach con-
stitutes a healthy compromise between (i) tedious man-
ual annotation, even when tools such as snakes are
provided, and (ii) completely automated (image-based)
interpretation. Since the task involves co-referencing
image areas with textual descriptions, our system uses
the text for dual purposes: co-referencing as well as for
assisting image interpretation.

The second assumption concerns the use of pre-
constructed geometric site models. These have been
used effectively in the RADIUS community for regis-
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Figure 2: Functional Architecture of ShowS_tTell Sys-
tem.

tering new images of a known site and subsequently
for change detection. The initial version of Show~4Tell
does not use site models since the objective was in-
vestigation of linguistic context alone. The version in
development takes a different approach by utilizing site
models.

Finally, at this point we assume that an approximate
shape representation for objects is sufficient for reason-
ing purposes. We represent objects such as buildings or
areas by simple bounding boxes with orientation; poly-
lines are used for roads, rivers. Our system does allow
for more exact representations for display purposes.

Figure 2 illustrates the functional architecture of
Show,Tell. Techniques from several sub-disciplines of
Artificial Intelligence have been assimilated into this
system, including computer vision, natural language
understanding, spatial reasoning, knowledge represen-
tation and information retrieval. The system is imple-
mented in C and LISP and uses LOOM (ISI/USC) for
knowledge representation; BBN’s HARK speech recog-
nition software is employed. It has been tested using
images from the RADIUS model board series; these
aerial images depict buildings, roads, foliage, power
plants, etc. The system is now described in detail.

Knowledge Representation

We are currently using a description logic language
LOOM (ISX 1991), to construct an object-oriented
model of our world. Multiple levels of representation
are employed for objects in our world. Apart from the
standard composition and specialization relations be-
tween entities, we also define a concrete relation to re-
late entities at different levels of abstraction (Niemann
et al. 1990). Consider the entity building for exam-
ple; a 3-level representation is used for this: (i) build-
ing concept where functional information is stored, (ii)
building objects which represent instances of buildings
in an image, and (iii) polygons which represent the
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(a)

(b)

Figure 1: (a) result of road detection (b) results of image interpretation
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shape (geometry) of a building object. This represen-
tation scheme permits visual and conceptual informa-
tion to be stored in a distinct, yet shareable manner.

Pre-Processing: Semi-Automated Road
Detection

Roads form natural partitions in aerial scenes. They
serve as landmarks using which the analyst may base
his/her description of the image. In our algorithm it
is assumed that the analyst provides an initial seed for
the detection. Every connected network requires a sep-
arate seed. The algorithm is based on controlled con-
tinuity splines (M. Kass & Terzopoulos 1987) and en-
tropy minimization (Geman 1994). Results are shown
in Figure l(a).

Speech and Language Processing
The speech annotation facility is comprised of two
parts (i) speech processing, resulting in transcribed
ASCII text, and, (ii) natural language processing 
the ASCII text. The limitations of the speech rec-
ognizer, combined with the requirement for real-time
language processing strongly influenced the design of
this interface.

Figure 3 illustrates a sample speech annotation used
in processing the image in Figure 1. In designing the
speech annotation facility, there were several issues
that had to be addressed. These included:

¯ Constraining the vocabulary and syntax of the utter-
ances to ensure robust speech recognition; the active
vocabulary is limited to 2000 words.

¯ Avoiding starting utterances with words such as this,
the; such words promote ambiguities, resulting in
poor recognition performance.

¯ Synchronizing the speech input with mouse input
(e.g., this is Kelly Laboratory). Currently, we assume
only one mouse click per utterance; the constrained
syntax allows unambiguous synchronization.

¯ Providing an editing tool to permit correction of
speech transcription errors.

In this first prototype of Show,Tell, the text (re-
sulting from speech recognition) was processed as 
complete narrative unit (i.e., "batch mode"), rather
than a sentence at a time. The justification for this
is that it leads to more efficient search strategies; if
all information is known a priori, the system can se-
lect an interpretation strategy which best exploits the
information. Unfortunately, processing narratives can
be difficult. People may refer to the same entity in
several ways, e.g., Baldy Tower, the tall building, the

skyscraper. Anaphoric refernces it, them are ubiqui-
tous in narratives and require maintaining previous
history. An important element in language process-
ing is the construction of domain-specific ontologies.
For example, it is important to know that a gym is a
building, and is associated with athletic facilities. Con-
struction of large-scale ontologies such as this, remains
an open problem. With the proliferation of machine-
readable lexical resources, working ontologies may be
constructed which are sufficient for restricted domains.

Understanding spatial language in context (e.g., the
buildings on the river) can get arbitrarily complex. To
ensure robustness, we curtail idiomatic use of prepo-
sitions. Identifying and classifying proper noun se-
quences is a problem which also needs to be addressed.
It is recognized that natural language understanding is
itself a complex area. Since we are using language to
simplify the task of vision, constraints have been im-
posed on the syntax and semantics of utterances to
simplify processing. Although the IA cannot use unre-
stricted "natural language", there is sufficient flexibil-
ity to render it a convenient interface.

The output of language processing is a set of con-
straints on the image. These can be (i) spatial, (ii)
characteristic (i.e. describe properties of an object or
area), or, (iii) contextual. Constraints may be asso-
ciated with single objects or a collection of objects
(e.g., the set of ten buildings). The set of LOOM asser-
tions output, fall into two categories: (i) area, building,
and aggregate concepts, etc., and (ii) relations between
concepts indicating spatial and other relationships.

Qualitative Building Detection

Label Image~

Token Image ~

f

Raw Image~

Token Set

Qualitative
Knowledge

Generic Model

~~ e.g. rectangular,
two-storied)

Figure 4: Illustration of knowledge supervised percep-
tual grouping.

Building detection is one of the major components of
our system. In the RADIUS community, there have
been several successful algorithms proposed(Jaynes,

2O



This image depicts jarvis park.
Label segments roger two roger four and roger five as main street.
Label segment roger three as king street.
In the western half of area delta is the baird research institute.
It consists of four buildings.
Of these the leftmost is a long rectangular building.
Label this as the kelly laboratory.
This is used for developing and testing new products.
Label the 1-shaped building as the operations center.
Label the large two storied building as the headquarters building.
This is where most of the administrative offices are located.
Label the small square building as the communications building.

Figure 3: Sample Speech Annotation for Image in Figure 1.

Stolle, & Collins 1994; Lin, Huertas, & Nevatia 1994;
McGlone & Shufelt 1994). Unlike most of the exist-
ing building detection algorithms in RADIUS which
detect buildings based on site models, the algorithm
we propose here is completely independent of any 3D
site models and/or camera pose and calibration infor-
mation. Instead, the building detection module is only
driven by qualitative information such as rectangular
buildings, two-storied buildings, etc. provided through
speech by image analysts. The goal of building detec-
tion here is to segment out the building boundaries in
a monocular image, and outline an approximate delin-
eation of the building boundary in this image, based
on the qualitative constraints provided through speech.
Our belief is that since there is no site model or other
quantitative information utilized, the approach is more
challenging, yet more widely applicable.

Given a qualitative shape model and a qualitative
viewing direction, our building detection is based on
knowledge supervised perceptual grouping (KSPG).
Fig. 4 shows the general scenario of how KSPG works.
There are three layers for this grouping. Given a raw
image, a line-finding algorithm is applied to the raw
image to obtain a token image. Owing to the generic
imperfiction of line-finding algorithms, plus the fact
that there are always noises in an image such as shad-
ows, the tokens need to be grouped to form a semanti-
cally correct segmentation. To give a correct building
detection, perceptual grouping has to be applied to de-
tect all the semantically correct lines (i.e. building im-
age boundaries), and ignore those "noisy" lines such as
those cultural and textural lines inside the building im-
age, and the shadow lines. The result of this detection
is called the label image. The difficulty of perceptual
grouping relies on the fact that it is difficult to make a
decision about whether or not to group two tokens to-
gether if working only at the token level. That is why

we propose knowledge supervised perceptual grouping.
The knowledge here comes from two sources.

One source is the qualitative description provided
by an image analyst through speech as input to the
building detection algorithm. This information con-
tains qualitative description of building shapes (e.g.
rectangular, L-shaped, etc.), qualitative viewing direc-
tions (e.g. nadir view, oblique view, etc.), number 
stories (e.g. two-storied), and shadow information (e.g.
yes/no shadow). Other qualitative information may
also be used as input, such as qualitative description
of the location (e.g. this building is located in the
southwest corner), but it only serves as speeding up
the computation, and is not necessary.

The other knowledge source comes directly from the
raw image itself. In perceptual grouping, whenever we
are not sure whether or not we need to group two to-
kens together, the best way to help make decision is
to go back to the raw image to check with the con-
text of those two tokens. If there is edge information,
although it may be very week, between the two line
tokens, these two tokens may be possibly grouped to-
gether. Otherwise, the two tokens represent two dif-
ferent contexts. This process of going back to the raw
image in perceptual grouping is called reinvestigation
in this paper. We believe it is necessary to do this
reinvestigation when perceptual grouping is called.

In order to apply KSPG, some preprocessing is nec-
essary to roughly locate where the building is in the
image. The preprocessing includes:

¯ Detect all the line tokens in the raw image by apply-
ing a line detector(Kahn, Kitchen, & Riseman 1990)
to the image. The result of this step is an abstract
token set of the image, and a token image which
shows all the detected tokens in an image plane.

¯ Obtain a length-weighted histogram based on token
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orientation. Each token is normalized in terms of its
length w.r.t, the longest token of the whole token
set, and is put into a bucket corresponding to its
orientation by its normalized length.

¯ Choose all the line tokens corresponding to the
global peak of the histogram to form a token sub-
set, which is called dominant token set.

¯ Form a reference point set based on clustering of
the dominant tokens. Each line token is represented
as a mass point by its normalized length as mass. A
nearest-neighbor based clustering algorithm is called
to obtain a final distribution of the mass centers in
the image. For those images containing man-made
buildings, building scenes are often filled with long
line tokens, and thus the clustered mass centers have
good potentials to fall inside those buildings.

After preprocessing, the building detection is called
for each reference point:

¯ if the building shape is given, apply KSPG based
on this shape model;

¯ if the building shape is not given, apply KSPG
based on different shape models until either a build-
ing is detected or consume all the shape models;

Finally, the algorithm terminates either having de-
tected the required number of buildings, or having run
out of reference points.

The major steps of KSPG are:

¯ Sort all dominant tokens to form a distance map
w.r.t, the reference point. The perpendicular dis-
tance from the reference point to each dominant to-
ken is calculated and associated with this token. Af-
ter all the distances are obtained, all the dominant
tokens are sorted at the both sides of the reference
point in terms of their distances. The spatial layout
is called a distance map.

¯ Perform longitudinal perceptual grouping and exten-
sion. For those tokens with similar distances to the
reference point, some of them may be grouped to-
gether to form a longer and more complete line to-
ken, and some of them may be discarded because
they are not semantically related. The decision of
whether or not two tokens may be grouped is made
solely when the local context in the raw image is
reinvestigated. The step completes detection of the
dominant sides of a building delineation.

¯ Match the generic model against the distance map.
A candidate set is defined by those dominant tokens

in the image ’domain that may match the generic
model. For example, a candidate set of a rectangu-
lar model is any two dominant tokens at both sides of
the reference point with similar lengths. The candi-
date set is found to be matched to the generic model
if there is lateral support of the existence of line to-
kens, or edge information with such a lateral orien-
tation when the raw image is reinvestigated.

Visual Search and Spatial Reasoning

for Image Interpretation

Recently, there has been a lot of academic interest in
the Integration of Natural Language and Vision (McK-
evitt 1994; Srihari 1995b). One of the objectives of this
research effort is to use the interpretation of data in
one modality to drive the interpretation of data in the
other. We highlight the fact that collateral based vi-
sion exploits a reliable hypothesis of scene contents. We
obtain this hypothesis from sources other than bottom-
up vision to aid the vision processing. However in the
INLV community, there is sufficient interest in using
using bottom-up vision to generate natural language
descriptions of scenes; to use vision techniques in nat-
ural language understanding and to model deep rep-
resentation and semantics of language and perception.
We choose a far more conservative goal of examining
how image interpretation can benefit from collateral
information.

Srihari(Srihari 1995c) showed how collateral infor-
mation from captions accompanying news photographs
could be used to identify people in the photographs. A
hypothesis of the image contents is generated, then a
routine to locate face candidates in the image is called
and graph matching techniques are used to establish
correspondence between face candidates and persons
mentioned in the caption. We extend the use of col-
lateral information in this domain by (i) devising 
uniform representation for domain and picture specific
constraints, (ii) employing spatial reasoning to use par-
tial interpretation results in guiding the application of
the vision processing tools. (iii) generalize the problem
representation in an object oriented manner to deal
with multiple object types (not just faces). The last
extension makes the ideas developed in Srihari’s thesis
suitable for application in other domains.

Localizing the search for objects

The idea of using partial interpretation results to local-
ize the search for related objects has been used in sev-
eral vision systems. For example, constrained search
was used by Selfridge (Selfridge 1982) to guide the
search for building shadows, but with minimal spatial
reasoning. Earlier, we classified constraints as contex-
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Figure 5: Localizing the search for objects using spatial
reasoning

tual, spatial and characteristic. When the control algo-
rithm employs any of these constraints to disambiguate
candidates, we call them verification constraints and
when it employs them to locate candidates for an ob-
ject, we term them locative constraints. We assume
cost and reliability measures for our object locators
and attribute verifiers are available. The control algo-
rithm loops over three stages (see Fig. 5):

Decision Stage: A complex cost/utility function is
employed to decide which object class to detect next,
given the current state of the constraint graph and
labelings. The factors taken into account for this
function are the tool cost, reliability, number of ob-
jects to be found, size of search region, number of
constraints between this class and the objects of in-
terest and the level of interest in this particular class
of objects. Some measures are class specific (tool
cost), others are instance specific (number of ob-
jects) and some are dynamic (size of search region).

Labeling Stage: Candidates for objects of chosen
group are located using the collateral information
available. These objects, candidates and the con-
straint relations between the objects are inserted in
a constraint graph representing the partial interpre-
tation. Constraint satisfaction techniques are ap-
plied to uniquely label the objects. Constraints be-
tween objects in the new group and between objects
in prior groups and the new ones are satisfied to in-
crement the partial interpretation of the image.

Propagation Stage: Any object that has been la-
beled uniquely in the previous module potentially
constrains the search region for those objects in-
volved in a spatial relation with it. The propagation
module computes the search region using the labeled
object and the type of spatial relation. So far, this

spatial prediction has been implemented for binary
spatial constraints.

The effect of locating objects of a particular class can
then be summarized as (i) potential identification 
objects already located, (ii) labeling and partial iden-
tification of current class objects and (iii) constraining
and prioritizing the search for some other objects.

As we have mentioned, an object locator is param-
eterized by the number of objects of that particular
class. Since the algorithms for object-location are not
always accurate, we might obtain too few or too many
object candidates. Information from the spatial pre-
diction stage is used at this point to attempt a solu-
tion. The object locator routines are called again on
the constrained search region with relaxed parameters
if there were initially too few candidates. If there were
extra candidates, the information is used to order the
candidates and the top choices are picked.

Spatial Reasoning

In addition to verifying spatial relations between object
candidates, the spatial reasoning module performs the
task of spatial prediction. In the process of interpre-
tation, any object that becomes uniquely labeled can
serve as a potential reference object. Spatial relations
between this reference object and other objects not yet
located are used to generate search areas for those ob-
jects. The simplifying assumption of a known fixed
reference frame makes this task relatively simple. We
have added the ability to deal with spatial relations
between aggregates of objects. Verification of such
relations is simple (conjunction of relations between
members of the aggregates), however, using such rela-
tions for constrained search is new. The idea briefly,
is to construct dummy objects to represent aggregates
in spatial relations.

The input to the interpretation module consists of a
constraint graph. The nodes represent objects such
as buildings, roads, logical areas and aggregates of
these. The arcs denote the spatial and characteris-
tic constraints on these objects. A working constraint
graph is created incrementally by adding nodes chosen
by the decision module. Partial labeling is attempted
and the results are used for spatial prediction. (Chopra
& Srihari 1995)

Annotation and Querying

Annotation and querying are the facilities which even-
tually are most valuable to an IA -- all the processing
described to this point enables these functions. Us-
ing the annotation tool, an IA may point to an object
(which has already been segmented) and type in any
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further information which may be relevant. Such in-
formation would be available for querying at a later
point.

Querying is with respect to a single image or (even-
tually) across an image database. Currently, we have
focused on spatial and ontological queries, e.g., Show
all buildings to the right of Kelly Laboratory or Show
all athletic facilities. Future plans include temporal
query processing as well as a speech interface.

Modifications to Show~JTell
There are several modifications being made which will
be incorporated into future generations of the system
(see below). The most significant will be the immediate
processing of speech input, as opposed to the "batch"
mode in which it is currently being handled. In case,
a single utterance does not contain sufficient informa-
tion to complete a cycle of image interpretation, the
system will offer partial feedback to the IA and encour-
age him/her to continue. Second, mouse input can be
used more effectively than is currently being done; we
propose to track the mouse continuously. More sophis-
ticated spatial reasoning will be developed; work on
improving and expanding building detection capabili-
ties continues. Finally, the next section describes our
current effort in combining our research in qualitative
vision with quantitative site models- this is required if
scalable, robust systems are to be developed.
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