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Abstract

In this paper we discuss an application of genetic pro-
gramming to the problem of learning constraints to be
used in plan operators for language interpretation. We
use as an example the problem of identifying the dis-
course purpose of Okay. In particular, we compare a
pure genetic programming approach with a hybrid ge-
netic programming/plan-based approach. We demon-
strate that genetic programming allows for a natural
combination of machine learning with more traditional
plan-based discourse processing approaches. The type
of discourse that we focus on in this paper is human-
human spontaneous negotiation dialogues.

Introduction

In this paper we argue that genetic programming al-
lows for a natural combination of machine learning
with more traditional plan-based discourse processing
approaches. We compare the use of genetic program-
ming for identifying the discourse purpose of Okay
with an alternative genetic programming approach to
evolving constraints to be included in plan operators.
The type of discourse that we focus on in this paper
is human-human spontaneous negotiation dialogues in
the scheduling domain.

We first review some applications of the genetic al-
gorithm (Holland 1975; Michalewicz 1994) as well 
genetic programming (Koza 1992; 1994) to compu-
tational linguistics. We then present an overview of
the genetic algorithm and genetic programming. After
that we discuss what aspects of genetic programming
make it particularly attractive for discourse process-
ing. Finally we discuss a small pilot study in which we
explore the use of genetic programming for identifying
the discourse role of Okay.

Genetic Programming in

Computational Linguistics

The genetic algorithm and genetic programming tech-
niques have not been applied very widely to computa-
tional linguistics. Here we will review the applications
that we are aware of.

Losee (1995) describes a use of the genetic algorithm
to evolve parsing grammars for document retrieval.
Berwick (1991) and Clark (1991) both describe appli-
cations of the genetic algorithm to evolving parameter
settings for parameterized GB grammars.

A short review of applications of genetic program-
ming to computational linguistics can be found in
(Koza 1994). Two examples are given. The first ex-
ample is Siegel’s (1994) work in which genetic pro-
gramming was used to induce decision trees for word
sense disambiguation. The other example was Nordin’s
(1994) work in which genetic programming was used 
evolve machine code programs for classifying spelled
out Swedish words as nouns or pronouns.

In addition to these examples, the genetic program-
ming approach has been applied to the problem of re-
covery from parser failure (Ros@ 1997; Ros@ & Lavie
1997), and to the problem of combining context-based
and non-context-based predictions for parse disam-
biguation (Qu et al. 1996; Qu, Ros@, & Di Eugenio
1996).

Background on Genetic Programming

Genetic programming (Koza 1992; 1994) is a method
for "evolving" a program to accomplish a particular
task. It is an extension of the traditional genetic al-
gorithm originally introduced in (Holland 1975) and
developed further in (Michalewicz 1994).

The genetic algorithm is a machine learning ap-
proach inspired by the Darwinian model of evolution
(Darwin 1859). Character strings that represent chro-
mosomes or genetic features encode data that is used
by some program. The "fitness" of a character string
is computed by measuring how well the program per-
forms given that character string as data. A population
of character strings is evaluated for their fitness value.
A set of strings that are relatively more fit than the
rest of the population are chosen to "mate" with each
other and produce a new set of strings for the next
generation.

When these strings "mate", an operation called
crossover is used. Some position is chosen as a
crossover point. Two new strings are then produced.
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The first one contains the part before the crossover
point from the first parent concatenated with the part
after the crossover point from the second parent. The
other one contains the part before the crossover point
from the second parent concatenated with the part af-
ter the crossover point from the first parent. The idea
then is that what is good about one string will hope-
fully be combined with what is good about the second
string. In this way, partial solutions to a problem can
be built up over time.

In addition to crossover, another operation that af-
fects the next generation is mutation where a sin-
gle character in a small subset of strings is randomly
changed. This is to partially compensate for what "ge-
netic diversity" is lost as the population becomes more
and more focused on those strings that seem to be the
most fit, until a string is evolved that reaches some
threshold of fitness or some maximum number of gen-
erations are exceeded.

Genetic programming (Koza 1992; 1994) is an ex-
tension of the traditional genetic algorithm where the
structures that are undergoing adaptation are com-
puter programs, which dynamically vary both in size
and shape. This search paradigm is a technique for
finding the most fit computer program for a particular
task. This approach can be used to evolve computer
programs in any computer language, though in this
paper it will be used to evolve only Lisp programs.

Since the space of possible computer programs is in-
finite, to simplify the problem and focus the search,
genetic programmers generally impose limits on the
depth of the programs that they evolve. A genetic
programming algorithm starts out with a set of func-
tions that can be composed in order to build a program
and a set of terminals (i.e. variables and constants) 
provide the leaf nodes of the program. Note that a pro-
gram can be thought of as a tree. Additionally, a set
of fitness cases are provided over which a population
of programs can be evaluated for their fitness. These
are generally bindings for the variables that are passed
in or cases to run the program over.

In the 0th generation, a set of programs is gener-
ated randomly. Usually the programs in this initial
population have a low fitness, but some programs will
have a better fitness than others. Those that are rel-
atively more fit are selected as in the traditional ge-
netic algorithm for reproduction. A modified version
of the crossover and mutation operators are used. The
crossover operation swaps a subprogram from one par-
ent program with a subprogram of the other parent
program. The mutation operator swaps a function
with another randomly chosen function or a terminal
with another randomly selected terminal.

What Makes Genetic Programming
Attractive for Discourse Processing

Genetic programming is an opportunistic search algo-
rithm that can search a large space efficiently by first

sampling widely and shallowly, and then narrowing in
on the regions surrounding the most promising look-
ing points. Problems in discourse processing are nat-
ural applications for genetic programming. The most
compelling reason why genetic programming is so ap-
propriate is that it allows for a natural combination
of machine learning and more traditional plan-based
discourse processing approaches.

To the extent that discourse processing problems
can be cast into classification problems, any of a num-
ber of different machine learning approaches for clas-
sification can be used, such as decision trees, genetic
programming, linear regression, and neural networks
(Siegel 1997; Di Eugenio, Moore, 8z Paolucci 1997;
Weiss & Kulikowski 1991). The most straightforward
application of these three learning approaches to a clas-
sification problem is to train a single function to map
each instance onto exactly one class. This is fine if
the trained function will ultimately be used to make
the final decision about how each instance should be
classified. However, if the learning approach is meant
simply to narrow down the set of possibilities ahead
of time so that a knowledge based approach can be
used to make the final decision, only genetic program-
ming allows for a straightforward solution. The reason
is that only genetic programming allows for the evo-
lution of multiple classification functions in parallel,
allowing the possibility to assign an instance to more
than one class at the same time.

If each of the functions evolved in parallel is used
to eliminate one classification from consideration un-
der uncertain circumstances rather than for making an
absolute decision about whether an instance belongs to
the associated class, then it is impossible to calculate
the error precisely for neural network or linear regres-
sion approaches since it wouldn’t be known ahead of
time on which cases it would be better not to make
a commitment. Furthermore, for a decision tree ap-
proach, it isn’t clear how one would compute entropy in
cases such as these. Genetic programming is uniquely
appropriate in these cases because its learning is guided
by comparing alternative intermediate solutions based
on how the set of functions performs together rather
than by computing and propagating a precise error or
by attempting to minimize entropy.

Additionally, genetic programming provides a natu-
ral representation for problems in plan-based discourse
processing. A number of components that make up
a plan-based discourse processor can be represented
easily as computer programs. For example, the con-
straints that are used in plan operators to constrain
the set of cases where the plan operator can be applied
are often implemented as lisp functions (Lambert 1993;
Rosd et al. 1995). Thus, these constraints can very
naturally be evolved using a genetic programming ap-
proach. Though plan operators are not executed like a
computer program, they are represented composition-
ally, in a form that could be evolved by the genetic
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programming algorithm and then applied by the dis-
course processor’s inference algorithm, rather than ex-
ecuted directly, in order to test their fitness. Thus,
plan operators, or even sets of plan operators, could
also potentially be evolved using a genetic program-
ming approach. In this paper we focus on the problem
of evolving constraint functions.

An Application to the Problem of
assigning discourse roles to Okay

The problem of assigning discourse roles to Okay is a
sub-problem of assigning discourse roles to sentences in
discourse in general. The work described here serves
as a small feasibility study for using genetic program-
ming for learning constraints for discourse processing
more generally. This work was conducted in the con-
text of the Enthusiast translation system (Suhm et
al. 1994; Levin et al. 1995), part of the large-scale
JANUS multi-lingual speech-to-speech machine trans-
lation project (Lavie et al. 1996). This machine-
translation system currently deals with the schedul-
ing domain. The corpora of dialogues which serve
as training and testing sets for this feasibility study
are composed of transcribed spontaneous conversations
between two individuals speaking English who are at-
tempting to schedule a meeting together.

Our Analysis of Okay

The problem of assigning a discourse function to Okay
has already been discussed in work such as (Schiffrin
1987; Beach 1995). In the original Enthusiast discourse
processor described in (Rosd et al. 1995), roles as-
signed to Okay included Affirm, Acknowledge, and Ac-
cept, indicating the function Okay played in the pro-
cess of furthering the negotiation. In this pilot study,
however, four more general roles for Okay are consid-
ered instead:

¯ Receipt: This form of Okay is used to indicate that
the listener understood and is acknowledging the
speaker’s utterance. No distinction is made between
the case where the speaker is simply acknowledg-
ing the speaker’s utterance and when the speaker
is both acknowledging and accepting the speaker’s
utterance.

¯ Turn Transition: This form of Okay is used to
get the listener’s attention and to announce that the
speaker is about to say something. Unlike the Re-
ceipt form of Okay, it is not a response to anything
the other speaker has said. In particular, this form
of Okay tends to mark the beginning of a change
in direction of the discourse within the body of the
conversation.

¯ Pre-Close: Similar to the Turn Transition form of
Okay, this form of Okay is used to announce that
the speaker is about to do something. In this case,
rather than announce that the speaker is about to

make a contribution to the on-going negotiation, this
form of Okay is used to announce that the speaker
believes that the body of the conversation is over.

¯ Request-Response: This form of Okay is used in-
frequently after suggestions or statements of confir-
mation in order to request the listener to respond.

An example of the Receipt form of Okay can be
found in the following dialogue excerpt:
speaker 1: Then how ’bout a one o’clock meeting.

Uh, you said you’d like to meet for
two hours.
Is that good?

speaker 2: Okay then, Friday, one o’clock, two
hours, with Sam Helwig.
I’ll write it in.
Where should we meet?

In this case, the speaker is clearly both acknowledg-
ing and accepting the other speaker’s suggestion. But
this is not always the case with this form of Okay. Note
this alternative example:

speaker 1: I can meet you at three on Friday.
How does that sound?

speaker 2: Okay, that’s not going to work.
What about Monday instead?

In both cases the speaker is acknowledging the other
speaker’s contribution. The Receipt tag is vague with
respect to the level of the speaker’s acceptance.

As mentioned above, unlike the Receipt form of
Okay, the Turn Transition form of okay is not used to
respond to anything the other speaker has said. Rather
it is used to get the other speaker’s attention and to
signal that the speaker is about to say something.

speaker 1: A lunch meeting might be nice.
Anything but Italian sounds good
to me.
Last time I had Italian I got really
sick.

speaker 2: Okay, let’s get on the ball here.
How about if we meet at ten
thirty on Tuesday?

Notice that in this case, since speaker 2’s contribu-
tion doesn’t address anything speaker 1 said, it is clear
that this Okay is simply used to get speaker l’s atten-
tion before speaker 2 attempts to move the negotia-
tion in a new direction. This form of Okay commonly
occurs at the beginning of a dialogue, but as in this
example, it can also occur in the midst of the negotia-
tion.

Another form of Okay addressed in this pilot study,
Pre-Close Okay, is used to signal that the speaker be-
lieves the body of the discourse has been completed.

speaker 1: What do you think of Tuesday at
three?

speaker 2: That sounds great.
speaker 1: Okay then, see you Tuesday.
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The final form of Okay addressed in this pilot study,
Request-Response Okay, is used to request the listener
to respond to a suggestion or statement of confirma-
tion.

speaker 1: So Tuesday at three then.
Okay?

speaker 2: Sounds great.

Setting up the Experiment
The goal of the pilot study was to evolve four constraint
functions to operate within four alternative plan opera-
tors, each identifying an alternative discourse function
of Okay in context. The purpose of the constraints is
to eliminate from consideration those alternative plan
operators that can be verified not to be appropriate
in a given context. The set of remaining plan opera-
tors are used to construct alternative inference chains,
which the discourse processor selects from using other
information, most notably focus information(Rosd et
hi. 1995). Finally, a single inference chain is selected
and attached to the representation of the discourse con-
text.

Normally, as the inference algorithm constructs in-
ference chains from instantiations of plan operators, in-
formation is percolated up the inference chain through
the variables that are bound during the inference pro-
cess. Among other purposes, these variables are meant
to provide information to the constraints. Other infor-
mation about the discourse context can be provided by
lisp functions that distil information about the context
from the plan-based structure computed so far, and
possibly from other information that is stored about
utterances in the context while the dialogue is being
processed. In order to simplify the task for the pilot
study, all of the information that would have been pro-
vided to the constraints in the way just specified was
hand coded for each example of Okay in both the train-
ing and testing corpora in the form of boolean flags.
Additionally, each example of Okay was hand-coded
for one of the four senses discussed above. The values
of the boolean flags were then combined by the trained
constraints in order to eliminate senses of Okay that
could be verified not to be appropriate in context, i.e.,
senses other than the hand-coded one.

Rather than testing how the constraints performed
in the discourse processor itself, the results of the pilot
study were evaluated by testing how well the trained
constraints performed on a test corpus where each ex-
ample of Okay was hand coded both for this set of
boolean flags as well as for the appropriate sense of
Okay. The accuracy of the trained constraints was
evaluated by comparing how often the sense of Okay
selected by the trained constraints matched the hand-
coded sense of Okay. Thus, the results presented here
represent how well the constraints could be expected
to perform assuming all of the contextual information
provided by the discourse processor is accurate. First,
each of 115 dialogues were transcribed by hand by an

experienced transcriber based on an audio recording.
In addition to the words spoken by each participant,
pauses and intonation were noted by the use of the
following three tags: {COMMA}, {PERIOD}, and
{QUEST}, according to the convention used in the
JANUS machine translation project. {COMMA} in-
dicated a short pause, and {PERIOD} and {QUEST}
indicated long pauses following falling and rising in-
tonation respectively. From these transcriptions, each
instance of Okay not occurring as part of a proposition
was coded with one of the four classifications of Okay
and thirteen boolean flags described below. Half of
the transcriptions were double coded by two indepen-
dent coders for the purpose of computing agreement.
The other half of the corpus was coded by a single
coder. The following is a list of the thirteen boolean
flags coded in the training and testing corpora:

¯ Free Standing: This flag is true when Okay occurs
by itself in a sentence, and false otherwise.

¯ Rising-Intonation: This flag is true when Okay
is immediately followed by a {QUEST} marker, or
not separated from it by more than one or more dis-
course markers or by the name of the addressee, and
false otherwise.

¯ Long-Pause: This flag is true when Okay is imme-
diately followed by {QUEST} or {PERIOD}, or not
separated from it by more than another discourse
marker or by the name of the addressee, and false
otherwise.

¯ Addressee: This flag is true if the speaker inserts
the name of the addressee right after the Okay, or
not separated from it by more than one or more dis-
course markers, and false otherwise.

¯ Turn Initial: This flag is true when Okay occurs as
the first sentence in the turn, and false otherwise.

¯ Turn Medial: This flag is true when Okay occurs
in a position other than the first or last position in
a turn, and false otherwise.

¯ Turn Final: This flag returns true when Okay oc-
curs in the last position of a turn, and false other-
wise.

¯ Accompany-Request: This flag is true if Okay
occurs in the same turn with an explicit request,
such as a request for a suggestion or a request for a
response, and false otherwise.

¯ Accompany-Response: This flag is true if Okay
occurs in the same turn with a response, such as a
rejection, acceptance, or answer to an explicit ques-
tion, and false otherwise.

¯ Accompany-Proffer: This flag is true if Okay oc-
curs in the same turn with a proffer, such as a sug-
gestion or a statement of confirmation, and false oth-
erwise.

¯ Follow-Request: This flag is true if Okay occurs
in the turn following a request, and false otherwise.
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¯ Follow-Response: This flag is true if Okay occurs
in the turn following a response, and false otherwise.

¯ Follow-Proffer: This flag is true if Okay occurs in
the turn following a proffer, and false otherwise.

Over the double-coded portion of the corpus, inter-
coder reliability was computed for the classification
of Okay as well as for the thirteen boolean flags us-
ing Cohen’s Kappa (Cohen 1960). The Kappa coef-
ficient for the classification of Okay came out to .83.
The coefficients for the first seven boolean flags also
came out reasonably high: Free-Standing (.84), Rising-
Intonation (.79), Long-Pause (.93), Addressee (1.0),
Turn-Initial (1.0) , Turn-Medial (1.0), and Turn-Final
(1.0). The coefficients for the last six boolean flags, all
of which involved assigning speech-act labels to sen-
tences, came out low (less than or equal to .71). The
authors believe this is due to a disagreement on the def-
initions for the speech-act labels. Note that the focus
of this work has been on the application of genetic pro-
gramming for evolving constraint functions and not on
the precise analysis of Okay or its associated boolean
flags.

Also note that while Lambert (Lambert 1993) made
reference to listener’s beliefs in her constraint func-
tions, no such knowledge is used in this experiment.
In work reported about the Enthusiast Discourse pro-
cessor (Ros~ et al. 1995), such knowledge was shown
not to be necessary for identifying the discourse role of
sentences in negotiation dialogues such as scheduling
dialogues. However, such knowledge could in princi-
ple be used similarly since it could also be encoded as
boolean flags.

Applying the Genetic Programming
Paradigm

The genetic programming technique can be applied to
a wide range of problems. In general, it can be applied
to any problem that can be solved with a computer
program. There are five steps involved in applying the
genetic programming paradigm to a particular prob-
lem:

¯ Determine a set of terminals.

¯ Determine a set of functions.

¯ Determine a fitness measure.

¯ Determine the parameters and variables to control
the run.

¯ Determine the method for deciding when to stop the
evolution process.

The thirteen boolean flags described in the previous
section make up the terminal set for the trained con-
straint functions. If one thinks of the evolved hierarchi-
cal computer programs as trees, the terminal symbols
provide the leaf nodes to the trees. The function set
provided for this problem included and, or, hand, nor

and equal. 208 coded instances of Okay from 115 dia-
logues were randomly divided into a training corpus of
107 examples and a testing corpus of 101 examples.

The genetic programming approach was used
to evolve four functions in parallel: possible-
receipt, possible-turn-transition, possible-pre-close, and
possible-request-response. The evolved functions were
generated out of the provided functions and termi-
nal symbols. So each individual in each generation
was composed of an instance of these four functions.
The fitness of each set of four functions was evaluated
based on how well the four functions performed to-
gether rather than evaluating each function separately.
In both experiments reported here, a population size
of 2000 individuals was used. In other words, in each
generation of the genetic training process, 2000 in-
stances of the four functions were created and evalu-
ated. Training runs ended when the best fitness value
computed within one generation remained stable over
at least three generations.

In one experiment, the four parallel functions were
trained to assign each case to exactly one of the four
possible classes. In order to compute the fitness of each
set of four functions, they were first used to assign a
class to each training instance in the following manner:

1. If possible-request-response returns true, assign
Request-Response.

2. Otherwise if possible-turn-transition returns true, as-
sign Turn-Transition.

3. Otherwise, if possible-pre-close returns true, assign
Pre-Close.

4. Otherwise assign Receipt.

The order of preference was determined from the
training set by taking the least frequent classification
first, then the second least frequent, and so on. The
accuracy of a set of functions was determined by com-
puting how often the assigned classification matched
the hand-coded one. The best result was produced
after fifteen generations, achieving 84% accuracy over
the training corpus. This result achieves 66% accu-
racy on the testing corpus. A baseline of simply se-
lecting the most frequent classification on the testing
corpus achieves only 40%, so achieving a performance
of 66% constitutes a 43% reduction in error rate over
the baseline. A Chi-square test shows this difference
to be significant at least at the .001 level.

In a second experiment, the four parallel functions
were evaluated based on how well they did at both re-
ducing the search space size (by eliminating possible
classifications) as well as how often the desired classi-
fication remained among the classifications not elimi-
nated. In this case, the baseline for comparison was
determined by considering the result if the two most
frequent classifications were kept, and the other two
eliminated. In this case, 50% of the search space would
be eliminated and the desired classification would be
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among the remaining alternatives in 74% of the test
cases. The best result was obtained after fifteen gen-
erations. Again, with the trained result, 50% of the
search space was eliminated, but in a full 93% of the
training cases and 90% of the test cases the desired
classification was found among the remaining alterna-
tives. This constitutes a 62% reduction in error rate
over the baseline. Again, a Chi-square test shows this
difference to be significant at least at the .001 level.
Thus, with this set of four trained constraint func-
tions, it is possible to reduce the discourse proces-
sor’s space of alternatives by 50% while only reducing
its potential performance by 10%. Furthermore, the
maximum potential performance with the combined
machine learning/plan-based approach is significantly
higher (24%) than with the pure machine learning ap-
proach.

Conclusions
In this paper we reviewed the genetic programming
paradigm and discussed one possible application of it
to discourse processing. We presented a small pilot
study in which we use genetic programming to evolve
constraint functions to be included in plan operators
for the purpose of identifying the discourse purpose of
Okay. Ideally, the same technique could be used to
identify similar types of constraint functions for other
types of utterances occurring in scheduling dialogues
as well as in other types of discourse.

In our pilot study, the problem was simplified by
assuming that all of the features providing input to
the selection function were provided perfectly since
they were hand-coded. If the evolved constraints
were included in plan operators performing in an ac-
tual discourse processor, such as the Enthusiast dis-
course processor, these features would be computed
from the representation of the discourse context as
constructed by the discourse processor. These errors
accumulate as the discourse processor processes more
and more of the dialogue. This being the case, it
would no longer be reasonable to assume that the se-
lection function would be provided with perfect infor-
mation. This would be a weakness in any approach
relying upon a mechanism that produces predictions
based on previously generated predictions. An im-
portant direction for future research is determining
the extent to which these "cumulative errors" would
cause the performance of the trained constraints to de-
grade. A discussion of the cumulative error problem
in the context of an application of genetic program-
ming to the problem of using discourse processing for
parse disambiguation can be found in (Qu et al. 1996;
Qu, Ros6, & Di Eugenio 1996). It would be interesting
to test the robustness of automatically trained con-
straint functions in comparison with hand-coded ones.

Another interesting direction for future research
would be including not only binary flags in the evolved
constraint functions, but also graded ones. In (Qu,

l~os~, & Di Eugenio 1996), graded constraints were
used along with binary constraints inside the En-
thusiast discourse processor. While the binary con-
straints were used to eliminate some alternative infer-
ence chains from consideration, the graded constraints
were used to provide preference information to be used
along with the focus information for the purpose of se-
lecting between the remaining inference chains after
the binary constraints eliminated some.
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