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Abstract

How shall learning deal with dynamical environ-
ments? This paper presents a new reinforcement
learning scheme which allows to build and up-
date a satisficing model of the environment in
controlling the learning process: control what to
learn and where through an explicit control of
the quality of the model. We have applied this
scheme to the Q_Learning algorithm, and tested
the new obtained scheme (K.Learning) on a sim-
ulated superdistribution network. It provides
better results in learning and adapting than the
Q_Learning in static and dynamic environments.

Introduction

This paper is concerned with both the construction
and update of a satisficing model of a dynamic environ-
ment: a network of services (e.g. computers, printers,
hard disks, removable hardware, software components,
etc). For instance, in the context of superdistribu-
tion (Cox 1994), the publishing of a report can involve
not only the buying of remote high quality printing
and electronic storage resources but also the buying of
particular software components and even fast remote
execution of these components (e.g. fast process of the
scientific computations whose results are part of the
report).

Moreover, users’ preferences influence buying choices
with the flavor of reuse: i.e. "The printing quality of
our last report is what we need; let’s have it again".
Learning both users’ preferences and how the current
state of the superdistribution network can fulfill these
purchasings and preferences thus makes sense. We thus
chose a reinforcement learning scheme to reinforce pre-
vious preferences and/or previous network character-
istics.

But the dynamicity of a superdistribution network
can invalidate the effect of learning: what has been
learned become outdated and led to the proposition
of unavailable services. The necessity to update the
model of the network in accordance to what can be
learned is then crucial: (i) there is no need to learn
about what we have predicted is of no use; (ii) tem-
porary unavailable useful resources (e.g. temporary
failure of the network) should only preclude learning

during a temporary time interval. Consequently, our
learning scheme should not only both reinforce and
weaken network charateristics but it should also be
able to reinforce previously weakened characteristics
and vice-versa.

This paper presents a meta-control scheme for learn-
ing in a dynamic environment: control of the reinforce-
ment learning. This allows to build a satisficing model
of the environment and keep it close to satisfaction
by the way of a controlled learning guiding where and
what to learn (e.g. which network part and services
are useful and available), and what to update and to
forget (e.g. these services are not available yet). Why
exploring and processing useless and unavailable ser-
vices? So we choose to forget them. Furthermore,
controlled learning (adaptive learning) allows to learn
again on what was previously forgotten in updating the
learned model. This meta-control scheme was applied
to the Q_Learning algorithm (Christopher Watkins
1992)which has been enhanced to allow the control of
the learning of the so-called Q values. We called it
K_Learning.

On one hand, it is known that reinforcement learn-
ing, and Q_Learning in particular, has difficulties cop-
ing with (big) dynamic environment (see (Lin 1992)
for example). On the other hand, control of Q val-
ues has already been introduced through temperature
cooling (Tan 1993; Tham & Prager 1994) guiding the
exploration1. Consequently, the new developed learn-
ing scheme (K_Learning) guides the learning process
on the base of a distinction between (i) good and
bad states of a services (e.g. good and bad print-
ers), and (ii) the failures states (e.g. temporary 
work unavailability). Formally, K_Learning’s superi-
ority over Q.Learning results from an inhibition of ac-
tions that lead to failure states, associated with a back-
propagation of that failure to those states where the
actions were to be executed. Through this inhibition
the meta-control allows a shrinking of the model to a
more useful sub-model (e.g. available services), forget-
ting the other part; and a removal of this inhibition so
that subsequent search can revisit failure states (with

1That is, a temperature parameter slowly decreases to
freeze for good desired Q values.

27

From: AAAI Technical Report SS-98-05. Compilation copyright © 1998, AAAI (www.aaai.org). All rights reserved. 



the help of sensing routines) providing the adaptation
of this sub-model to a more satisficing model.

This general meta-control K_Learning scheme has
been implemented for both scientific software compo-
sition and load balancing (Girard 1995) across a Eth-
ernet network of SUN machines. A multi-agent frame-
work has been used to modeling this environment and
is described elsewhere (Girard 1995); we here report
on how to introduce meta-control in Q_Learning.

This paper is organized as follows. We first present
how to control Q_Learning: forbid learning somewhere
and go one learning elsewhere. We then report ex-
periments showing the efficiency of controlling learn-
ing (vs. not controlling learning): comparison of the
K_Learning with the Q_Learning in dynamic environ-
ments; we also provide a measure for the efficiency of
the control.

K_Learning: Meta-controlling
Q_Learning

In Q_Learning (Christopher Watkins 1992), the state-
action value Qt,0 is the return at time t and state s
when an action is performed and the optimal behav-
ior is followed thereafter. The action space is discrete
and a separate Q value exists for each possible action.
Following Watkins’ action replay framework, Q values
can be seen as either learning the discounted payoff of
executing an action in state s with probability a or
else not learning this payoff with probability 1 - a (t
denote time values while s denote states; r is a reward
and 7 the discount factor):

Qt+l,, = (1 - a)Qt,, + a(r + f(Qt+l,,+l))

where f(Qt+l,,+l) = 7maxQt+l,0+l in the classical
Q_Learning framework. We shall here consider r and
7 included in the function f and so not explicitly ex-
pressed. We then have:

Qt+l,. = (1 - + (1)
We thus only predict on the results of the probabilis-
tic decision function g and the state’s quality Q (for
example, see (1) in (Tan 1993)).

We now introduce the control of the learning pro-
cess; that is, we first rewrite the general Q_Learning
scheme without the learning probability a, since con-
trol (by means of a K term) is now directly applied
on the Q values by the way of a process similar to
K x Q; (for instance, see (Schaerf, Shoham, & Tennen-
holtz 1995) for a similar general Q_Learning scheme on
load balancing. We get:

~t+1,8 = ](~t,, "JC .q(~t+l,,+l)

with the explicit introduced control term on the Q
values K.t,, = h(Qt,,, Kt,,). The decision function g
should be designed to be independent of this control.
So, we get:

Qt+1,s - gt+l’8 Qt,, + Kt+l,, ,g(Qt+l,,+l) (2)
Kt,s Kt+l,8+l

which means controlling the learning amounts by con-
trolling the learning factor a. Indeed, we have shown
in (Girard 1998) that the stabilization of the Q values
using the Q_Learning and the K_Learning are similar:
K,÷I,. and K,+I,, have the same trends toward 1--
K~,o Kt+l,.+l

and a respectively. K can be chosen as little or as
great as wished (e or 1).

Classically, good or bad Q values get stabilized once
learning is over. This here means that since we want
to discard (forget) some states s (e.g. because of 
network problems) and then later have them available,
the control shall make some Q values useless and usable
again. This is automatically done by setting the meta-
control Kt,~ over Qt,8 close to a useless value, say
and then back to 1. These values are chosen by an
independent strategy process function of the learned
data as well as time.

The table below explains the evolution over time of
the K values in order to control the learning of the Q
values.

The "learning phase" corresponds to the first column
and is that of classical Q_Learning. K values are set
to 1 because learning should work as in (1).

The second column describes a transition between
the learning phase and the non-learning phase: Kt,8
evolves over time and will be propagated in the model
to accelerate the learning, say the forgetting of useless
network parts. Identifying (1) to (2), we 

Kt,, Kt+l,,
(3)Kt+l,8+l : Kt,s - gt+l,8

used to compute both the control factor for the next
state s+ 1 that we call propagation (i.e. Kt+1,0+1) and
Qt+l,~.

Finally, the third column gives the K values when
there is no more learning over state s: state s is for-
gotten.

Learning learning Forgetting
phase transition phase

gt,$ 1 1
Kt+l,a 1 g

Kt+l,~+l 1 g

Qt÷l,s (1 - a)Q~,,+
(Q. + 9(Q,÷,,.÷,))

In the same way, state s will be eligible for learning
when setting the meta-control K back to 1.

It is possible to view the network as a set of corridors
the access of which is controlled by a door. Each door
is attributed a K value which controls the state of the
door: if K -’- 1 the door is opened and the learning
algorithm can move forward in the network; if K =

the door is closed and the learning algorithm shall
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Figure 1: A model of a superdistribution network.

not consider the associated corridor. Moreover, in the
latter case, setting the control value from ~ back to 1
shall re-elect the corridor for learning. Finally, consider
a door opening on several corridors, themselves ending
on doors. If all these corridors end on closed doors,
i.e. the K values are all ¢ then the door opening on
several closed corridors is closed: its K value is set to 6.
Likewise, a door opening on nothing (e.g. unavailable
service) makes its K value set to ¢.

Experiments

We here reports experiments over a simulated superdis-
tribution network of 1093 machines. The model of this
network is a tree with branching factor 3 and depth 6.
That is, we assume that each machine can communi-
cate with at most 4 other machines. Each nodes repre-
sents a particular services (a software component on 
machine) which quality varies over time. Experiments
with networks of up to 29524 machines have been made
but, for a simple visualization of the network, we here
stick to a smaller network. The network-tree is illus-
trated in figure 1.

Learning here means learning the quality of an exe-
cution path in the tree (e.g. a composition of services
for the creation of the necessary files up to the print-
ing on paper of the wished report and the save the
electronic version of it).

The decision function over the children nodes is
taken to be the usual pseudo-random proportional
choice (Gambardella & Dorigo 1995).

The final goal is to use this execution chain that
corresponds to a path in the tree. To make it useful
and fast, this service composition must take into ac-
count the users’ preferences, the speed and load of the
various associations of machines as well as the network
unavailabilities. Q_Learning then helps finding a useful
and good path in the tree.

Figures 2 and 3 below illustrate the Q values (y-

coordinate) of the last node of the solution path in the
tree; their evolution illustrate the quality of learning.
They report a series of 100 times 729 searches. In-
deed, the considered tree possess 729 leaf nodes. Con-
sequently, it has been tried a hundred times to reach
all the leaf nodes, and in particular, to reach the solu-
tion node at least once. The x-coordinate report the
number of the trial (here an interval between 0 and
100 x 729).

The two figures below show the Q values of 3
brother-leaves, 549, 550 and 551, one of which, 550,
being the solution node (see figure I). The first fig-
ure shows the Q values when no control is made over
search whereas the second figure show the Q values
when search is controlled (succession of forgetting and
remind phases).

The visualization of the effect of the control is made
with the use of a convergence rate (the black line).
This speed of learning is defined as:

729 - z
s(~)- 72s

where z is the number of trials to reach the solution
node.

There is no control in the first figure and the Q val-
ues diverge and get stabilized slowly up to 1 for the
solution node (550) and down to 0 for the bad nodes
(549 and 551). The learning speed get stabilized af-
ter a long exploration phase, and will be keep close to
1 characterizing an exploitation behavior in dynamic
environment.

In contrary, the second experiment with some con-
trol shows Q values diverging faster: up to 1 for the
solution node and down to 0 for the bad nodes (1500
trials instead of 2600 trials): K_learning learns faster.
Also the learning speed varies over time: when get close
to 1 it characterize an exploitation phase, and smaller
correspond to an exploration phase. This exploration
permit to update the model over time to keep it close
to satisfaction. This exploration permit to (i) prune
some useless nodes and (ii) revisit the pruned nodes
after search.

Conclusion

We have presented a meta-control scheme for
Q_Learning. This scheme allows to build incrementally
a satisficing model of a network of machines. In partic-
ular, it allows to vary incrementally what to learn and
where: a resource bounded agent can then use this
control to focus its reasoning over a minimum num-
ber of machines over a network, as soon as sensing
reports some machines are of no use. Moreover, this
uselessness can be temporary, thus allowing an incre-
mental return to much better situation (i.e. where
more and much better resources are available). The
computational trade-off here comes from the sensing
of the current dynamicity (e.g. load balancing) of the
machines of the network, which could determine when
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Figure 2: Classical Q_Learning: slow stabilization of
the Q values and speed corresponding to a definitive
exploitation.

Figure 3: Controlled Q_Learning: rapid divergence of
the Q values and varying speed corresponding to ex-
ploration.

(and when not) to control the learning. Since sensing
over a network may be pricey (both in terms of time
and money), the computational overhead is that of this
sensing, since the internal mechanics just rely on the
addition of a few real operations (multiplications and
divisions of the K values).
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