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Abstract

A belief network can create a compelling model of an
agent’s uncertain environment. Exact belief network
inference, including computing the most probable ex-
planation, can be computationally hard. Therefore, it
is interesting to perform inference on an approximate
belief network rather than on the original belief net-
work. This paper focuses on approximation in the form
of abstraction. In particular, we show how a genetic al-
gorithm can search for the most probable explanation
in an abstracted belief network. Belief network approx-
imation can be treated as noise from the point of view
of a genetic algorithm, and there is therefore a rela-
tionship to research on noisy fitness functions used for
genetic algorithms.

Introduction
The goal of this research is to improve speed of conver-
gence of belief revision in large and complex belief net-
works (SNs) [Pearl, 1988]. Belief revision is to compute
the most probable explanation, given evidence. Our ap-
proach is to let a belief network be the fitness function
of a genetic algorithm (GA) [Holland, 1975] [Goldberg,
1989], and then heuristically search, using the genetic
algorithm, for explanations in the belief network that
have high probability mass. The focus of this paper is
on approximation of the GA fitness function--the belief
network. In particular, we focus on BN approximation
by means of abstraction, and how this affects comput-
ing the most probable explanation.

The approximation operators abstraction and aggre-
gation have been described in the BN literature [Chang
and Fung, 1991] [WeUman and Liu, 1994] [Liu and Well-
man, 1996]. Abstraction is essentially to replace sev-
eral node states with one node state. Abstraction is
also known as state-space abstraction [Wellman and
Liu, 1994] [Liu and Wellman, 1996], coarsening [Chang
and Fung, 1991], or behavioral abstraction [Genesereth,
1984]. Aggregation is essentially to replace several
nodes with one node. Aggregation is also known as
structural abstraction [Wellman and Liu, 1994] [Gene-
sereth, 1984] or hierarchical abstraction [Srinivas, 1994].
The inverse operations of abstraction and aggregation
are refinement and decomposition respectively. This

paper is concerned with abstraction and refinement.
Wellman and Liu have investigated abstraction and re-
finement for anytime inference using BNs [Wellman and
Liu, 1994] [Liu and Wellman, 1996]. Nicholson and Jit-
nab have studied abstraction and refinement empiri-
cally, using these operators with the likelihood weight-
ing algorithm [Nicholson and Jitnah, 1996].

Approximations have also been explored within the
GA community. GA fitness function evaluation can
be slow and accurate on the one hand or fast and ap-
proximate on the other [Grefenstette and Fitzpatrick,
1985]. One form of approximate fitness function eval-
uation is Monte Carlo sampling. A question here is
how many samples to perform per fitness function eval-
uation. For example, Grefenstette and Fitzpatrick ex-
perimentally decided the optimal number of pixels to
be sampled in an image, optimal meaning the number
that gave best GA performance [Grefenstette and Fitz-
patrick, 1985]. A slightly different perspective is that
Monte Carlo sampling induces a noisy fitness function.
The impact of such noise on convergence, population
sizing, and sampling has also been investigated [Miller,
1997].

Approximations can also be done at a lower level,
namely at the level of the GA strings themselves. It
has been observed that using individuals that are as
fine-grained as they can be might not be optimal. For
example, this was found when using a GA for structural
mechanical design [Chapman and Saitou, 1994]. In this
case, a hierarchical subdivision scheme was used, where
an initial optimum was found using a coarse discretiza-
tion. More and more fine-grained discretizations were
introduced gradually. Compared to not using hierarchi-
cal subdivision, a similar conceptual design was found
using fewer and generally less expensive fitness evalua-
tions [Chapman and Saltou, 1994].

Previous research establishes that GAs can perform
well using approximate fitness functions [Grefenstette
and Fitzpatrick, 1985] [Miller, 1997] [Chapman and
Saitou, 1994]. An abstracted BN is an approximation of
the original BN, and is therefore an approximate fitness
function. This paper describes a GA that computes
the most probable explanation, using an abstracted BN.
The advantage of abstraction is that the GA state space
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is made smaller and hence easier to search. The price
to pay is inaccuracy, which can be considered to be
noise, and previous research has shown that GAs are
noise-tolerant [Grefenstette and Fitzpatrick, 1985]. To
our knowledge, no previous work exists in using a GA
approach to inference in abstracted BNs as is proposed
here.

The rest of this paper is organized as follows. First,
Bayesian (or belief) networks are presents, along with
a characterization of the inference task at hand. Sec-
ond, we focus on abstraction in belief networks. Third,
we presents our approach to approximate BN inference
using a GA. The last section concludes and describes
future work.

Preliminaries
A Bayesian network (BN) represents a joint probability
distribution in a compact manner, by exploiting a graph
structure. This section introduces formal definitions
related to BNs, and also define the inference task we
are focusing on.

Definition 1 A discrete random variable V is associ-
ated with k > 1 mutually exclusive and exhaustive states
Vl, ..., vk, and V ’s state space is ~y = {Vl, ..., vk }.

Typically, one is interested in multivariate distribu-
tions, leading to the following definition.

Definition 2 Let {V1,...,Vn} be (discrete) random
variables, {Vl,...,vn} instantiations of those random
variables. Here, instantiation xi goes with random vari-
able Xi. Then Pr(x) and Pr(xl,..., x,~) denote the joint
probability distribution over the variables {V1,..., Vn} :

Pr(x) = Pr(xl, ..., xn) = Pr(Xl -- xl,..., Zn -- 

The following definitions related to directed acyclic
graphs (DAGs) will also prove useful.

Definition 3 Let V be a node in a DAG. Then the fol-
lowing functions are defined: Pa(V) gives the parents 
V, pa(V) gives an instantiation of parents of V. Ch(V)
gives children of V, We(V) gives neighbors of V: We(V)
= Pa(V) Ch(V).

The notion of a Bayesian network can now be intro-
duced.

Definition 4 A Bayesian network is a tuple
(V,W,Pr), where (V,W) is a directed acyclic
graph with nodes V = {V1,...Vn} and edges
W = {W1,...Wm}; Pr is a set of conditional
probability tables. For each node Vi E V there is
one such table, which defines a conditional probability
distribution over Vi in terms of its parents Pa(Vi):
Pr(V~ [Pa(V~) 

Consider a Bayesian network over the set of nodes V.
Then the joint pdf Pr(v) is:

n

Pr(v) -- Pr(vl,..., Vn) -- H Pr(vi J pa(Vi)),

i=l

(1)

where pa(Vi) C {Vi+l,..., Vn}.
Bayesian networks are different from most other GA

fitness functions in their accomodation of evidence
through conditioning.

Definition 5 Variables whose states are knoum are
called evidence variables E. The remaining variables
X = V - E are called non-evidence variables. When
all non-evidence variables are instantiated, X = x, this
is denoted an explanation x.

If nodes E ----{El, ..., Ee} are instantiated to {El --
el, ¯ .., Ee --- ee}, then we can use Bayes rule to compute
the posterior belief over the remaining nodes X:

Pr(x [e) Pr(x,e)
Pr(e) o¢ Pr(x, 

(2)

Pr(e) can be computed by marginalization, however
this is often not done, since Pr(x, e) can be used in-
stead as indicated in Equation 2. In the non-evidence
case, Equation 1 can be used directly.

We consider BNs where nodes represent discrete ran-
dom variables, and in particular the special case where
all nodes are binary. In this case there is one bit po-
sition in a GA bitstring per node in the BN, and an
instantiation of all nodes in a BN can be coded as a
bitstring. More formally, let Vi ---- vi be the assignment
to node number i in a BN with binary nodes only, so
v~ ¯ {0, 1} = f~y~ = fftv. Then the following defines a
one-to-one mapping from node Vi to bit bi in position i
in bitstring B:

bi = / 0ifVi =01 ifVi = 1

This mapping is used for coding and decoding purposes
when the BN representation is different from the GA
representation, such as when GA individuals are rep-
resented as bitstrings while BN explanations are repre-
sented differently. In the following we shall often gloss
over the distinction between a GA individual and a BN
instantiation, and we may say Pr : {0, 1}’* --* [0, 1]. For
example, we may write Pr(010) rather than Pr(V1 
0, V2 -- 1, V3 = 0) = Pr(0, 1, 0).

All explanations are not equal. In particular, those
that are more probable are typically of greater interest,
leading to the following definitions.

Definition 6 Let the explanations Xl,X2, x3, ... be or-
dered according to their posterior probability:

Pr(xi l e) _> er(x2 ]e) _> Pr(x3 I e) 

The most probable explanation (MPE) is xl. The 
most probable explanations (k-MPE) are Xl, ..., xk.

Two typical BN inference tasks are belief updating
and belief revision [Pearl, 1988]. Belief revision is con-
cerned with computing the MPE or more generally the
k-MPE. This paper is primarily concerned with belief
revision for computing the MPE.

The following definitions are needed because of our
GAs setting.



Definition 7 A population consists of individuals (or
chromosomes). In the current setup, a population con-
sists of a set of explanations (Xl, ..., xs }, where s is the

population size.

Technically, the population might consists of fttll in-
stantiations {(xi, el), ..., (xs, es)}. However, since 
is equivalent to (xl, ..., xs } in terms of fitness, we shall
often not make this explicit here.

When doing abstraction, we will exploit the local
structure of BNs, expressed in the following definition.

Definition 8 Let V be a node. The Markov blanket of
V is:

Mb(V) = Pa(V) kJ Ch(V)

U {PI C ¯ Ch(V), P ¯ Pa(C)} 

Belief Network Abstraction and
Refinement

Before embarking on abstraction and refinement, we
formally define the objects that these operations will
be concerned with.

Definition 9 An approximated belief network B~ =
(V~, E~, Pr~) is derived from some other belief net-
work B by an approximation function f, i.e. B’ =
f(B) = f(V,E, Pr). An abstracted belief network is
B" = g(B) = g(V, E, Pr) = (V’, E, Pr’), where g is
the abstraction function.

Figure 1 shows a simple example of abstraction and
refinement in agent monitoring. Suppose an agent can
be in a number of regions (here along a line), and sup-
pose there are 16 regions [1, 16], and that the node R
ranges over states corresponding to these regions or seg-
ments. So R represents the segment in which the agent
is. Then neighboring states can be abstracted, for ex-
ample states rl, 1 and rl, 2 can be abstracted into r2,1 as
shown in Figure 1.

Definition 10 Let U and V be BN nodes. V is
a direct abstraction of U if there is a function ~ :
{uil,...,ui,,} --* vj, where {uil,...,ui,,} ¯ f~u and
vj ¯ f~v, and if all other states are the same in U
and V. Similarly, U is a direct refinement of V if there
is a function p : vj --* {uil, ...,Hi,,}, and all other states
are the same in U and V. We unite V = a(U) and
U = p(V) to express direct abstraction and direct re-
finement respectively. We n(V) (or pn(V)) 
press n applications of the direct abstraction (or direct
refinement) operator. For n >_ O, we say ~*(U) 
p*(V)) when the number n is not important.

Figure 1 gives examples of abstractions and refine-
ments.

We are in this paper primarily concerned with prede-
fined, hierarchical, binary abstraction and refinement:
By predefined we mean that the abstraction functions

and refinement functions p are given. An exam-
ple of where the assumption of predefined is natural is
in the discretization of a continuous, real-valued space

which occurs in spatial abstraction. Abstraction, then,
amounts to ’merging’ adjacent states, while refinement
is the ’splitting’ of a state into its component, adjacent,
states. For simplicity and without loss of generality, bi-
nary abstraction and refinement will be assumed in the
following. In fact, refinement and abstraction functions
are in this case binary or unary: ~ : {ui~, ui2 } ~ vj or
c~ : ui -* vj; and p : vj -~ {uil,ui2} or p : vj -- Hi.

In the context of spatial abstraction, hierarchical ab-
straction means that uil and ui2 are, in fact, adjacent
such that there is no ambiguity in how to abstract,
once states ui~and ui2 have been picked. More formally,
Uit ~ rl,2k-l,Ui2 ~ rl,2k, and vj = rl+l,k. Generally,
the assumption of hierarchy is why ~ and p were defined
as functions, and not arbitrary relations.

Several of the definitions of the previous section can
now be extended to accomodate abstractions and re-
finements.
Definition 11 A ground node (or ground state space)
is a node X with a state space ~x where all refinement
functions are unary. An abstract node is a node where
there is some state that can be refined by a non-unary
refinement function.

The notion of explanation can be changed accord-
ingly.

Definition 12 A ground explanation is an explanation
where all nodes are ground. An abstract explanation is
an explanation is an explanation where some node is
abstracted.

In addition to abstraction and refinement operators
for nodes, abstraction and refinement operators for con-
ditional probability tables need to be defined. Sev-
eral such operations have been described [Chang and
~ng, 1991] [Wellman and Liu, 1994] [Liu and Wellman,
1996]. In the following, we adopt those introduced by
Chang and Fung, and these are presented next. Chang
and Fung introduced the two operations of refine and
coarsen for discrete Bayesian networks (BNs) [Chang
and Fung, 1991]. Coarsen eliminates states for a node
(it is an abstraction operation), while refine introduces
new states for a node (it is a refinement operation).
Both operations take as input a target node and a de-
sired refinement or coarsening, and they output a re-
vised conditional probability distribution for the target
node and for the target node’s children, and both op-
erations are based on constraints on the Markov blan-
ket of the target node. Two classes of operations are
described: external and internal. External operations
change the BN topology by using Shachter’s opera-
tions [Shachter, 1988]. Internal operations, on the other
hand, maintain the BN topology. In the following we fo-
cus on the internal abstraction operation. Notice that
refinement can be achieved by abstracting to a lower
level than one is currently processing at.

These are the inputs to (internal) abstraction and
refinement:
¯ a node X whose state space $2x is to be refined or

abstracted.
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BN nodes BN node states

I I I I I
~.i ~,2 ~,3 ~,4

~ abstraction
~ ? ~

I I I ] I I I I I

?abstraction~?~~?~~~

I I I I I I I I I I [ I I I I I I
r1,1 rl,2 rl,3 rl,4 rl,5 rl,6 rl,7 rl,8 rl,9 r1,10 r1,11 r1,12 r1,13r1,14 rl,1srl,16

Figure 1: Example of state space abstraction and refinement. Node Rz contains the original states rl, 1 to r1,16.
Node R2 contains states r2,1 to r2,s, where any state r2,1 is an abstraction of two states rl,2~_land rl,2i-1 in RI. A
BN node at a higher level of abstraction gives a shorter GA individual, since the corresponding portion of the string
will be shorter.

¯ a new state space ~.

¯ a relation between ~x and ~, describing which
states x E ~x go with which states x~ E ~. The re-
lation is specified by an abstraction function A, which
maps a single ~lue in ~ into multiple values in ~x-

The outputs are the following:

¯ a new conditional distribution for X, Pr/(X [Pa(X))

¯ a new conditional distribution for successors of X,
Pr~(Sx I X,Pa(Ch(X))), Sx is a s uccessor
(child) of X, Sx ¯ Ch(C). Pa(Ch(Z)) is parents
of successors of X, excluding X (see the definition of
Markov blanket above).

The topology of the simplest BN that exhibits all
features mentioned above is shown in Figure 2.

The central idea of Chang and Fung is to keep the
effect of abstraction and refinement localiTed, in par-
ticular by keeping the joint distribution of the Markov
blanket of the abstracted node intact, if possible. This
idea leads to the following two constraints on abstrac-
tion:

Pr(x/[pa(X)) = ~ Pr(x [pa(m))
=cA(=’)

and

Figure 2: Bayesian network showing abstraction and
refinement principles.

Pr(sx I=’, pa(Ch(X)))Pr(x’ [ pa(X)) 

Z Pr(sx I=, pa(Ch(X)))Pr(x I pa(X)).
x~A(=’)
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BN B2 {

abstraction

BN B~

Belief
networks

approximation

Fitness value
Pr(R2=r, U=u)

Genetic algorithm
populations of explanations

I r2,1 Ul r2,3 u2
r2,4 u1 r2, 3 u1

refinement

r1,1 ul I r,,e u,

Fitness value
Pr(Rl=r, U=u)

~Population
for B2

~Population
for B1

Figure 4: Impact of differing BN abstraction levels on size of individuals in GA populations. R1, R2, and U are.
belief network nodes; R2 is an abstraction of R1. Corresponding to the two distinct belief networks B1 and B2, there
are two distinct GA populations. Only one belief network, and corresponding GA population, is used at any time.

Algorithm ARSGA
Input: BN = (V,W,Pr)
Output:
Variables:

Belief network, see Definition 4
MPE Most probable explanation, see Definition 6

oldpop Old population, see Definition 7
newpop New population, see Definition 7
mate1 Parent explanation 1, see Definition 5
mate2 Parent explanation 2, see Definition 5

gen:= 1
oldpop := randomize() {initialize uniformly at random}
repeat

j:=l
repeat

mate1 := select(oldpop)
mate2 := select(oldpop)
crossover (oldpop[matel].chrom, oldpop[mate2].chrom,

newpop[j].chrom, newpop[j + 1].chrom,
Pr(Crossover))

newpop[j].chrom := mutate(newpop[j].chrom, Pr(Mutation))
newpop~ + 1].chrom := mutate(newpop[/+ 1].chrom, Pr(Mutation))
newpop~j].fitness := BN(decode(newpop[j].chrom))
newpop[j + 1].fitness := BN(decode(newpop[j + 1].chrom))
j:=j+2

until j > n
oldpop :-- newpop
gen := gen + 1
if abstract-refine?(gen) then

BN’ := abstract-refine(BN)
rewrite(newpop, BN, BN’)
BN := BN’

end
until gen > maxgen
MPE := arg max~e[1,o] Pr(decode(newpop[i].chrom))
return MPE

Figure 5: The simple genetic algorithm extended with abstraction and refinement.
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Figure 3: Example Bayesian network illustrating ab-
straction and refinement.

The last equation is equivalent to

Pr(sx [ x’, pa(Ch(X))) 

~-~xeA(x,) Pr(sx [ x, pa(Ch(X))) Pr(x 
Pr(x’ i pa(X))

An example Bayesian network, borrowed from
[Chang and ~kmg, 1991], used in the following is shown
in Figure 3. Here, M stands for military unit type,
with tiM = {b, c}. V stands for a vehicle in a par-
ticular place at a particular time, with fly = {Y, n}
(yes or no) or fig = {a,u,n} (tank, truck, or no). 
stands for terrain conditions, with ~T ---- {g, b} (good
or bad). F is feature, ~tf = {a, b, o}. In this network,
V’s state space can be abstracted from f~y -- {a, u, n}
to f~v = {y,n}, so A(x’) = A(y) = {a,u}, while
a({a,u}) = Conditional pr obability ta bles fo r th is
example are shown in Table 1 and Table 2.

As an example, let V = y, M = b, F = a, and T -- g
for the second abstraction constraint above. For the
right side of the second constraint we then get:

Y]~xeA(.’) Pr(a I x, g) Pr(x 
Pr(Y I b)

(Pr(a { a, g) Pr(a [ b) + Pr(a [ u, g) Pr(u 
Pr(y [ b)

(0.4 x 0.3 + 0.6 x 0.5) = 0.525.
0.8

Then let M = c, with the other nodes instantiated as
above:

Y’]~eA(~’) er(a ix, g)Pr(x = 0.55.Pr(y I c)
Now take the average of these two; this gives the ab-
stracted value

Pr FI V, T)
V: a u n

T: g b g b g b
a 0.4 0.1 0.6 o.4 0.1 0.2
b 0.5 0.5 0.3 0.2 0.1 0.2
O 0.1 o.4 0.1 o.4 0.8 0.6

Pr(F ] V, T)
V: Y n

T: g b g b
a 0.5375 0.30625 0.10 0.20
b 0.3625 0.29375 0.10 0.20
O 0.1000 0.400000.80 0.60

Table 1: At the top, F’s conditional probability table
is shown before abstraction, at the bottom it is shown
after abstraction.

M:

Pr(V I M)
b C

a 0.16 0.08
U 0.64 0.32
n 0.20 0.60

Pr(V I )
M: b C

Y 0.8 0.4
n 0.2 0.6

Table 2: To the left Y’s CPT is shown before abstrac-
tion, to the right it is shown after abstraction. Notice
how these distributions are changed.

0.525 + 0.55
Pr(a [ Y, g) 

2
- 0.5375

as shown in Table 1. The other conditional probability
values in this table can be computed in a similar way.

Integrating Abstraction and Refinement
into a GA

So far, we have formally defined BN abstraction and re-
finement, and other concepts related to computing the
MPE in a BN. This section focuses on how these con-
cepts are utilized when a BN is used as a fitness function
in a GA. In order to do this, there is a number of GA
design issues to consider, such as the shape of a joint pdf
defined by the BN and how to maintain diversity in the
GA population. Intuitively, the GA needs to find and
maintain in the population high-fitness individuals, cor-
responding to high-probability instantiations of the BN.
However, this section focuses on the fundamental issues
in the GA-BN integration in the context of abstraction
and refinement, which raises some important research
questions in and of itself. Our approach is summarized
in Figure 4. A simple GA that incorporates abstraction
and refinement is shown in Figure 5.

The abstraction and refinement simple GA (ARSGA)
is a variant of the simple GA (SGA) [Goldberg, 1989],
and we will not go through the SGA in detail here,
however the main points will be mentioned. The GA
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population is kept in an array which is initialized at
random, and in each generation proportionate selec-
tion, crossover, and mutation is formed. A Pascal-
like notation is used in Figure 4, where for example
newpop[j].chrom refers to the chromosome chrom in
position i of the newpop population array. Special at-
tention should be given to the functions abstract-refine?
and abstract-refine. This is where checking for abstrac-
tion and refinement and actual abstraction and refine-
ment takes place. Several approaches are possible. The
one currently envisioned is one where one starts with
highly abstracted explanations, and with certain inter-
vals (say every 10 generations), these explanations are
refined. A refinement schedule is followed such that
around the ’normal’ time of convergence for the SGA,
one has a ground BN. Other variants of this are cer-
tainly possible, and will be experimented with.

What is the impact abstraction and refine-
ment on the GA? When the fitness function changes,
the GA individuals need to change as well. Such
rewriting of individuals in the current population would
take at least O(sk) time, at most O(skc) time, where
k = [12y] if V is the rewritten (refined) node, s is the
population size, and c is the size of the largest state
space.

What are the advantages of abstraction and
refinement for the GA? The main advantage of
abstraction is that the search space will be smaller. Let
U and Y be BN nodes. If Y = a*(U) then [f~v] _< [f~v[.
A second advantage of using an abstracted BN is that
the operations on individuals will be faster. This is
because fitness of individuals can be computed faster
but also because other operations will be faster, since
abstracted individuals are smaller.

What is the performance? There are two sources
of errors in our approach, the BN approximation and
the GA approximation. The BN approximation is be-
cause the BN B~ -- (V~, E,Pr’) is used rather than 
=(V, E,Pr) for many of the fitness computations. The
GA approximation is because of the GA’s sampling:
Only a subset of the exponential number of explana-
tions will be considered before the GA converges. Ex-
perimental work evaluating the two types of error is
currently in progress.

Conclusion and Future Work
The motivation for this research is improved BN infer-
ence in large and complex BNs. An approach is taken
where the BN partly is an approximate fitness function
in a GA. The main contribution of this paper is to de-
fine a model for belief revision using abstraction and
to describe a genetic algorithm, ARSGA, that is based
on this model. Experiments are underway to test the
approach.

Future work includes research in the following direc-
tions. First, we currently have no theoretical bounds for
the goodness of approximations, and hence research in
this direction is needed. Second, there is the question
of whether this research can be generalized to handle

aggregation and decomposition as well as abstraction
and refinement.
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