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Abstract

The existence and rapid growth of chemical databases
have brought into focus the utility of methods that can
assist the discovery of predictive patterns in data, and
communicating them in a manner designed to provoke
insight. This has turned attention to machine learning
techniques capable of extracting "symbolic" descrip-
tions from data. At the cutting-edge of such tech-
niques is Inductive Logic Programming (ILP). Given
a set of observations and background knowledge en-
coded as a set of logical descriptions, an ILP sys-
tem attempts to construct explanations for the ob-
servations. The explanations are in the same lan-
guage as the observations and background knowledge
- usually a subset of first-order logic. This contrasts
with algorithms like decision-trees, and neural net-
works which employ simple propositional logic repre-
sentations. This, along with the flexibility to include
background knowledge - which can even include other
propositional algorithms - allow a form of data analysis
and decision-support that is, in principle, unmatched
by first-generation methods. Bio/chemical applications
of ILP have largely been concerned with determining
"structure-activity" relationships (SARs). The task
here is to obtain rules that predict the activity of a
compound, like toxicity, from its chemical structure.
The representation language adopted by ILP systems
allows the development of compact, chemist-friendly
"theories", and ILP systems have progressively been
shown to be capable of handling 1, 2, and 3-dimensional
descriptions of chemical structure. Empirical results
in predicting mutagenicity and carcinogenicity suggest
that structure-activity relations found by ILP systems
achieve at least the same predictive power of traditional
SAR techniques, with fewer limitations (like the need
for alignment, pre-determination of structural features
etc.) In some cases, they have found novel structural
features that significantly improve the predictive capa-
bilities of traditional 1 and 2-dimensional SAR meth-
ods. Here we summarise the progress achieved so far
in the use of ILP in these areas, including ideas emerg-
ing from a recent toxicology prediction challenge which
suggest that a combination of ILP and established pre-
diction methods could provide a powerful form of re-
lating chemical activity to structure.

Introduction
Forming theories to explain observations is central to
most scientific activity. Computer-based methods to
assist in this process include statistical techniques, such
as regression, neural networks, and programs that con-
struct theories inductively in a formal logic. It is this
last category that adequately describes Inductive Logic
Programming (ILP). Given a set of observations and
domain-specific background knowledge encoded as log-
icai statements an ILP system attempts to construct
"explanations" for the observations. The explanations
are in the same logical language as that describing the
observations and background knowledge.

The emphasis on a declarative formalism adopted by
most ILP systems, provides an easily comprehended
representation for scientific theories. A distinction can
be drawn between ILP systems and other so-called
"symbolic" machine learning algorithms (for example,
those that construct decision trees (Quinlan 1993b)).
The latter employ simple propositional logic represen-
tations which can be prohibitively bulky. This contrasts
with ILP systems which use the rich representation of
a subset of first-order predicate calculus. Thus, a hy-
pothesis such as

Every drug that contains a bonded pair of aromatic
rings is mutagenic.

can be expressed straightforwardly within an ILP sys-
tem. A system employing a propositional logic would
need precoding of the feature "contains a bonded pair
of aromatic rings".

In its simplest form, an ILP system accepts data
in the form of specific examples and domain-specific
"background knowledge." Using these, one or more
general "hypotheses" (explanations) are constructed,
which are checked against the data provided for validity.
If acceptable, they are added to the background knowl-
edge, and any examples or parts of the background
knowledge made redundant by this generalisation are
removed (see Figure 11).

Hypotheses constructed by an ILP system are usually
in the form of predictive rules. An example is:

1This figure is due to Dr S. Muggleton, University of
York.

From: AAAI Technical Report SS-99-01. Compilation copyright © 1999, AAAI (www.aaai.org). All rights reserved. 
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Figure 1: A diagrammatic view of the role of an ILP system.

A chemical is mutagenic if : a good survey. Here we focus on the use of ILP systems
it contains a double bond conjugated to a to hypothesise structure-activity relationships. The in-
5-membered aromatic ring via a carbon atom tent here is to give the reader a thumbnail sketch of the

Usually, ILP systems employ the Prolog programming
language to represent background knowledge, examples
and hypotheses. Thus, the rule above may be internally
represented as:

mutagenic (Chemical) : -
has_bond (Chemical, Atom1, Atom2, double),
has_5_ring (Chemical ,Ring),
aromatic (Ring),
in_rlng (Atom1, Ring).

where, following the Prolog convention, variables are
written starting in upper-case, predicate and constant
symbols are in lower case, ":-" should be read as "if"
and the comma-separator indicates a conjunction. This
rule may be hypothesised by an ILP system given exam-
ples of mutagenic and non-mutagenic chemicals along
with their structure; and background knowledge con-
cerning ring structures etc. Figure 2 shows an example
of some of these.

It is usual (although not mandatory) to provide 
ILP system with both "positive" and "negative" exam-
ples (for instance, mutagenic and non-mutagenic chem-
icals). The rules obtained then attempt to discriminate
between these two sets of examples. The underlying
theoretical notions of how such rules are constructed,
and variants of ILP systems that perform tasks other
than discrimination are beyond the scope of this paper
- we refer the reader to (Muggleton & Raedt 1994) for

results obtained - details on actual accuracies etc. of
many of the applications described here can be found
in (King, A.Srinivasan, & Sternberg 1995).

Structure-Activity Relationships

Figure 3 shows a nominal view of the activities in-
volved in the design of a new drug2. There are two
broad phases in rational drug design (Ramsden 1979).
The first involves the identification of one or more com-
pounds - known as ligands - with some suitable activ-
ity. The second phase involves synthesis of compounds
based on these ligands to yield an effective new drug.
Both these activities benefit greatly if the 3-dimensional
structure of the principal molecular target of the new
drug is known. However, this is rarely the case, and typ-
ically the medicinal chemist only has access to the 2 and
3-dimensional structure of the potential ligands, along
with their activities. Empirical Structure-Activity Re-
lationships - or SARs - are models that predict levels of
some biological activity (like toxicity) of the potential
ligands using their structure. As can be seen from Fig-
ure 3, there are two requirements imposed on SARs:
(I) they must be accurate, to enable the identifica-
tion of ligands; and (2) they must be chemically under-
standable, to enable the synthesis of optimised variants.

2This figure is an adaptation of one kindly provided by
Dr Stuart Green, University of Leeds.
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Dsscriptlon Representat[on Comment

ml is mutagenic

ml has an atom al

al is at X,Y,Z in

some conformation cl

al and a2 are connected

mutagenic(ml)

has_atom(ml,al,carbon)

has.~.tom(m i ,al,c 1,-2.0,2.1,2.0)

has_bond(m I ,al,a2,double)

Facts, usually 100s

Facts, usually 1000s

Facts, usually 1000s

Facts, usually 1000s

ml has a hydrogen donor

m! has a metal binding site

at X,Y,Z in conformation cl

distance between al and a2

is4q- IA

hdonor(ml,a10)

blnds(m 1,zlnc,cl,0.S,0.3,1,2)

dist(ml,al,a2,4,0,1,0)

Automatic translation

from modelling

packages

Rules for donors

Stereochemistry rules General background

knowledge

Geometry rules (usually written once)

Figure 2: Some chemical concepts and their representation within an ILP system. Example information is above the
horizontal line, and background knowledge below it.

The use of ILP concerns the automatic construction of
such general SAILs from example information consist-
ing of the atom/bond structure of specific molecules,
their physico-chemical properties (like hydrophobicity,
electronic properties and steric effects) and empirical
records (via chemical measurements or biological as-
says) of the activity of interest.

Structure-Activity applications of ILP

The first major success in applying ILP to structure-
activity prediction was reported in (King, Muggleton,
& Sternberg 1992). The ILP program Golem (Muggle-
ton & Feng 1990) was applied to the problem of mod-
elling the structure-activity relationships of trimetho-
prim analogues binding to dihydrofolate reductase. The
training data consisted of 44 trimethoprim analogues
and their observed inhibition of Escherichia coli dihy-
drofolate reductase. A further 11 compounds were used
as unseen test data. Golem was used to construct rules
that correlated structural conditions to pairwise com-
parisons of activity. The rules obtained were statisti-
cally more accurate on the training data and also better
on the test data than similar comparisons made using
a previously published linear regression model. Figure
4 illustrates the family of analogues used in the study.
The representation used in this work can be thought
of as a "l-dimensional" representation because it is es-
sentially a vector of variables describing either whole
molecule properties or substituent groups on a com-
mon structural backbone. Figure 5 shows the type of
rules obtained from Golem (for clarity, only an English
translation is shown).

In (King et al. 1996) the 2D bond-and-atom molecu-
lar descriptions of 229 aromatic and heteroaromatic ni-
tro compounds taken from (Debnath et al. 1991) were
given to the ILP program P-Progol 3. It is of consid-
erable interest to the pharmaceutical industry to de-

aAvailable by writing to the first author. A related ver-
sion based on the algorithm described in (Muggleton 1995)
can be obtained independently from Dr S. Muggleton, Uni-
versity of York, UK.

termine which molecular features result in compounds
having mutagenic activity. Besides directing the devel-
opment of less hazardous new compounds, it also has
applicability in areas such as antimicrobial agents where
it is not possible to determine mutagenicity using stan-
dard tests (this is because of the toxicity of the agents to
test organisms). The 230 compounds studied were con-
siderably more diverse than any studied previously (see
Figure 6), emphasising the need to determine common
properties at a structural level. For the discrimination
task attempted compounds whose mutagenic activity
in log revertants/nmol is > 0 are taken to be highly
mutagenic. The study was confined to obtaining struc-
tural descriptions that discriminate compounds that
have such high mutagenicity from those that do not ex-
hibit such behaviour. All compounds were represented
relationally in terms of atoms, bond and their partial
charge. This information was automatically generated
by the modelling program QUANTATM, and amounts
to ~ 18300 facts for the entire set of 230 compounds.
Figure 7 shows an example of the type of rules obtained.

There were two interesting issues arising from this
study. The first concerns the re-discovery of known
structural features. The second concerns the automatic
construction of possible new alerts. In the original re-
gression analysis of the drugs by (Debnath et al. 1991),
a special "indicator variable" was provided to flag the
existence of three or more fused rings (this variable was
then seen to play a vital role in the regression equa-
tion). A rule expressing precisely this fact, was dis-
covered by P-Progol without access to any specialist
chemical knowledge. Further, the nitro-aromatics used
in the study had previously been split into two sub-
sets by the authors of (Debnath et al. 1991), 188 com-
pounds that were known to be amenable to regression,
and 42 that were not. The second rule in Figure 7
was in fact obtained as an explanation for a subset of
the "regression-unfriendly" compounds, and could rep-
resent a new structural alert for mutagenicity. This
ability of an ILP program to discover useful structural
attributes has been investigated further in (Srinivasan
& King 1996), and will be mentioned briefly in a later
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Figure 3: Activities involved in the design of a new drug. The encircled activities comprising the use of ILP to
construct structure-activity relationships is the focus of this paper.

section.
More recently, the 2-D representation used in the mu-

tagenesis study has formed the basis for predicting the
outcome of carcinogenicity in rodent bioassays being
conducted within the US National Toxicology program
(NTP). Emulating the goal of the Predictive Toxicol-
ogy Evaluation (PTE) project at the National Insti-
tute of Environmental Health Sciences (NIEHS, see:
dir.niehs.nih.gov/dirlecm/pte2.htm 4), the PTE Chal-
lenge was proposed in (Srinivasan et al. 1997). The
aim was to encourage participation by machine learn-
ing programs in the task of developing accurate, under-
standable toxicology models. Five of the 9 models sub-
mitted involved a substantial involvement by ILP pro-
grams. All the submissions were found to be competi-
tive with toxicology models developed with significant
chemical expertise. Figure 8 tabulates the accuracy
of these models (LE1, LE2, LE3, OU1, OU2) on the
"test" set designated in the challenge. The other tech-
niques tabulated are those developed with toxicologist
involvement (obtained from (Benigni 1998)), namely
HUF (Huff, Weisburger, & Fung 1996), ONC (Woo ct
al. 1997), BOT (Bootman 1996), TEN (Tennant 
Spalding 1996), ASH (Ashby 1996), BEN (R.Benigni,
Andreoli, & R.Zito 1996), PUR (Purdy 1996), 
(Marchant 1996), and COM (Lewis, Ioannides, & Parke
1996)). Further details on all submissions made to the
challenge, along with their accuracies can be found at

*All Internet sites mentioned in this paper are to be pre-
fixed with http://unless otherwise indicated.

www. comlab, ox. ac. uk/oucl/groups/machlearn/P TE/.
The use of 1D and 2D representations described ig-

nore the importance of importance of stereochemistry
- or the 3-dimensional aspect of a molecule - in deter-
mining molecular activity. Because drugs are generally
small organic molecules that "dock" into specific loca-
tions on proteins, a drug derives its behaviour from a
substructure of the molecule with a specific geometry.
The substructure responsible for the molecule’s activity
is referred to within the pharmaceutical industry as a
pharmacophore. The prediction of a pharmacophore is
an instance of 3-D structure-activity prediction.

P-Progol has been used to determine the 3-
dimensional representation of molecules that act as
"ACE inhibitors"- one of the main types of medication
for hypertension. The explanation for ACE inhibition
is in the form of molecular substructures that describe
atoms and the geometric relationships amongst them.
A set of experiments performed with P-Progol on iden-
tifying the pharmacophore for ACE inhibition is de-
scribed in detail in (Finn et al. 1998). a researcher
within the pharmaceutical industry as a test of the
applicability of ILP to stereochemistry-based pharma-
cophore prediction. Given 28 molecules known to be
ACE inhibitors, P-Progol found two alternate explana-
tions shown in Figure 9. The first of these is confirms
an accepted model described in the literature. The sec-
ond is interesting, as it provides an alternative potential
pharmacophore that merits further investigation.

The results summarised in this section suggest that
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Figure 4: The family of analogues in the first ILP study. A) Template of 2,4-diamino-5(substituted-
benzyl)pyrimidines R3, R4, and R5 are the three possible substitution positions. B) Example compound: 3 Cl,
4 - NH2, 5 - CHa

Compoundl inhibits more than Compound2 if:

Compoundl has a position 3 substituent which
is a hydrogen-bond donor with value O;

is a pi-acceptor with value O;
has polarity greater than O;

has size less than 3; and

Compound1 has a substituent at position 4 (i.e. not hydrogen); and

Compound2 does not have substituent at position 5

Figure 5: An example of a "l-dimensional" SAR obtained from the ILP system Golem.

ILP-based methods could have much to offer in the
development of SARs. While the reader would have
noted the absence of any need to align molecules or
pre-define structural features, two issues arise could not
have escaped attention: (1) the importance of back-
ground knowledge; and (2) the apparent "qualitative"
nature of the rules obtained - that is, they do not in-
volve the direct prediction of numeric quantities. These
are discussed next.

The role of background knowledge
The use of domain-specific background knowledge is a
distinctive feature of all ILP systems. The SAR applica-
tions illustrate the relative flexibility of such methods in
allowing the use of molecular structure and bulk proper-
ties. However, the results from experiments in artificial
domains (Quinlan 1993a) suggest that the performance
of an ILP system is sensitive to the type and amount of

background knowledge provided. Background knowl-
edge that contains large amounts of information that
is irrelevant to the problem being considered can, and
typically does, hinder an ILP system in its search for a
correct explanation of the data.

The applications of ILP to SAR problems have relied
largely on the use of expert-selected background knowl-
edge. In such situations, it appears more reasonable to
expect that rather than containing large quantities com-
pletely irrelevant information, background predicates
would encode information of varying degrees of rele-
vance. The behaviour of an ILP program under these
conditions is of more immediate interest to the expert
chemist. The performance of the ILP program P-Progol
has been investigated empirically in (Srinivasan, King,
& Muggleton 1998) as increasingly less relevant infor-
mation is provided. The performance was examined
along the following 3 criteria:
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Figure 6: Examples of the diverse set of aromatic and heteroaromatic nitro compounds used in the mutage-
nesis study. A) 3,4,4’-trinitrobiphenyl B) 2-nitro-l,3,7,8-tetrachlorodibenzo-l,4-dioxin C) 1,6,-dinitro-9,10,11,12-
tetrahydrobenzo[e]pyrene D) nitrofurantoin

A compound is highly mutagenic if:
a LUMO value $\leq$ -1.176 and an
aryl-aryl bond between benzene rings

A chemical is highly mutagenic if:
it contains a double bond conjugated to a
5-membered aromatic ring via a carbon atom

Figure 7: Examples of "2-dimensional" SARs obtained from the ILP system P-Progol.

1. Accuracy. This is the estimated accuracy, on new
data, of the SAR constructed.

2. Complexity. This is the complexity of the SAR
constructed, on some user-defined scale.

3. Time. This is the actual processor time taken to
construct the SAR.

The results show that adding highly relevant back-
ground predicates causes significant improvements in
predictive accuracy, simplicity and time for theory con-
struction. These effects are less pronounced, although
still noticeable, along the scales of accuracy and sim-
plicity as the background knowledge includes increas-
ingly more generic - and hence not as directly relevant -
chemical knowledge. For a practitioner concerned with
use of ILP, the results suggest that good "first-cut" re-
sults can be obtained quickly by a simple exclusion of
information known to be less relevant.

Combining ILP with other prediction
methods

An interesting insight emerging from the ILP-based
SAR work is that there may be significant advantage
in developing techniques that combine the strengths
of ILP with those of established prediction methods.
Three ways of doing this are evident:

A. Incorporate other prediction methods as part of the
background knowledge for an ILP program. An ex-
ample is the use of linear regression as a background
knowledge.

B. Incorporate the results from an ILP program into an
established prediction method. An example is the
conversion of ILP-derived alerts into "indicator" vari-
ables for linear regression.

C. Use ILP to explain only those instances that are inad-
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Model Type Accuracy

HUF Expert-based 0.78

LE3 ILP-based 0.78

ONC Expert-based 0.78

OU2 ILP-based 0.78

LE2 ILP-based 0.72

BEN Expert-based 0.67

OU1 ILP-based 0.67

ASH Expert-based 0.56

LE1 ILP-based 0.56

TEN Expert-based 0.56

BOT Expert-based 0.50

COM Expert-based 0.50

DER Expert-based 0.50

PUR Expert-based 0.28

DEF - 0.67

Figure 8: Comparison of estimated accuracies of expert and ILP-derived models for predicting the outcome of
chemical carcinogenicity in rodent bioassays. The figures are based the classification of 18 of the 30 PTE Challenge
compounds for which predictions are available from all models. Here DEF refers to the "model" that simply predicts
all compounds as carcinogenic.

equately modelled by established techniques5. An ex-
ample is the use of ILP to explain the non-linearities
left after the linear component adequately explained
by regression is removed.

Examples of improved prediction resulting from
adopting each of these positions have been reported.
For example, (Srinivasan & Camacho 1998) describe
how including linear regression as background knowl-
edge allows a combination of regression, clustering and
classification to be achieved uniformly within an ILP
system - Figure 10 shows the resulting SAR obtained
on the 42 chemicals in the mutagenesis problem de-
scribed earlier.

Empirical evidence of improved performance in Case
B include demonstrations of how structural alerts de-
rived from ILP-constructed rules can be used to im-
prove the degree of fit achieved by regression (King 
Srinivasan 1997) - see Figure 11 - and to improve the
classificatory performance of a well-known decision tree
method (see Figure 12).

Constructing ILP-based explanations for the muta-
genic activity of the 42 "regression-unfriendly" nitro-
aromatics is an instance of case C above. The results
obtained show how the use of ILP methods can augment

5This role for ILP was first brought to our attention by
Donald Michie.

existing explanations for activity (indeed, the SARs in
Figures 10 and 11 suggest that it may be possible to
render some of the data into a linearisable form). More
recently, a similar idea has also been demonstrated in
the OU1 submission to the PTE challenge, where an
ILP program is used to construct a "theory for excep-
tions" to a simple set of rules for carcinogenicity. These
rules are largely correct, and only the exceptions are
taken to require the additional power of ILP.

Concluding remarks

The principal advantages of ILP as a method of con-
structing SARs are (a) its ability to deal efficiently with
data analysis problems concerning complicated molec-
ular structures; (b) the ability to incorporate diverse
forms of background knowledge; and (c) its ability 
produce rules that are readily translatable into the lan-
guage of normal chemical discourse. The studies cited
here represent almost six years of ILP research into
chemical SAR problems. However, we are still far from
establishing ILP as a standard SAR method in chem-
istry laboratories. Discussion with industrial chemists
and biologists suggest that current ILP programs have
all the necessary ingredients, but these in themselves
are not sufficient for industrial acceptance. Much work
needs to be done both in the form of further empirical
studies, and in providing the user-friendly tools that
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Molecule A is an ACE-inhibitor if for some conformation B:
A contains a hydrogen acceptor C,
A contains a hydrogen acceptor D,
the distance between C and D within conformation B is 3.236 +/- 1.0 Angstroms,

A contains a hydrogen acceptor E,
the distance between C and E within conformation B is 3.970 +/- 1.0 Angstroms,
the distance between D and E within conformation B is 2.227 +/- 1.0 Angstroms~

A can bind to zinc at a site F,
the distance between C and F within conformation B is 5.472 +/- 1.0 Angstroms,
the distance between D and F vithin conformation B is 7.144 +/- 1.0 Angstroms,
the distance between E and F vithin conformation B is 8.501 +/- 1.0 Angstroms.

Molecule A is an ACE-inhibitor if for some conformation B:
A contains a hydrogen acceptor C,
A contains a hydrogen acceptor D,
the distance between C and D within conformation B is 3.236 +/- 1.0 Angstroms,
A contains a hydrogen acceptor E,
the distance bet,een C and E within conformation B is 3.970 +/- 1.0 Angstroms,
the distance bet,een D and E within conformation B is 2.227 +/- 1.0 Angstroms,
A can bind to zinc at a site F,
the distance between C and F within conformation B is 3.915 +/- 1.0 Angstroms.
the distance between D and F ,ithin conformation B is 6.083 +/- 1.0 Angstroms,
the distance between E and F within conformation B is 7.253 +/- 1.0 Angstroms.

Figure 9: Examples of 3-D SARs found by P-Progol - pharmacophores for ACE inhibition.

If Molecule A has:
a Lumo value L1 of at most -1.35, and
a carbon atom C in a 6-membered aromatic ring with nitrogens around, and
a LogP value L2

then: its expected activity is -2.92 x L1 + 1.499 x L2 - 12.72

Else If Molecule A has:
a carbonyl carbon C with partial charge at most 0.608,
C is connected via a single bond to some atom D

then: its expected activity is 1.38

Else If Molecule A has:
a hydroxyl oxygen (i.e. the structure H - O- < C >= O)

then: its expected activity is very low

Figure 10: P-Progol’s theory for the mutagenic activity of 42 nitroaromatic compounds, incorporating the use of
linear regression.

will allow an ILP-novice to use such programs effec-
tively.
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