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Abstract
The National Toxicology Program (NTP) uses the results of
various experiments to determine if test agents are
carcinogenic.  Because these experiments are costly and
time consuming, the rate at which test agents can be tested
is limited.  The ability to predict the outcome of the analysis
at various points in the process would facilitate informed
decisions about the allocation of testing resources.  In
addition, it is hoped that models resulting from attempting
to make such predictions will augment expert insight into
the biological pathways associated with cancers.  This paper
describes an approach to making such predictions which is
based on learning Bayesian Classifiers.  This method builds
predictive models by gleaning information from a training
set containing data from test agents which have previously
been classified by NTP.  We will focus on the structure of
the training sets and the intuitiveness and cross-validated
accuracy of the models learned.   As the data is available,
these models are being used to predict the classifications of
a set of thirty test agents currently being bioassayed by
NTP.

Introduction

The National Toxicology Program (NTP) evaluates test
agents to determine their coarcinogenicity.  These
evaluations involve various in vitro and in vivo
experiments whose results are evaluated to determine the
level of carcinogenicity [Huff, McConnell and Moore,
1985].  That result is called the overall bioassay.  The
results of the in vitro experiments include the values of
various physical-chemical parameters and mutagenicity of
the test agent to salmonella.  The in vivo experiments
include short-term and long-term rodent exposure studies.
The short-term studies are 90 days long and are used to
determine dose levels for the long-term studies and short
term or subchronic effects of the test agent.  The long-
term studies last 2 years and determine the longer term or
chronic effects of the test agent.

This papers details our attempts to predict the overall
bioassay result from the in vitro and subchronic test
results.  We detail the training sets, our learning algorithm,
and analysis of the value of the learned models.

Training Set Data

The techniques described in this paper use information
from previous NTP carcinogenicity studies.  Our training
set consisted of data from 219 test agents bioassayed by
NIH as reported in NTP Technical Reports 200-458.  The
NTP studies result in five classifications: clear evidence,
some evidence, equivocal evidence, negative evidence and
inadequate study.  In our training set, clear evidence and
some evidence results were combined into one class called
positive because a number of the test agents in the training
set were classified before NTP divided positive results into
the two classes.  Our training set did not include test agents
rated inadequate study as those studies had been deemed to
be incomplete or flawed in some manner.  Thus our
training set has three classifications:  positive, equivocal,
or negative.

For each test agent, the training set contains the values
of attributes which are inherent to the test agent, which we
call the agent-specific attributes, as well as the results of
up to four 90-day rodent exposure studies which we call
the experiment-specific attributes.  The agent-specific
attributes include 17 physical-chemical parameters
(molecular weight, dipole moment, etc.) and the result of
salmonella mutagenicity tests.  The physical-chemical
parameters are real-valued attributes, some of which have
missing values because they are non-measurable for some
test agents.  The salmonella results are stored in a discrete
attribute with three values (-, +, and weak positive).

The experiment-specific attributes detail the 90-day
rodent exposure studies. Each 90-day study exposes one
sex-species of rodents: male rats, female rats, male mice or
female mice.  Results for each sex-species are kept
separately.  For each experiment, the route of
administration, dosage, and organ histopathology results
are included.  The route of administration is stored in a
discrete attribute.  There are four real-valued attributes that
specify the dosage of the test agent used during the
experiment in four units of measurement.

After the study, the rodents are dissected and the
presence of specific organ-morphology pairs is noted.  In
the training set, an organ-morphology is considered to be
specific to the sex-species being exposed (for example,
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hypertrophy in the liver in a male rat is a different attribute
from hypertrophy in the liver in a female rat).  The test
agents in the training set contain evidence of 72
morphologies in one or more of the 38 different organs, so
there are 2736 possible organ-morphology pairs.
However, most of those were never found during the
studies of test agents in the training set.  In addition, any
organ-morphology that was present in fewer than three of
the experiments was not included as its presence was
deemed not statistically significant.  Thus the training set
included 218 sex-species organ-morphology attributes.
These are binary valued attributes (present or not).

Experiment Design

We have designed this experiment to match the NTP
process as much as possible.  As the previous section
makes clear, our training set contains many attributes.  The
problem is how to arrange those attributes to allow the
learning algorithms to find meaningful models.

When the NTP is studying a test agent, it completes the
short-term and long-term studies for the sex-species
combinations it deems necessary and gives a classification
to each sex-species that is studied.  The test agent is then
given the most severe of those classifications as its overall
bioassay.

We have matched this philosophy in our experiments.
We have four training sets: one for each sex-species.  Each
training set contains the agent-specific attributes and the
experiment-specific attributes for that sex-species.  The
classification attribute is the classification NTP gave to that
sex-species – not the overall bioassay.  We use ten-way
cross-validation to generate a classification for each
example in each training set.  Those classifications are then
combined into an overall-bioassay prediction using NTP’s
philosophy: if any sex-species predicts positive, the
overall-bioassay is positive; if no sex-species predicts
positive and at least one is equivocal, the overall-bioassay
is equivocal; if all sex-species classifications are negative,
then the overall-bioassay is negative.

This design matches NTP, but also adds to the
intuitiveness of the resulting models.  One of our goals is
to try to give toxicologists and biochemists some insight
into the biological pathways associated with cancer.  There
is an implicit assumption that biological pathways differ in
the various sex-species experiments because multiple
experiments are completed.  If we combine the data for the
various sex-species, we may obscure the differences in the
pathways.

Learning Bayesian Classifiers

Our training sets were the input to a sequence of
algorithms to learn the structure and probabilities of a
Bayesian classifier for each sex-species.  These algorithms
included: real attribute discretization, feature selection,

learning a similarity network and constructing the
equivalent Bayesian classifier.

Discretization
Each node of a Bayesian classifier must have a finite
number of states, so a state of a node representing a
continuous valued attribute cannot be associated with a
particular value of that  attribute.  For nodes representing
continuous attributes, each state of the node is associated
with a subrange of the possible values. The algorithm that
accomplished this was based on a minimal entropy
heuristic [Dougherty, Kohavi, and Mehran, 1995 and
Fayyad and Irani, 1995]

Feature Selection
We used the simple feature selection method associated
with APRI learning [Ezawa and Schuermann, 1995].  In
this method, the mutual information between each attribute
and the class attribute is measured.  Mutual information of
a pair of discrete random variable X and Y is defined as :

where the sum is over all possible combinations of the
values attributes X and Y may take on.  Mutual
information measures the strength of the correlation
between the values of the attribute and the values of the
class.  The attributes are sorted by this measure and are
included in the model in that order until a given percentage
of the total mutual information has been included.  We
used 25-35% for that cut-off.

Learning Similarity Networks
Our training sets have more than two classifications, so we
have chosen to learn similarity networks as a stepping
stone to learning a Bayesian classifier.  Similarity networks
are equivalent to Bayesian networks [Heckerman. 1990],
but allow for more explicit modeling when there are more
than two classifications.   Our learning methods are
described in detail elsewhere [Wellington, 1997].

The first part of a similarity network is a hypergraph
where the nodes are the classifications and edges represent
“similarity” between classifications.  This is called the
similarity hypergraph .  Similarity networks were
designed to aid in expert construction of Bayesian
networks and “similarity” was measured by human
intuition.  We used some simple mathematics to replace
that intuition.  For each pair of examples with differing
classes, we summed the absolute value of the differences
in the values of their attributes.  The sum of those
differences for each pair of classes measured the inverse of
the similarity of the classes.  In the order given by that
measure of similarity, edges are added to the hypergraph
until it is connected while remaining acyclic.
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The second part of a similarity network is a local
knowledge map specific to each node of the similarity
hypergraph.  Each “map” is a Baysian belief network
modelling reasoning as if only the classes associated with
that edge exist.  In human construction, this allowed the
humans to specify the attributes that allowed them to
distinguish between examples in those classifications.  Our
hope is to give our learning algorithms that same insight.

In order to learn the structure of the local knowledge
maps, we created training sets specific to the associated
classifications.  These have the same structure as our
original training sets, but examples with other
classifications (i.e. classifications not in the associated
edge of the hypergraph) have been temporarily discarded.

After creating these new training sets, the MDL [Lam
and Bacchus, 1994] structure learning algorithm was used
to learn the structure of each local knowledge map.  MDL
learning is a heuristic search for an optimal structure that
balances the values of accuracy and compactness of the
model.

This method seemed most appropriate to us as it
matches our goals.  We value accuracy, but, since 219 test
agents previously tested are almost certainly not
representative of all of the chemicals in the world, we do
not believe that cross-validation will predict true off-
training set accuracy.  Therefore, we did not want to focus
only on the predicted accuracy of our models.  We also
value models that are small enough to be interpreted by
humans who may gain insights from them.

Constructing the Bayesian Classifier
By the time the similarity network is complete, creating the
Bayesian classifier is mechanical.  The local networks of
the sub-populations are combined with a graph union
operation to complete the structure of a Bayesian classifier.
The probabilities are then learned from the training set
using the standard method of a Dirichlet prior
[Wellington, 1997].

Results

Our results thus far include predicted accuracies for the
models and the models themselves.  We actually
constructed four types of models (one for each sex-
species).  When trying to predict the results for the sex-
species experiment, these models had an average cross-
validated accuracy of 55% accuracy.  Interestingly, when
the results given by the individual sex-species models are
combined into an overall bioassay prediction, the predicted
accuracy is not much less.  Table 1 details the results of
our cross-validated predictions of overall bioassay.

Predicted Overall Bioassay
Negative Equivocal Positive Total

Negative 33 0 26 59
Equivocal 22 2 12 36
Positive 35 3 86 124

Actual
Overall
Bioassay

Total 90 5 124 219

Table 1 - Cross-Validation Results

In examining these results further, the models have
much higher rate of false negatives than false positives.
The specificity of the model is 69%, which the sensitivity
is only 37%.  This means that, if the data set is
representative, then positive prediction are meaningful.

Since human experts do not predict the equivocal class,
we have run some very preliminary experiments excluding
it.  This did not seem to help the accuracy and resulted in
lower specificity so we did not pursue that line of research
further.

Having completed the standard analysis of our learning
algorithms, we turn to the intuitiveness of the resulting
models.  First, we like Bayesian belief networks because
the structure easily shows the relationships within the
model.  A human looking at the structure can see which
relationships the learning algorithm found useful.  They do
have the drawback that the strength of those relationships
are hidden in conditional probability tables, but our
experience has shown that scientists have sufficient
understanding of probability to interpret those tables.  It is
important to note that, since we are predicting the class as
the class with highest probability, only the magnitudes of
the probabilities within the model matter.  This realization
helps us not focus on the statistics behind the model, but
lets them become measures of the strengths of the
relationships in the model.

The real question is whether the models make sense and
the answer is: sometimes.  We have learned models that
are very intuitive and models which make no intuitive
sense to us at all.  To show the extremes, we include the
structures of two models here. Figure 1 shows a model for
predicting the results of female rat experiments.

Figure 1 - Female Rat ModelFigure 1- FemaleRat Model



This model shows an understanding of two types of
damage that can occur in the liver.  The degeneration –
necrosis links show organ level damage while the
pigmentation – inflammation – hypertrophy - hyperplasia
links show cellular level damage.  This model has also
detected a relationship between pigmentation at the spleen
and at the kidney, but those are also associated with the
route of admission.

As an example of the other end of the spectrum, Figure
2 shows a model which we frankly do not understand.
While this model is not intuitive, it has a predicted
accuracy about equivalent to the model in Figure 1.

Conclusions and Future Work

We have shown that Bayesian classifiers can be learned
from this data with some usefulness.  The accuracy
predicted by cross-validation of these models is not stellar,
but that is not particularly surprising.  This data set is very
noisy even with the filtering we have done.  For example,
there are many test agents that show no sub-chronic organ
damage, but which were classified as positive by NTP.  We
had hoped that the physical-chemical parameters would
allow us to distinguish the class of the agents with no
subchronic damage.  Unfortunately, most of the physical-
chemical parameters do not even get discretized (have only
one discrete value after discretization) and are therefore
not included in the models.  We must continue to search
for some means of handling physical-chemical parameters
or some other set of attributes of the test agents to help
distinguish those test agents.

We have plans for several more experiments with this
data.  These come from choosing to interpret our training
data from different perspectives.  In these experiments, we
will try to predict the overall bioassay directly from a
combination of all of our training data. The most obvious
way to do this is to just merge our existing training sets
(maintaining the sex-species organ-morphology
distinctions).  This will have a large number of attributes,
but might show some interesting relationships.  Further
experiments will make combinations from the organ-
morphology data; the question is what combinations make

sense.  Perhaps we should ignore sex-species and just use
the organ-morphology (i.e. one attribute means
hypertrophy at the liver for any sex-species).  We could
make such attributes binary (present in anybody or absent
in everybody) or discrete (how many sex-species
experiments resulted in that organ-morphology).  We will
continue to pursue such re-arrangements of our existing
data as well as the accumulation of new data about these
test agents.
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