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Abstract
Agent-based systems require flexibility to perform
effectively in complex and dynamic environments.  When
appropriate, agents should be able to take initiative for
completing assigned tasks in the absence of supervisory
input.  Agents should also be able to determine if they can
efficiently achieve a goal alone or if they need assistance
from other agents in their system.  In response to these
decisions, agents should be able to change the planning-
interaction frameworks in which they plan for their goals.
Sensible Agents, using Dynamic Adaptive Autonomy
(DAA), are designed to meet these challenges for multi-
agent systems.  DAA allows Sensible Agents to control their
planning-interaction styles, called autonomy levels, along a
defined spectrum (from command-driven to consensus to
locally autonomous/master).  This gives agents the
capability to dynamically form, modify, or dissolve goal-
oriented problem-solving groups.  This paper provides an
introduction to the Sensible Agent architecture, describes
DAA, and illustrates the application of dynamic planning
frameworks to agent goals with a detailed example.

Introduction
The complex and dynamic characteristics of many
domains, ranging from automated manufacturing to
military command and control, challenge agent-based
systems to be adaptive and flexible while providing
consistently efficient and effective problem solutions.  As
agents work together to achieve goals in a dynamic
environment, they must be able to adapt to changing
situations.  These adaptive capabilities must be extended
beyond single-agent adaptive problem solving to create
adaptive overall problem-solving organizations.  The
Sensible Agent architecture has been designed to meet this
challenge for multi-agent systems (Barber, 1996).  Each
Sensible Agent is capable of Dynamic Adaptive Autonomy
(DAA), which allows it to interpret and act on information
about its planning-interaction styles, called autonomy
levels, for every goal that it pursues. This gives Sensible
Agents the capability to form, dissolve, or modify planning
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interactions with other agents during system operation
(Martin and Barber, 1996).  By making local adjustments
to their autonomy levels for particular goals, these agents
control the overall problem-solving organization of their
system (Glance and Huberman, 1993).

Agent interactions for planning can be described along a
spectrum of agent autonomy as shown in Figure 1 (Martin
et al., 1996).  An agent’s level of autonomy for a goal
specifies the interaction framework in which that goal is
planned.  Although the word, autonomy, is often
interpreted with respect to an agent’s degree of freedom
from human intervention, the extended concept of
autonomy in this context refers to an agent’s degree of
freedom with respect to all other agents in its system, some
of which may be human.

SPECTRUM OF AUTONOMY

Command-
driven

Consensus
Locally

Autonomous /
Master

Figure 1.  The Autonomy Spectrum.
An agent’s autonomy increases from left to right along this
spectrum.  The three discrete autonomy level categories
labeled above define the mid- and end-points.

Command-driven -- The agent does not plan and
must obey orders given by another (master) agent.
Consensus -- The agent works as a team member,
sharing planning decisions equally with other agents.
Locally Autonomous / Master -- The agent plans
alone and may or may not give orders to other agents.

Agents may, in theory, operate at any point along the
spectrum.  Supervised agent autonomy levels exist between
the command-driven and consensus levels, and supervisory
autonomy levels exist between the consensus and locally
autonomous/master levels.  Although many useful multi-
agent planning algorithms exist in these areas, current
research on DAA focuses on only the three discrete
autonomy levels identified by the categories listed above.

Agents can be designed to operate at a single level of
autonomy if (1) the application is simple, (2) the designer
correctly predicts the types of problems that agents will
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face, and (3) the environmental context and problem types
remain constant.  However, for complex applications in
dynamic environments, the appropriate level of autonomy
may depend on an agent’s current situation.  An agent’s
state, its overall set of goals, and/or its environmental
context may affect its optimal autonomy level assignment.
All of these characteristics may change during system
operation.  Sensible Agents can use DAA to maintain
solution quality in dynamic environments. This paper
discusses how different autonomy levels are established,
represented, and applied. Section 2 discusses related work
in multi-agent systems.  Section 3 presents the Sensible
Agent architecture.  Section 4 describes the representation
of agent autonomy used by Sensible Agents, and Section 5
discusses the structured representation of agent goals.
Finally, a detailed example of a Sensible Agent-based
system using DAA is presented for a problem in the
domain of frequency management for naval radars.

Related Work
The approach to DAA taken by this research relies on
previous developments in the areas of distributed artificial
intelligence and multi-agent systems.  The organizational
structure of agent-based systems, which provides the
mechanism through which agents coordinate or cooperate
to achieve system goals, has been the subject of much
research over the past few decades.  One overall goal of
multi-agent-systems research is adaptive self-
configuration, allowing agents to reason about and change
the organization of their coordination frameworks (Gasser,
1988).  Several researchers have made progress toward this
objective; however, many of these self-organizing systems
rely on explicit, predefined differences in agent behavior
and limit the reorganization primitives to a fixed number of
predefined behaviors (Gasser and Ishida, 1991; Glance and
Huberman, 1993; Ishida et al., 1992).  Others are based on
dynamic participation in application-specific roles that
agents can play during problem solving (Glaser and
Morignot, 1997; Sycara and Pannu, 1998; Tambe, 1997).
Some specific research that has contributed to flexible,
adaptive multi-agent coordination includes partial global
planning (Durfee and Lesser, 1987), organizational self-
design (Gasser and Ishida, 1991; Ishida et al., 1992),
TEAMS flexible teamwork (Kaminka and Tambe, 1998;
Tambe, 1997), RETSINA matchmaking (Sycara and
Pannu, 1998), and organizational fluidity (Glance and
Huberman, 1993).

Sensible Agents
Sensible Agents are agents whose behavior is based on an
understanding of the tradeoffs between system goals and
local agent goals.  The primary hypothesis of Sensible
Agent research proposes that the operational level of agent

autonomy is key to an agent’s ability to respond to
situation context, conflicting goals, and constraints on
behavior.  The Sensible Agent architecture consists of four
major modules, as shown in Figure 2:

• The Perspective Modeler (PM) contains the agent’s
explicit model of its local (subjective) viewpoint of the
world.  The overall model includes the behavioral,
declarative, and intentional models of the self-agent (the
agent who’s perspective is being used), other agents, and
the environment.  The PM interprets internal and
external events and changes its models accordingly.
Degree of uncertainty is modeled for each piece of
information.  Other modules within the self-agent can
access the PM for necessary information.

• The Action Planner (AP) interprets domain-specific
goals, plans to achieve these goals, and executes the
generated plans.  Domain-specific problem solving
information, strategies, and heuristics are contained
inside this module.  The AP interacts with the
environment and other agents in its system, and it draws
information from all other modules in the self-agent.

• The Conflict Resolution Advisor (CRA) identifies,
classifies, and generates possible solution strategies for
conflicts occurring between the self-agent and other
agents.  The CRA monitors the AP and PM to identify
conflicts.  Once a conflict has been detected, it classifies
this conflict and offers resolution suggestions to the AP.

• The Autonomy Reasoner (AR) determines the
appropriate autonomy level for each of the self-agent’s
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Figure 2.  The Sensible Agent Architecture.



goals, assigns an autonomy level to each goal, and
reports autonomy-level constraints to other modules in
the self-agent.  The AR handles all autonomy level
transitions and requests for transition made by other
agents.

Of the four Sensible Agent modules, the AP has the only
domain-specific implementation requirements.  This
enables reuse of the other modules and should allow
Sensible Agent technology to be applied to many different
types of problems with minimal conversion effort.

Autonomy Representation
Although the descriptions given above convey the intent
and scope of each autonomy level, these autonomy levels
must be formally modeled in order to implement DAA.
Four autonomy constructs, summarized below, collectively
represent autonomy levels in Sensible Agent-based
systems.

Planning-Responsibility (R) specifies three major
elements of a planning-framework.  (1) It indicates
which agents plan and their relative decision-making
power in this planning framework.  (2) It also specifies
the set of goals, intended by various agents, to which
this planning framework applies and the distribution of
planning-resources across these constituent goals.
Planning-resources may include computational cycles
(used for searching a problem space) or
communication bandwidth (used for gathering
information and negotiating with other agents).  The
valuation for each type of planning-resource will vary
across problem domains.  Finally, (3) planning-
responsibility indicates how many planning-resources,
if any, the self-agent is devoting to this planning
framework, overall.  This hierarchical allocation of
planning-resources enables agents to employ efficient
prioritization algorithms.
Authority-Over (A) indicates the set of agents (and
associated system resources) to which tasks can be
readily allocated within the confines of the established
planning framework.
Commitment (C) indicates (1) goal commitment --
the level to which an agent must endeavor to achieve a
goal (broken by giving up a previously intended goal)
and (2) autonomy-level commitment -- the level to
which an agent must remain involved in a particular
planning framework (broken by reneging on a
previously established autonomy-level agreement).
Independence (i) specifies an index that (1) bounds
the allowed ratio of system to agent utility and (2)
bounds the relaxation of system constraints.

Therefore, an autonomy level is a 4-tuple (R, A, C, i).  The
four autonomy constructs provide a computational model
of autonomy levels.  For an algorithm that maps autonomy

construct assignments to the autonomy spectrum categories
given above, see (Martin, 1997).  The autonomy constructs
provide a guide for planning, ensure consistent agent
behavior within autonomy levels, enable agents to choose
productive problem-solving groups, and support flexibility
for system constraints.  It is these four constructs that the
Autonomy Reasoner manipulates to perform autonomy
level assignments and transitions.  The next section
describes the mechanisms through which the autonomy
constructs are applied to agent goals in Sensible Agent-
based systems.

Planning with Structured Goals
Many DAI researchers have characterized planning in
multi-agent systems as a form of distributed goal search
through classical AND/OR goal tree structures (Jennings,
1993; Lesser and Corkill, 1981).  Problem-reduction-style
planning, supported by this type of goal structure, is well
suited to multi-agent problems requiring coordination.
Current Sensible Agent implementations adopt this
planning paradigm.  Sensible Agents plan first at an
abstract level, eventually reducing the goal to sets of
concrete primitive actions.  The goal trees from which
Sensible Agents plan contain templates that can be
translated into goal instances.  Goal-template instantiations
result in goal instances called candidate goals.  Candidate
goals are those goal instances that are being considered but
have not yet been accepted for execution or planning by
any agent (Goel et al., 1996).  Once a Sensible Agent
chooses to achieve a candidate goal, this goal becomes an
intended goal.  The agent who accepts the goal intends to
achieve it, and will make efforts to do so.  For a complete
description of agent intention, see (Cohen and Levesque,
1990).  In general, a Sensible Agent must plan in order to
achieve its intended goals.  An agent may also assist other
agents by planning, or helping to plan, for their intended
goals.  Goals for which an agent is planning but which are
not intended by the agent itself are referred to as external
goals.

A Sensible Agent’s autonomy level assignment for a
goal specifies the planning-interaction framework under
which that goal is planned.  For Sensible Agents, in the
context of autonomy assignments, planning consists of the
proposal, instantiation, selection, and allocation among
agents of subgoals descending from a higher-level goal.  If
an agent (or group of agents) plans for a goal, it generates
and assigns one level of subgoals under that goal.  In order
to build deeper levels of subgoals, some agent (or group of
agents) must plan for each of the original subgoals if they
are not primitive actions.  Unique autonomy assignments
are made at each level of the goal-subgoal hierarchy.  In
addition, unrelated goals are assigned separate autonomy
levels.  An agent works on multiple tasks, and the best
autonomy level for one of these tasks at a given time is not



necessarily the best for another.  Sensible Agents assign an
autonomy level to each of their intended goals and may
operate simultaneously under many different autonomy
levels for different goals (Martin and Barber, 1996).  Each
of these individual autonomy assignments is dynamically
adaptable under DAA.

An agent capable of DAA traverses the autonomy
spectrum by making autonomy level agreements with other
agents during system operation.  Autonomy level
agreements are agreements among Sensible Agents about
planning interactions.  For example, the Autonomy
Reasoner within one Sensible Agent may determine that
the best way to plan for a particular goal is to enter into a
consensus relationship with some other agent.  If that other
agent agrees to this relationship, the two agents can plan to
achieve the goal together, in consensus fashion.  The two
agents in this scenario have made an autonomy level
agreement.  The autonomy assignment each agent makes to
this goal reflects the joint planning framework established
by the agreement and what each agent's role in planning for
the goal must be.  This agreement, and the resulting joint
planning framework, must be consistently represented by
each involved Sensible Agent using the autonomy
constructs.  See (Barber and McKay, 1998) for a
description of the protocol through which autonomy level
agreements are made.

Intended Goals Structure
A Sensible Agent represents the goals for which it plans in
an Intended Goals Structure (IGS) (Martin and Barber,
1996).  The IGS differs from a goal tree.  The goal tree
contains templates for candidate goals, which have not yet
been accepted by any agent.  On the other hand, the IGS is
an agent’s representation of the instantiated goals it will
attempt to achieve (its own intended goals) as well as any
additional goals for which it must plan (external goals,
intended by other agents).  The IGS contains AND-only
compositions of these goals and therefore does not
represent alternative solutions or future planning strategies
as goal trees do.  Instead, the IGS represents what an agent
has decided to do up to this point.  Characteristics of the
IGS include the following:

(1) Elements in the IGS, called goal elements, refer to
groups of intended goals.  They do not represent an
agent’s alternatives.

(2) Goal elements refer to at least one constituent intended
goal.  Of the intended goals in a goal element, zero or
one must be intended by the self-agent, and all others
must be intended by unique external agents.

(3) The IGS contains one or more goal elements at all
times and maintains the hierarchical structure of
goal/subgoal decomposition where appropriate.

(4) Sensible Agents assign an autonomy level to each goal
element in the IGS.

This research currently considers only first-order goal
elements, which cannot contain other goal elements as
components.  This constraint requires an agent to dissolve
any existing joint planning framework formed around an
intended goal before forming a new joint planning
framework around that same goal.

IGS Insertions
Goal elements may be inserted into the IGS at the top level
or under a currently existing goal element in a hierarchy.
There are a total of three ways in which goal elements may
be inserted into a Sensible Agent’s IGS.  First, the system
designer may place high-level goal elements in an agent’s
IGS prior to system startup.  Such goals may reflect the
agent’s overall purpose in the system and the self-
maintenance tasks the agent must perform to remain
functional.

In addition, there are two ways in which an agent may
insert goal elements into its own IGS during system
operation.  First, an agent may accept goals during the task
allocation phase of planning.  Second, an agent may form
an autonomy level agreement with one or more agents that
requires representation of external intended goals in its
IGS.  These two types of on-line goal-element insertion are
further described below:

Type-I Insertion: Insertion of the goal element is
initiated by the agent’s Action Planner when it
accepts a goal during the task allocation phase of
planning.  Type I insertions reflect agent intention to
achieve a goal.
Type-II Insertion: Insertion of the goal element is
initiated by the agent’s Autonomy Reasoner when it
agrees that the self-agent will plan, or help plan, for
an external goal.  Type II insertions reflect planning
frameworks centered around external goals.

Type-I insertions occur as the result of goal allocation.
When an instantiated goal is allocated to an agent, that
agent accepts the goal as its own intended goal and inserts
the goal into its IGS.  Goals can be allocated by any type of
planning group (1) the agent itself, (2) a consensus group,
or (3) a master, depending on the autonomy level
assignment of the goal element under which the goal is
allocated.  In addition, agents may accept goals outside an
established planning framework, which also results in a
Type-I insertion.  Once a Sensible Agent accepts a goal
through any of these methods, it intends that goal and must
see that the goal is planned for and executed.  Goal
elements resulting from Type-I insertions do not have any
pre-defined autonomy level assignment.  An autonomy
level must be assigned by the Autonomy Reasoner before
the agent’s planner can begin working on the newly
inserted goal.

Type-II insertions into an agent’s IGS occur due to
autonomy level agreements.  Type-II insertions occur when



an agent agrees to participate in a planning framework for
an external goal or a group of external goals.  Therefore,
goal elements that are inserted into an agent’s IGS through
a Type-II insertion do not reference any goals intended by
the self-agent.  Goal elements resulting from Type-II
insertions do have a specified initial autonomy-level
assignment, which prompts their insertion.

Autonomy Reasoning
Research on automating the process of autonomy reasoning
is currently underway.  Preliminary work has considered
both Bayesian networks and reinforcement learning.  In
addition, mechanisms are being considered that would
allow system designers to modify (for optimization or
control) an agent’s autonomy reasoning process.  For a
description of the autonomy reasoning process itself see
(Macfadzean and Barber, 1996).  The primary purpose of
this paper is the description of the underlying structures
and representations that support DAA in Sensible Agent
based systems.  The following example illustrates the use
of the structures and representations given above.

Example
This section demonstrates how DAA is implemented in
Sensible Agent-based systems using the IGS and the
autonomy constructs.  The example is situated in the
domain of naval radar frequency management.  A radar is
an instrument that detects distant objects and determines
their position and velocity by emitting very high frequency
radio waves and analyzing the returning signal reflected
from the targets’ surfaces.  The naval-radar-frequency-
management problem consists of maintaining a set of
position and frequency relationships among geographically
distributed radars such that radar interference is minimized.

In this example, the Sensible Agent-based system is
composed of agents that work without human intervention
to manage radar frequencies.  Radar positions are
determined by tactical considerations.  The agents in this
system plan from the same goal tree although this is not a
requirement of Sensible Agent-based systems.  In general,
each agent contains an internal model of the spectrum of
available frequencies along with the necessary differences
between frequency assignments (delta frequencies) for
every radar pair.  Agents then attempt to make
assignments, within the restricted frequency space, that
meet all delta frequency constraints.  Depending on the
autonomy level of an agent, it will have control over the
frequency of one or more radars.

The radar agents’ planners must be capable of acting at
each of the autonomy levels that might possibly be
assigned.  An agent who is attempting to resolve
interference through frequency management in a locally
autonomous fashion will plan alone to attempt to resolve
the interference.  The agent will use its internal model to

determine a frequency that is likely to be interference-free.
If one is found, it will change to that frequency.

Only the master plans in a master/command-driven
relationship.  The master attempts to eliminate interference
through iterative assignments.  First, it chooses its own
frequency just as a locally autonomous agent would, but
without considering the frequencies of its command-driven
radars as constraints.  Then, using its own assigned
frequency and the frequencies of those radars that are not
command-driven as constraints, it determines an
interference-free frequency for each command-driven
agent.  Once a frequency assignment is made for a
command-driven agent, this information is added to the list
of constraints and the process continues until all
assignments have been made.  If the master agent could not
determine a set of interference-free frequencies in this
manner, the planning process is restarted.  The planning
algorithm is non-deterministic, so the master may find a
good set of frequencies on the next attempt.  Once an
interference-free set of frequencies has been determined,
the master orders all command-driven agents to make these
changes.

Each agent involved in consensus interaction plays an
equal part in determining frequency assignments.  Each
agent independently carries out the same planning
algorithm as described for the master/command-driven
situation.  However, at the conclusion of frequency
selection, each agent proposes a list of frequency
assignments to the rest of the consensus group during a
synchronization phase.  Along with this proposal, each
agent includes an estimate (based on its internal model) of
the expected interference for each radar.  Each member of
the consensus group deterministically selects the proposal
with the least amount of interference, and the agents assign
frequencies according to this plan.

These three planning algorithms are available to the
planner and associated with the appropriate autonomy level
classification.  The specific autonomy assignment
determines which agents are involved in the planning
framework, how they are involved, and which intended
goals are their objectives.  Once the autonomy assignment
has been made, it can be classified into one of the
autonomy categories and the appropriate planning
algorithm selected.

The following scenario describes the effect of DAA on
naval radar frequency management during an example
mission.  In this simulation, a group of three naval ships
(each simplified to carry one radar) travels from point A to
point C along with their corresponding radar frequency
management agents (Agents 1, 2, and 3).  Point A is
located in neutral territory and probable threats exist at
point C.  At an intermediate point, B, a squall occurs.  The
objective of each radar agent is to track air targets in the
region, some of which may be hostile.  Each agent’s IGS is
developed from the goal tree shown in Figure 3.  Each goal
template in the goal tree contains one or more variables,



indicated by values shown in curly braces.  For example
the goal template “{Agent} Interference < {threshold}”
could be instantiated as “Agent_1 Interference < .0010”.

In this example, Agent 1 has greater computational
capabilities and greater communication bandwidth than the
other two agents.  Therefore, Agent 1 is the most likely
master agent, and the system designer initially establishes a
master/command-driven relationship among Agents 1, 2,
and 3, with Agent 1 acting as master.  This situation is
depicted in Figure 4.

Figure 4 shows a portion of the IGS display from the
Sensible Agent Testbed (Barber et al., 1998).  Each of the
three agents’ IGSs is shown.  The left side of each IGS
display shows a hierarchical decomposition of goal
elements as represented by that agent.  Each IGS pictured
in Figure 4 contains only one goal element.  Each goal
element is pictured as an icon and a label.  The icon
indicates the classification of the autonomy level
assignment for this goal.  Icons may be pictured for locally
autonomous (LA), consensus (CN), command-driven (CD),
or master (M) classifications.  The label contains names
representing all constituent intended goals.  The right side
of each IGS display shows the autonomy level attributes
that have been assigned to the highlighted goal element.
First, the identification number of the goal element is
listed.  The list then shows the amount of planning-
resources this agent has allocated to the goal element
overall.  Next the display shows a comma-separated list of
the identification numbers of all the agents planning for the
highlighted goal element.  Following this is the
identification number of the intended goal (intended by this
agent) if any such goal is contained in this goal element.
Next is shown a comma-separated list of external goal
element ids that this goal element refers to.  For example, if

“2-0” is listed here for one of Agent 1’s goal elements, this
means that Agent 1 must plan for the goal intended by
Agent 2 that is contained in Agent 2’s goal element with
identification number 0.  Next, the information displayed
on the right of the IGS panel shows a list of which agents
the planning group for this goal element has authority over.
Finally, the levels of goal commitment, autonomy-level
commitment, and independence are also listed.

Figure 4 shows that Agent 2’s IGS contains one goal
element with identification number 0.  This goal element
contains one goal intended by Agent 2, with identification
number 1.  The name associated with this constituent
intended goal is “Agent 2 Track Target in Region.”  The
classification of the autonomy level assignment to this goal
element is command-driven because Agent 1 is the only
agent planning and it has authority to assign subgoals to
Agent 2.  The complementary assignment for Agent 1 as
master is shown for Agent 1’s goal element with
identification number 0.  Agent 1 is considering three
constituent intended goals, “Agent 1 Track Target in
Region, Agent 2 Track Target in Region, Agent 3 Track
Target in Region,” (one of its own intended goals, and
two external goals from Agents 2 and 3) which must be
solved simultaneously.  Agent 1 is the only agent planning
for these goals, and has devoted 10% of its planning-
resources towards this goal element.  Agent 1 has authority
to assign subgoals to Agents 1, 2, and 3.

As the simulation progresses, the agents interact in a
master/command-driven fashion, assigning autonomy
levels for new intended goals as they arise.  Figure 5 shows
a later point in the simulation when each agent has chosen

Figure 3.  Goal Tree for Naval Radar Problem.

Figure 4.  Initial System State.



(or been assigned) the goal of “Frequency Management
{Agent},” and a master/command-driven relationship has
been established for these goals.  The simulation continues,
and Agent 1 assigns frequencies that keep radar
interference at an acceptable level for each agent.

As the ships reach point B, a squall occurs, changing
radar signal characteristics and interfering with agent
communication.  This results in both radar interference and
the inability to communicate.  Without DAA, the agents
would be unable to reduce this interference because the
master agent could not tell the command-driven agents
what to do and the command-driven agents could not take
the initiative to change their own frequencies.  However,
under DAA, the agents are able to change their planning
interactions to reflect the inability to communicate.  They
can therefore undertake a locally autonomous planning
strategy, as shown in Figure 6.

The agents work in a locally autonomous fashion under
squall conditions in the simulation until they move away
from point B.  At this time, the squall dissipates and
normal communication capabilities return.  Agents 1 and 2
have reached acceptable levels of interference at this point,
but Agent 3 has not.  (Radar interference is not always
reciprocated.  A source radar can cause interference for a
victim without detecting any interference to its own
operation.)  Agent 3 could request the reestablishment of
the previous master/command-driven relationship to
overcome its problem.  However, Agent 3 can determine,
through conflict detection and classification (Barber et al.,
1999), that Agent 2’s frequency assignment conflicts with
its own desired frequency assignment.  Therefore, Agent 3
requires Agent 2 to change frequencies.  The suggested

conflict resolution strategy for such conflicts is negotiation,
so a consensus agreement can be established between
Agent 2 and Agent 3 to determine satisfactory frequency
assignments.  The resulting autonomy-level assignment is
shown in Figure 7, where the shaded icons represent goals
that Agent 1 has already achieved.  After Agents 2 and 3
resolve their conflict in consensus, they can proceed to
point C in an interference-free state.

The preceding scenario shows that agents in dynamic
environments can benefit from the ability to change

Figure 5.  Master/Command-driven Relationship.

Figure 6.  All Agents Locally Autonomous.

Figure 7.  Consensus Relationship Established.



planning interaction frameworks dynamically during
system operation.  Each example given above shows how
the IGS supports the implementation of DAA by
representing the planning framework for each goal.

Conclusions
Sensible Agents capable of Dynamic Adaptive Autonomy
have been presented as a means to enable flexible
interactions in agent-based systems.  The flexibility and
responsiveness of Sensible Agents stems from their ability
to dynamically adapt planning frameworks during system
operation.  This paper has presented the representations
and structures used to support the capability of Dynamic
Adaptive Autonomy.  The Sensible Agent architecture and
related capabilities provide a powerful platform from
which to investigate and improve adaptive agent autonomy.
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