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Abstract

Real-time search methods were devised as alternatives to
more traditional search methods for searching known deter-
ministic domains. We argue that real-time search methods
have additional advantages for searching unknown or non-
deterministic domains. Instead of planning for every con-
tingency, real-time search methods execute the partial plan
obtained after a bounded amount of planning, observe the
resulting successor state, and then plan for only the resulting
successorstate, not for all states that could have resulted from
the execution of the plan. In this paper, we give two examples
for how real-time search can be used in unknown or nonde-
terministic domains, namely for goal-directed navigation and
localization in the presence of initial pose uncertainty and for
exploring unknown environments.

Real-time heuristic search methods interleave planning
and plan execution and plan only in the part of the domain
around the current state of the agents, which is the part
of the domain that is immediately relevant for the agents
in their current situation. Real-time search methods have
been shown to be efficient alternatives to traditional search
methods in known deterministic domains such as sliding-
tile puzzles (Korf 1993) and STRIPS-type planning domains
(Bonet etal. 1997). However, many domains from robotics,
control, and scheduling are either not completely known in
advance or nondeterministic. Planning in unknown or non-
deterministic domains is often more difficult than planning
in known deterministic domains because the state spaces
explode more quickly. Consequently, it is even more im-
portant that agents take their planning time into account to
solve planning tasks efficiently. For single-instance plan-
ning tasks, for example, they should attempt to minimize the
sum of planning and plan-execution time. Finding plans that
minimize the plan-execution time is often intractable. Inter-
leaving planning and plan execution is a general principle
that can reduce the planning time and thus also the sum of
planning and plan execution time for sufficiently fast-acting
agents in unknown or nondeterministic domains. Without
interleaving planning and plan execution, the agents have to
find a large conditional plan that solves the planning task.
When interleaving planning and plan execution, on the other
hand, the agents have to find only the beginning of such a
plan. After the execution of this subplan, the agents repeat

the process from the state that actually resulted from the
execution of the subplan instead of all states that could have
resulted from its execution. Consequently, one advantage
of interleaving planning and plan execution in unknown or
nondeterministic domains is that it allows agents to gather
information early. This information can be used to resolve
some of the uncertainty caused by nondeterminism and thus
reduce the amount of planning done for unencountered sit-
uations. Since actions are executed before their complete
consequences are known, the agents are likely to incur some
overhead in terms of the number of actions executed, but this
is often outweighed by the computational savings gained.
We demonstrate this advantage of real-time search and its
broad applicability using two simplified robot-navigation
tasks in gridworlds, namely goal-directed navigation and
localization in the presence of initial pose uncertainty and
exploring unknown environments.

Advantages of Real-Time Search

Real-time search methods are general-purpose search meth-
ods that apply to a variety of planning tasks. Problem-
specific search methods might sometimes outperform them
but both their generality and simplicity often make them
methods of choice. Planning methods that interleave plan-
ning and plan execution have, of course, been studied before.
This includes assumptive planning, deliberation schedul-
ing, on-line algorithms and competitive analysis, real-time
heuristic search, reinforcement learning, robot exploration
techniques, and sensor-based planning. The proceedings
of the AAAI-97 Workshop on On-Line Search give a good
overview of these techniques. Real-time search methods
have the following desirable properties over some of their
alternatives: First, different from the many existing ad-hoc
planning methods that interleave planning and plan exe-
cution, real-time search methods have a solid theoretical
foundation and are domain independent. Second, real-time
search methods allow for fine-grained control over how
much planning to do between action executions and thus are
any-time contract algorithm (Russell and Zilberstein 1991).
This allows them, for example, to adjust the amount of plan-
ning performed between action executions to the speed with
which a robot can execute actions. Smaller look-aheads ben-
efit robots that can execute plans fast because they prevent
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these robots from being idle, which can minimize the sum
of planning and plan-execution time if the heuristic knowl-
edge guides the search sufficiently. Larger look-aheads are
needed for slower robots. Third, real-time search methods
can use heuristic knowledge to guide planning which can
reduce planning time without increasing the plan-execution
time. Fourth, real-time search methods can be interrupted
at any state and resume execution at a different state. If the
batteries of a robot need to get recharged during exploration,
for instance, the real-time search method that controls the
exploration can be interrupted and later get restarted at the
charging station. Fifth, real-time search methods amortize
learning over several planning episodes, which allows them
to find a plan with a suboptimal plan-execution time fast and
then improve the plan-execution time as they solve similar
planning tasks, until the plan-execution time is satisficing
or optimal. Thus, they can always have a small sum of
planning and plan-execution time and still asymptotically
minimize the plan-execution time in the long run in case
similar planning tasks unexpectedly repeat. This is an im-
portant property because no planning method that executes
actions before it has found a complete plan can guarantee
a good plan-execution time right away, and planning meth-
ods that do not improve their plan-execution time do not
behave efficiently in the long run in case similar planning
tasks unexpectedly repeat.

Notation
We use the following notation throughout the paper: S
denotes the finite set of states of the domain, 8start E S the
start state, and G C_ 5" the set of goal states. A(s) ~ isthe
finite, nonempty set of actions that can be executed in state
s E S. suee is the transition function, a function from states
and actions to sets of states: suce(s, a) denotes the set of
successor states that can result from the execution of action
a E A(s) in state s E S. In deterministic domains, the
set succ(s, a) contains only one state and we use suec(s, a)
also to denote this state. We measure distances in action
executions, which is reasonable if every action has the same
immediate cost, for example, can be executed in the about
the same amount of time. The number of states is n := IsI,
and the number of state-action pairs (loosely called actions)
is e := ~,~s IA(s)l, that is, an action that is applicable
in more than one state counts more than once. We also
use two operators with the following semantics: Given a
set X, the expression "one-ofX" returns an element of X
according to an arbitrary rule. A subsequent invocation
of "one-of X" can return the same or a different element.
The expression "arg minx~ x f(x)" returns the elements x 
X that minimize f(x), that is, the set {x xIf(z) =
minx,~x f(x’)}.

Min-Max LRTA*
In our examples, we use a real-time search method

called Min-Max Learning Real-Time A* method (Min-Max
LRTA*) (Koenig and Simmons 1995; Koenig and Simmons
1998), an extension of LRTA* (Korf 1990). Similar 

1. $ :-~ 8start.

2. If s E G, then stop successfully.

3. Generate a local search space St,, with s E St,, and S,,, f3 G = O.

4. Update u(s) for all s E St,, (Figure 2).

5. a := one-ofargminaca(,) max,,~ .... (,,a) u(s’).
6. Execute action a, that is, change the current state to a state in

succ(s, a) (according to the behavior of nature).

7. s := the current state.
8. (If s E Sts,, then go to 5.)

9. Go to 2.

Figure 1: Min-Max LRTA*

1. For all s E S,8,: u’(s) := u(s) and u(s) := c¢.

2. If u(s) < oo for all s E St,,, then return.

3. s’ := one-ofarg min,es~ .... (,)=¢0 max(u’(s), 
min,,~A(,) maxs,,~ .... (~,a) u(s")).

4. If max(u’(s’), 1 + mina~A(,,) maxs,~ .... (~,.a) u(s")) = c¢, then
retum.

5. u(s’) := max(u’(s’), 1 + mina~A(,,) max,,,~s,,~(,,,,,) u(s")).
6. Go to 2.

Figure 2: Minimax-Search Method

game-playing approaches and reinforcement-learning ap-
proaches such as the (~-Learning method (Heger 1996),
Min-Max LRTA* views acting in nondeterministic domains
as a two-player game in which it selects an action from the
available actions in the current state. This action deter-
mines the possible successor states from which a fictitious
agent, called nature, chooses one. Acting in deterministic
domains is then simply a special case where every action
uniquely determines the successor state. Min-Max LRTA*
uses minimax search to solve planning tasks in nondeter-
ministic domains, a worst-case search method that attempts
to move with every action execution as close to the goal state
as possible under the assumption that nature is an opponent
that tries to move Min-Max LRTA* as far away from the
goal state as possible. Min-Max LRTA* associates a small
amount of information with the states that allows it to re-
member where it has already searched. In particular, it
associates a u-value u(s) > 0 witheach state s E S. The u-
values approximate the minimax goal distances of the states.
The minimax goal distance gd(s) [0, c¢] of state s ES is
the smallest number of action executions with which a goal
state can be reached from state s, even for the most vicious
behavior of nature. The minimax goal distances are defined
by the following set of equations for all s E S:

~" 0 if s E Ogd(s) 1 + min,,~A(,) max,,e,,,,~(,.,0 9d(s’) otherwise.

Min-Max LRTA* is uninformed if the u-values are zero
initialized. If available, it can also use heuristic knowledge
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to guide planning. This knowledge is provided in the form
of admissible initial u-values. U-values are admissible if
and only if0 < u(s) < gd(s) for alls E S. Min-Max
LRTA* updates the initial u-values as the search progresses
and uses them to determine which actions to execute. It first
checks whether it has already reached a goal state and thus
can terminate successfully (Line 2). If not, it generates the
local search space St,s C S (Line 3). While we require
only that s 6 Sts8 and Sts, 1"3 G = 0, in practice Min-Max
LRTA* constructs Sts, by searching forward from s. It then
updates the u-values of all states in the local search space
(Line 4) and, based on these u-values, decides which action
to execute next (Line 5). Finally, it executes the selected
action (Line 6), updates its current state (Line 7), and iter-
ates the procedure. Min-Max LRTA* uses minimax search
to update the u-values in the local search space (Figure 2).
The minimax-search method assigns each state its mini-
max goal distance under the assumption that the u-values
of all states in the local search space are lower bounds on
the correct minimax goal distances and that the u-values of
all states outside of the local search space correspond to
their correct minimax goal distances. Formally, if u(s) 
[0, oo] denotes the u-values before the minimax search
and ~(s) 6 [0, oo] denotes the u-values afterwards, then
fi(s) = max(u(s), 1 + mina~a(s) max,,~,uee(,,a)~(s’)) 
all s E St,8 and fi(s) = u(s) otherwise. To update the 
values this way, Min-Max LRTA* uses a simple minimax-
search method that is related to more general dynamic pro-
gramming methods from Markov game theory (Littman
1996). It updates all states in the local search space in
the order of their increasing new u-values. This ensures that
the u-value of each state is updated only once. After Min-
Max LRTA* has updated the u-values, it greedily chooses
the action for execution that minimizes the u-value of the
successor state in the worst case (ties are broken arbitrarily).
The rationale behind this is that the u-values approximate
the minimax goal distances and Min-Max LRTA* attempts
to decrease its minimax goal distance as much as possible.
Then, Min-Max LRTA* can either generate another local
search space, update the u-values of all states that it con-
tains, and select another action for execution. However,
if the new state is still part of the local search space (the
one that was used to determine the action whose execution
resulted in the new state), Min-Max LRTA* also has the
option (Line 8) to select another action for execution based
on the current u-values. (Min-Max LRTA* with Line 8 is
a special case of Min-Max LRTA* without Line 8.) Min-
Max LRTA* is guaranteed to solve all domains for which the
minimax goal distances of all states are finite. If Min-Max
LRTA* solves the same planning task repeatedly (even with
different start states) it can improve its behavior over time
by transferring domain knowledge, in the form of u-values,
between planning tasks, thereby making its u-values better
informed. The u-values converge after a bounded number
of mistakes, where it counts as one mistake when Min-Max
LRTA* reaches a goal state after more action executions
than the minimax goal distance of the start state. The ac-
tion sequence after convergence depends on the behavior of

8 7 6 5 4 3

7 6 5 4 3 2

6 5 4 3 2 I

Q 4 3 1 02

start Io¢slion
location goal

robot moves right

8 7 6 5 4 3

7 6 5 4 3 2

fobolmovesup

Figure 3: Navigation Task with Geometric Knowledge

nature and is not necessarily uniquely determined, but has
the same or fewer action executions than the minimax goal
distance of the start state, that is, the plan-execution time of
Min-Max LRTA* is either worst-case optimal or better than
worst-case optimal. It important to realize that, since Min-
Max LRTA* relies on observing the actual successor states
of action executions, it can have computational advantages
even over several search episodes compared to a complete
minimax search. This is the case if nature is not as malicious
as a minimax search assumes and some successor states do
not occur in practice. In the following, we show how to
apply Min-Max LRTA* to two simplified robot-navigation
tasks in gridworlds, namely goal-directed navigation and
localization in the presence of initial pose uncertainty and
exploring unknown environments.

First Example: Unknown Map
Our first example are exploration tasks where the robot has
to find a goal state in an unknown environment, such as a
post office in an unknown city. We assume that there is
no uncertainty in actuation and sensing. The sensors on-
board the robot tell it in every location whether the current
location is a goal, how many actions can be executed in it,
and which successor locations they lead to but not whether
the successor locations are goals. Furthermore, the robot
can identify the successor locations when it observes them
again at a later point in time. This assumption is realistic,
for example, if the locations look sufficiently different or the
robot has a global positioning system (GPS) available. The
actions move the robot to the successor locations. The task
of the robot is to navigate to a location that is a goal and stop.
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Min-Max LRTA* can be applied to these exploration tasks
if a goal can be reached from every state (Pemberton and
Korf 1992). The locations (and how they connect) form 
initially unknown state space that can be searched directly
with Min-Max LRTA*. The start state corresponds to the
start location, and the goal states correspond to the locations
that are goals. Since this state space is deterministic, Min-
Max LRTA* reduces to LRTA*. The look-ahead of Min-
Max LRTA* is minimal if the local search space contains
only the current state. In this case, the behavior of Min-
Max LRTA* in initially known and unknown state spaces
is identical. As we increase the look-ahead of LRTA*,
we expect that its plan-execution time tends to decrease
because it uses more information to decide which action
to execute next. The look-ahead of Min-Max LRTA* is
maximal in known state spaces if the local search space
contains every non-goal state. In this case, LRTA* performs
a complete search without interleaving planning and plan
execution and follows a shortest path from the start state to a
closest goal state, and no other search method can do better
than that in the worst case. The maximal look-ahead of
Min-Max LRTA* is necessarily smaller in initially unknown
state spaces than in known state spaces because its value-
update step can only search the known part of a state space.
Therefore, the look-ahead of Min-Max LRTA* is maximal
in unknown state spaces if the local search space contains
all visited non-goal states. Uninformed Min-Max LRTA*
with maximal look-ahead always moves on a shortest path
to the closest unvisited state, that is, to the closest potential
goal state - it exhibits optimism in the face of uncertainty
(Moore and Atkeson 1993). It is known that this exploration
heuristic is not worst-case optimal (Koenig and Smirnov
1996; Koenig 1999) but it performs well in practice and
is a heuristic used in both mobile robotics (Thrun et al.
1998) and reinforcement learning. If heuristic knowledge
is available, the u-value of a newly observed state can also
be initialized with a lower bound of the goal distance of the
state. If geometric knowledge is available, it is even possible
to update these heuristic estimates dynamically as parts of
the environment are discovered. Consider, for example,
the gridworld from Figure 3 (top), where the robot can
move from each square to each of the four neighboring
squares, unless that square is blocked. The robot knows the
location where the goal is but does not know which squares
are blocked. However, it can always sense whether the
four neighboring squares of its current square are blocked.
Admissible heuristic values result if one calculates the goal
distances of locations under the assumption that each square
is unblocked unless one has already observed that the square
is blocked. This results in the initial heuristic values shown
in Figure 3 (top). As the robot moves in the environment,
it acquires knowledge about which squares are blocked. It
can then re-calculate the heuristic values of all locations, as
shown in Figure 3 (center and bottom). The heuristic values
that change are shown in bold. If Min-Max LRTA* with
maximal look-ahead dynamically re-calculates the heuristic
values in this fashion, it becomes very similar to the D*
method (Stentz 1995).

Possible Start Poses (Start Belied
actual start pose

Goal Poses

Figure 4: Navigation Task with Unknown Initial Pose

Second Example: Unknown Initial Pose
Our second example are goal-directed navigation tasks with
initial pose uncertainty (Nourbakhsh 1996), an example 
which is shown in Figure 4. A robot knows a map of the
environment, but is uncertain about its start pose, where
a pose is a location (square) and orientation (north, east,
south, west). We use a similar scenario as before. We
continue to assume that there is no uncertainty in actuation
and sensing. The sensors on-board the robot tell it in every
pose whether there are walls immediately adjacent to it in the
four directions (front, left, behind, right). The actions are
to move forward one square (unless there is a wall directly
in front of the robot), turn left ninety degrees, or turn right
ninety degrees. The task of the robot is to navigate to any
of the given goal poses and stop. Since there might be
many poses that produce the same sensor reports as the goal
poses, solving the goal-directed navigation task includes
localizing the robot sufficiently so that it knows that it is at
a goal pose when it stops. We use the following notation: P
is the finite set of possible robot poses (pairs of location and
orientation). A(p) is the set of possible actions that the robot
can execute in pose p E P: left, right, and possibly forward.
8ucc(p, a) is the pose that results from the execution of
action a E A(p) in pose p E P. o(p) is the observation that
the robot makes in pose p E P: whether or not there are
walls immediately adjacent to it in the four directions (front,
left, behind, right). The robot starts in pose Pstart E P and
then repeatedly makes an observation and executes an action
until it decides to stop. It knows a map of the environment
but is uncertain about its start pose. It could be in any pose
in P, tart C_ P. We require only that o(p) = o(p’) for
all p, p’ E Pstart, which automatically holds after the first
observation, andpstart E Pstart, which automatically holds
for P, tart= {p: p E PAo(p) = o(pstart)). Therobothas
to navigate to any pose in Paoat C P and stop. Although the
robot is not certain about its pose, it can maintain a belief
about its current pose. For example, it can maintain a set of
possible poses ("belief"). In this case, if the robot has 
knowledge of its start pose for the goal-directed navigation
task from Figure 4, but observes walls around it except
in its front, then the start belief of the robot contains the
seven possible start poses shown in the figure. We use the
following notation: B is the set of beliefs, bstart the start
belief, and Bgoat the set of goal beliefs. A(b) is the set of
actions that can be executed when the belief is b. O(b, a) is
the set of possible observations that can be made after the
execution of action a when the belief was b. succ(b, a, o)
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is the successor belief that results if observation o is made
after the execution of action a when the belief was b. Then,

B = {b:bC_P Ao(p)=o(p’) forall p,p’Eb}

bstart = Pstart

Bg~, -= {b:bC Pgo~, A o(p)=o(P’) for allp, p’Eb}

A(b) = A(p) foranyp E b
o(b, a) = {o(~,,~(p,~)) :p 

,ucc(b,a,o)= {~,,cc(p,a) :p ̄  b ̂  o(8.~c(p,a)) 

To understand the definition of A(b), notice that A(p) 
A(p’) for all p, p’ E b after the preceding observation since
the observation determines the actions that can be executed.
To understand the definition of Bgoat, notice that the robot
knows that it is in a goal pose if its belief is b C Pgoat. If
the belief contains more than one pose, however, the robot
does not know which goal pose it is in. If it is important
that the robot knows which goal pose it is in, we define
Bgo,a = {b : b C_ Pao,U A Ib[ = 1}. Min-Max LRTA*
can also be applied to localization tasks. These tasks are
identical to the goal-directed navigation tasks except that
the robot has to achieve only certainty about its pose. In
this case, we define Bgoal = {b : b C P A [bI : 1}. Min-
Max LRTA* can be applied directly to the goal-directed
navigation and localization tasks if the environments are
strongly connected (every pose can be reached from ev-
ery other pose) and asymmetrical (localization is possible).
This modest assumption allows the robot to solve a goal-
directed navigation task by first localizing itself and then
moving to a goal pose. We map goal-directed navigation
and localization tasks into nondeterministic domains that
Min-Max LRTA* can search:

S = B

3start ~ bstart

G = Bgoal

A(s) = A(b) fors=b
succ(s,a) = {succ(b,a,o) :o e O(b,a)} fors = b

Nourbakhsh (Nourbakhsh 1996) has already shown that
performing a complete minimax search to solve the goal-
directed navigation tasks optimally can be completely in-
feasible. We take this result for granted and show that
Min-Max LRTA* solves the goal-directed navigation tasks
fast, converges quickly, and requires only a small amount
of memory. As test domains, we use 500 randomly gener-
ated square mazes. The mazes have size 49 x 49 and the
same obstacle density, the same start pose of the robot, and
(for goal-directed navigation tasks) the same goal location,
which includes all four poses. The robot is provided with
no knowledge of its start pose and initially senses openings
in all four directions. The mazes are constructed so that,
on average, more than 1100 poses are consistent with this
observation and have thus to be considered as potential start
poses. To save memory, Min-Max LRTA* generates the

initial u-values only on demand and never stores u-values
that are identical to their initial values. We use LRTA* with
a Line 5 that breaks ties between actions systematically ac-
cording to a pre-determined ordering on A(s) for all states
s. We use Min-Max LRTA* with Line 8 because it uti-
lizes more information of the searches in the local search
spaces. We apply Min-Max LRTA* to goal-directed navi-
gation and localization tasks with two different look-aheads
each, namely look-ahead one (Stss = {s}) and the small-
est look-ahead that results in a plan during whose execu-
tion the number of possible poses is guaranteed to decrease
(Koenig and Simmons 1998). With this look-ahead, Min-
Max LRTA* is very similar to the Delayed Planning Archi-
tecture (DPA) with the viable plan heuristic (Genesereth 
Nourbakhsh 1993). For the goal-directed navigation tasks,
one can use the goal-distance heuristic to initialize the u-
values, that is, u(s) = maxp~s gd({p}). The calculation of
gd({p}) involves no pose uncertainty and can be done effi-
ciently without interleaving planning and plan execution, by
using traditional search methods in the pose space. For the
localization tasks, on the other hand, it is difficult to obtain
better informed initial u-values than those provided by the
zero heuristic (zero-initialized u-values). We let Min-Max
LRTA* solve the same task repeatedly with the same start
pose until its behavior converges.I Figure 5 shows that Min-
Max LRTA* indeed produces good plans in large domains
quickly, while using only a small amount of memory. Since
the plan-execution time of Min-Max LRTA* after conver-
gence is no worse than the minimax goal distance of the start
state, we know that its initial plan-execution time is at most
231, 151,103, and 139 percent (respectively) of the worst-
case optimal plan-execution time. Min-Max LRTA* also
converges quickly. Consider, for example, the first case,
where the initial plan-execution time is worst. In this case,
Min-Max LRTA* with look-ahead one more than halves
its plan-execution time in less than 20 runs. This demon-
strates that this aspect of Min-Max LRTA* is important if
the heuristic knowledge does not guide planning sufficiently
well.

Conclusions
In this paper, we have argued that real-time search methods
are efficient, flexible, and broadly applicable search methods
for searching unknown or nondeterministic domains. At
the same time, we showed how real-time search methods
relate to other search methods that have been studied in the
literature, often generalizing them. In particular, we showed
how one algorithm (Min-Max LRTA*) can be applied 
simplified robot-navigations tasks. In one of these tasks,
the environment was unknown initially. In the other task,
the robot pose was unknown initially. Our overview was
informal but in other work we have derived formal results,

IMin-Max LRTA* did not know that the start pose remained
the same. Otherwise, it could have used the decreased uncertainty
about its pose after solving the goal-directed navigation task to
narrow down its start pose and improve its plan-execution time
this way.
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after...

the first run

convergence

¯ measuring ....

plan-execution time
planning time
memory usage
plan-execution time
planning time
memory/usage

using...

action executions
state expansions
u-values remembered
action executions
state expansions
u-values remembered

number of runs until convergence

Min-Max LRTA* with look-ahead one

goal-directed navigation
goal-distance heuristic

113.32
113.32
31.88
49.15
49.15

446.13
16.49

localization
zero heuristic

13.33
13.33
13.32
8.82
8.82

1,782.26
102.90

Min-Max LRTA* with larger look-ahead
(plan whose execution reduces the number of poses)
goal-directednavigation
goal-dismnceheuristic

50.48
73.46
30.28
49.13
49.13
85.80
3.14

IocMization
zero heuristic

12.24
26.62
26.62
8.81
8.81

506.63
21.55

Figure 5: Experimental Results

including upper and lower bounds on the complexity of
Min-Max LRTA*.
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