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Abstract

If someone says "the cup is in front of the teapot", is the
cup between the speaker and the teapot, is the cup at the
spout end of the teapot, or both?  In order to resolve this
ambiguity, you would need to know whether the speaker
was using a reference frame based on his/her viewpoint
(deictic) or on the objects in the scene (intrinsic).  As
well, why did they locate the cup in relation to the teapot,
and not the other way around?  The study presented here
was an investigation into which factors play an important
role in the decision to use a deictic or an intrinsic
reference frame, as well as which factors influence
reference object selection.  When objects were presented
in a functional orientation, participants were more likely
to use an intrinsic versus a deictic reference frame than
when objects were presented in a non-functional
orientation. Object orientation did not appear to influence
the choice of reference object, but participants were much
more likely to select an object as a reference if it was
generally perceived to be the more stationary object of
the pair.  This research is part of a project involving the
design of human-computer interfaces for collaborative
spatial reasoning in 3D virtual workspaces. 

Introduction and Issues

Even very simple visual displays contain an immense
amount of spatial information, and it is no simple matter to
translate this information into natural language.  There are
many opportunities for confusion and misinterpretation
during the translation process, due to the ambiguities
inherent in spatial language.  Despite this, spatial
information is often communicated through language,
hence, it is important to identify these ambiguities in
spatial language, to discover the situations in which they
are likely to occur, and to inform the design of the user
interface so as to enhance the ability of the user to
effectively represent and communicate spatial information.
   One source of ambiguity in spatial language is that the
choice of reference frame is often not directly specified. 
For example, “the cup is in front of the teapot” appears to
be an ordinary and easily interpretable sentence describing

a spatial relationship between two objects, a teapot and a
cup.  However, because the reference frame is not
specified, it is unknown whether an intrinsic (object-based)
or deictic (viewer-centred) reference frame is used.  If the
intrinsic reference frame is used, then the cup will be at the
front of the teapot, regardless of whether the cup is
between the teapot and the speaker.  If a deictic reference
frame is used, then the cup is between the speaker and the
teapot, and not necessarily at the front of the teapot itself. 
When the intrinsic and deictic reference frames are not
aligned, it is necessary to obtain further information about
the spatial relationship between the teapot, the cup, and the
speaker before the spatial relationship is clear.  It is
important to discover the characteristics of visual stimuli
which influence the choice of reference frame and how
strongly they do so in order to identify situations in which
misinterpretation is likely to occur.
    In addition to choosing a reference frame, speakers must
also choose a reference object.  In a sentence such as “the
cup is in front of the teapot”, one object is used as a
reference (the teapot) and the other object located in
relation to it (the cup).  Instead of saying “the cup is in
front of the teapot”, why not say “the teapot is behind the
cup”?  Both sentences are logically equivalent, but the
latter sentence appears awkward.  This suggests that there
might be a natural constraint on the selection of reference
objects, and warrants closer investigation in order to
discover the characteristics of an object which will make it
likely to be used as the reference or located object.
   The Spatial Reference Frame Project is a set of
experiments designed to examine several aspects of spatial
reasoning, including reference frame and reference object
selection.  The goal is to find ways in which collaborative
user interfaces can be designed without impeding the
ability of users to communicate in a natural way using
natural language.  In addition, by identifying situations in
which natural linguistic descriptions of spatial relationships
are often misinterpreted, we can strive to develop user
interfaces which ameliorate these situations, or prompt
users to clarify their meaning for the benefit of their
collaborators.
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Reference Frame Choice
There are three types of reference frames used to express
spatial relations: deictic, intrinsic, and environmental.  A
deictic reference frame presents the spatial relationships
from the speaker’s point of view (this term can also be
used when the speaker is taking another person’s point of
view).  For example, using a deictic frame of reference the
statement “the man is in front of the car” would mean that
the man was in between the speaker and the car.  An
intrinsic reference frame presents the spatial relationship in
terms of the objects in the scene.  The statement “the man
is in front of the car” in intrinsic terms would mean that the
man was at the front of the car itself, regardless of the
position of the man relative to the speaker.   An
environmental reference frame describes spatial
relationships in terms of the environment.  For example,
north, south, east and west are environmental spatial terms.
    Researchers have taken several approaches in an attempt
to specify the regions of acceptability of spatial terms such
as ‘above’, ‘behind’, etc.  For example, Eschenbach & and
Kulik (1997) performed an object-based, strictly geometric
analysis, while Gapp (1994; 1995) proposed a multilevel
model with geometric properties in a “lower” level, while a
“higher” level could include additional influences such as
functional dependencies.  It is acknowledged in the
discussion of these models that, at least in cases of conflict
between the deictic and intrinsic reference frames, the
reference frame must be specified before the
appropriateness of a spatial reference term can be
determined.  Despite this, there is surprisingly little
research on the process by which people decide which
reference frame is the most appropriate.  The easiest
approach seems to be that taken by Retz-Schmidt (1987)
and Andre et al. (1987) in the CITYTOUR natural-
language dialogue system, which is to simply assume that
one or the other (in the CITYTOUR case, the intrinsic)
reference frame is the default, and the other must be
explicitly marked.  However, this is far from ideal, and
Retz-Schmidt admits that the claim that the intrinsic case
always dominates the deictic case is not a widely accepted
one.  For example, Tversky (1996) noted that there does
not seem to be a default perspective (choice of reference
frame), and different perspectives are adopted in different
situations. 
    One study which did examine factors affecting reference
frame choice was reported by Carlson-Radvansky and
Radvansky (1996).  They investigated whether people
preferred intrinsic or deictic descriptions of functionally
related familiar objects, and whether the orientation of the
objects played a role.  Participants viewed pictures of
functionally related object pairs, such as a mail carrier and
a mailbox.  The orientation of the objects either facilitated
the functional relationship (the mail carrier was facing the
mailbox) or did not (the mail carrier was facing away from

the mailbox).  These pictures were accompanied by
sentences describing the spatial relationship between the
two objects using either a deictic or intrinsic reference
frame, and participants were required to rate the
acceptability of these sentences.  It was found that the
acceptability rating of the sentences varied with the
functionality of the orientation between the objects.  When
objects were oriented in a functional way, sentences which
described the spatial relationship using an intrinsic frame
of reference were rated as more acceptable than sentences
which described the spatial relationship using a deictic
frame of reference.  The opposite pattern was found when
objects were oriented in a non-functional way, with
participants preferring to use a deictic frame of reference
rather than an intrinsic one. 
    Our Experiment 1 expanded these findings to a larger
group of objects while more closely controlling factors
such as relative object size.  Importantly, participants
responded by producing the spatial reference terms they
thought were the most appropriate, rather than rating the
acceptability of terms provided to them.  Thus, the results
should be more generalizable to situations in which natural
language is typically used.

Reference Object Choice
When describing the spatial relationship between two
objects, the location of one object is used as a reference,
and the location of the other object is described in relation
to it.  For example, in the sentence “the mail carrier is in
front of the mailbox”, the position of the mail carrier (the
located object) is located with respect to the mailbox (the
reference object).  It is necessary to determine which object
will be the reference object and which the located object
before a spatial description can be generated, however, this
issue is usually ignored in models of spatial descriptions
(e.g. Eschenbach and Kulik, 1997, Gapp 1994; 1995). 
Levelt (1996) briefly discussed with reference object
selection, but only so far as to say “Speakers tend to select
smaller and more foregrounded objects as referents and
larger or more backgrounded entities as relata.” (p.79).
    Although it is reasonable that relative size would be an
important factor in choosing a reference object, it seems
that a stronger influence on reference object choice is how
stable the location of the objects are relative to one
another.  In the above example, it is very likely that the
position of the mail carrier will change, while it is very
unlikely that the position of the mailbox will change.  Even
though the mailbox was smaller than the mail carrier in
Carlson-Radvansky and Radvansky’s (1996) drawing, it
still seems that the mailbox is the more natural reference
object (and was used as the reference object in the target
sentences presented in their experiment).  Thus, it appears
as though relative stability of location may be the primary
determinant of which of the pair of objects is chosen as the



reference object.
    To explore this further, we examined spatial descriptions
of pairs of objects which differed in terms of how likely
they are to move (or be moved).  It was expected that the
member of the pair which has a more fixed location (more
stable) would be chosen as the reference object, and the
less fixed member of the pair will be the located object. 
Again, participants are responding in a less constrained
way than in the Carlson-Radvansky and Radvansky (1996)
study, and are choosing which object to use as the
reference object and which as the located object.

Method
Participants
Twenty-four students from the University of Western
Ontario took part in the experiment.  Each student received
a credit toward an introductory psychology course in return
for their participation. 

Stimuli
Forty-eight pairs of black and white line drawings were
collected.  The objects in each pair were functionally
related in some way (e.g. a teapot and a teacup) and were
drawn so that they were not facing the viewer to avoid
coincident deictic and intrinsic reference coordinates. 
Below the drawings, “The ___________ is ___________
the ____________” was written.  Participants were
instructed to look at the object pair, identify the objects,
and generate a sentence describing the spatial
representation of the objects in the picture.  They then
completed the sentence, the first and third blanks being the
names of the objects and the middle blank indicating the
spatial relationship between them (so that a correct
sentence was formed). 
    Half of the objects were presented in a functional
orientation (e.g., the teapot's spout toward the teacup, see
Figure 1) and half of the objects were presented in a non-
functional orientation (e.g., the teapot's spout away from
the teacup, see Figure 2).  This was counterbalanced so that
half of the participants saw a pair in a functional
orientation and half in a non-functional orientation.  The
order was also counterbalanced, so that half of the
participants saw an object on the left side of the page and
half saw the same object on the right side of the page. 

Figure 1

Figure 2

Results

Responses were coded for reference frame choice and
whether the participant used the more stable or less stable
object as the reference object.  Items were dropped if the
participant did not complete the item, if they did not use a
spatial relationship, or if they did not use a spatial
relationship which could be coded for reference frame
(e.g., “by”, “parallel to”, “outside”) Overall, 19% of items
were excluded based on these criteria.  Because the coding
of the reference frame choice was somewhat subjective, an
interrater reliability check was performed.  Rater 1 agreed
with Rater 2 on 98% of trials.  Trials on which Rater 1 and
Rater 2 disagreed were dropped from the analysis except
for two trials which were discussed and an intrinsic
reference frame was agreed upon by both raters as the most
appropriate category.

Reference Frame
Participants did not appear to be more likely to use an
intrinsic versus a deictic frame of reference overall, χ2 (1)
= 0.04, n.s.  As predicted, whether the objects were
functionally or non-functionally oriented influenced which
frame of reference participants chose, with an intrinsic
frame chosen more often for functionally oriented objects
and a deictic frame chosen more often for non-functionally
oriented objects, χ2 (1) = 10.36, p<.001.  This result
indicates that the relative orientation of objects in a display
influences reference frame choice.  See Table 1 for the
frequency data.

Reference Orientation
Frame                     Functional        Non-functional

Deictic          213                    267

Intrinsic          266                    220

Table 1

Reference Object
Participants were significantly more likely to choose the
object which has a more stable location as the reference



object, χ2 (1) = 121.08, p<.001.  Selection of reference
object did not appear to be affected by the functionality of
the orientation between the object pair, χ2 (1) = .35, n.s. 
See Table 2 for the frequency data.

Reference Orientation
Object                   Functional        Non-functional

More
Stable         320   334

Less 
Stable         159   153

Table 2

Discussion
Reference Frame
Participants did not show an overall preference for either
an intrinsic or a deictic reference frame.  This result
certainly does not support the idea that an intrinsic
reference frame should be used as a default, as in the
CITYTOUR system (Retz-Schmidt, 1987; Andre et al.,
1987).  The significant interaction between reference frame
selection and functionality of orientation between the
objects being described was as predicted.  This finding
indicates that the nature of the objects being described, as
well as relationships between them, are taken into account
when people produce natural language descriptions of
spatial arrangements.  Thus, when designing systems which
are intended to produce spatial descriptions in natural
language, factors such as the functionality of the
orientation between functionally related objects should
influence the spatial description.  In addition, when
systems are intended to interpret natural language spatial
descriptions, system designers can take the natural
constraints on human language into account in order to
estimate the likelihood of a particular reference frame
being used.
    Consider the system described by Olivier, Maeda and
Tsujii (1994).  The purpose of their Words Into Pictures
(WIP) system is to automatically generate graphical
depictions of indoor scenes, given natural language
descriptions as input.  Currently, the WIP system handles
reference frame ambiguity by generating parallel
interpretations and assigning a likelihood to these different
interpretations.  However, it seems logical that furniture
will typically be arranged in order to be functionally
oriented; for example, a desk chair would be in front of and
facing the desk.  Our research suggests that, in such a
system, spatial arrangements between objects are most
likely to be described using an intrinsic frame of reference.
 Thus, the system should set the likelihood of the reference

frame being an intrinsic one as high.  In addition, it
indicates that knowing the user’s point of view may not be
critical, as users are less likely to use their viewpoint to
describe the spatial relationships among objects than when
dealing with non-functionally oriented objects. 
    Experiments currently in progress are designed to
investigate reference frame choice with non-functionally
related objects, as well as reference frame choice involving
functionally related, but novel, objects.  In addition, these
experiments are limited to a pair of objects.  It is possible
that as additional objects are introduced into the scene,
users are less likely to use their own viewpoint to describe
the spatial relationships among objects, even though these
new items would normally require the selection of a
reference frame that is set relative to the viewpoint or
couched within world coordinates.  We believe that these
mixed reference frame descriptions may require the use of
spatial indexicals (such as `here' and `there', using a
pointing system within the user interface) to switch
between reference frame modes.  We are extending our
research in this direction, and will be exploring this by
investigating how objects which are functionally and non-
functionally related are perceived and described in a 3D
scene.

Reference Object
As predicted, participants were much more likely to choose
the more stable object of the pair as the reference object. 
For some applications, the task is such that the user knows
the object to be located in advance.  For example, in the
application discussed by Stopp, Gapp, Herzog, Laengle,
and Lueth (1994), one purpose of the natural language
communication is to describe the location of an object to a
mobile robot.  However, selection of a reference object is
still necessary.  The authors list a set of criteria for
reference object selection, including the distance between
the object to be located and the potential reference objects,
the salience of the potential reference objects (factors
related to salience include shape, colour and size), and the
linguistic context. The research described here illustrates
that the relative stability of the objects will also have some
effect on which object a person would choose as a
reference.
    Another type of application is one where the spatial
orientation between multiple, functionally related objects
must be specified, and the user is free to choose which will
be used as a reference.  Honda and Mizoguchi (1995)
describe a constraint-based approach to layout planning. 
They describe plans to apply their approach to furniture
layout, which involves functionally related objects in
different functional orientations as described here (and in
the WIP system discussed earlier, Olivier, Maeda and
Tsujii, 1994).  Although their implementation does not
currently involve a natural language interface, if they were



to attempt to implement one they would have to deal with
the issues of reference object choice, especially if the
system were to use natural language to query the user in an
attempt to resolve conflicts and ambiguity. 
    Further experiments will be performed in order to
determine whether other factors (such as relative size)
influence reference object choice, and their relative
importance. 

Summary and Applications
The research presented here is part of a broader set of
research activities in Human-Computer Interface design for
tasks involving spatial reasoning in immersive (VR)
environments.  We are particularly interested in teasing
apart the contributions that the cognitive and perceptual
systems make in natural interactions with a virtual
environment.  For example, in tasks which involve
reaching and grasping, there is new evidence to suggest
that salient features within the scene can influence the
assignment of a metric reference frame (Hu, Eagleson, and
Goodale, 1999a/b).  On the other hand, this current
experiment demonstrates that the choice of reference frame
can be affected by the recognition of an object, or on
cognitive considerations of its functionality with respect to
another object.  We are using these results to inform the
process of design of user interfaces for teleoperation.  In
addition, when these immersive environments are shared
by more than one user, the interaction between users will
include verbal communication, raising the importance of
reconciling the choice of workspace reference frames
between the cognitive and perceptual systems against the
reference frames that are imposed by communicating with
another user.  Since spatial language is vitally important to
the processes of solving spatial problems and
communicating spatial information, we will be paying
close attention to the way in which the use of natural
spatial language enhances the ability to communicate
spatial concepts in a shared virtual environment.
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