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We present an algorithm called NoPse (Non Parametric
State Estimation) for intelligent fault detection. This is work
in progress. The goal was to develop a state estimation sys-
tem for a rover that would take into account discrete fail-
ure modes that produce discontinuities in the behavior of the
system.
In the rest of the extended abstract we first describe and

motivate the problem at hand. Then we present and discuss
the algorithmNoPse, and comment on the experimental evi-
dence that is available at present. We conclude by discussing
some related work and contrast it with our contributions.

Motivation and Problem Description

One aspect of robust autonomy is the ability to react to faults
and special conditions. In our workwe investigate how these
can be identified autonomously. Specifically, we address
fault identification in the rover domain.
We formulate the general problem in terms of estimat-

ing unobservable discrete fault/operational modes of a sys-
tem from noisy measurements of continuous variables. In
the case of a rover, the continuous variables correspond to
the estimated continuous state based on the available sensor-
data, such as temperature, speed and motor current, whereas
the fault/operational modes correspond to a discrete set of
rover states, such as ‘stuck wheel’, ‘motor overheating’, and
‘normal operation’.
A typical rover has limited power and computational re-

sources. In addition, the measurements of continuous vari-
ables are noisy and influenced by the external environment.
Thus, we need an algorithm for estimating the discrete
fault/operational modes in real time from noisy measure-
ments of continuous variables. We must also take into ac-
count the fact that faults are usually very low probability
events.

The Algorithm NoPse

We formalize the problem by viewing the state of a system
as a vector consisting of a discrete component corresponding
to the fault and operational modes, and of a continuous com-
ponent corresponding to the continuous state of the system.
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Since we have a discrete component as well as a continu-
ous one, this is different from the traditional state estimation
techniques, such as (Kalman 1960).
Our algorithm is based on a probabilistic technique known

as particle filtering (Doucent 1998; Kanazawa, Koller, &
Russel 1995; Liu & Chen 1998; Pitt & Shephard 1999),
also called the condensation algorithm (Isard & Blake 1998)
and Markov Chain Monte Carlo (MCMC) (Fox, Burgard,
& Thrun 1999; Thrun, Fox, & Burgard 2000). In particle
filtering we use weighted samples, called particles, to ap-
proximate distributions. Specifically, a random variable x,
which may be continuous or discrete, is approximated by
a finite set of particles �si���i�N with associated weights
�wi���i�N . This approach has several benefits. It is non-
parametric and can represent a wide range of distributions.
Particle filters are easily implemented, and since the accu-
racy of results can be traded for computational efficiency,
they can be used in real-time algorithms. One of the reasons
for the efficiency is that in many cases the computational
complexity does not heavily degrade as the dimension of
the state space increases. For us the most important benefit
of particle filters is that a single particle filter can approxi-
mate both the discrete and continuous component of the state
space.
We explain how NoPse works by comparing it to the

Monte Carlo Localization (MCL) algorithm by Fox, Bur-
gard, & Thrun (1999). Let x be the vector describing the
state of the system. The task is to estimate the probabil-
ity distribution of x, based on the data, which consists of
measurements and actions taken by the system. MCL ap-
proximates the probability distribution of x (conditioned by
the measurements and actions, as is usual in Bayesian es-
timation techniques) by a set of weighted particles S �
�si� wi���i�N . We can think of each particle si as a hy-
pothesis about the current state of the system. Starting from
an initial particle set S���, at each step the next particle
set S�t� is obtained from the previous one S�t��� by a re-
cursive update. The recursive update takes into account the
actions taken and the measurements obtained. By design,
MCL tracks well the most likely state of the system. This
means that if we used MCL directly for fault identification,
it would track well the hypotheses representing a nominal
state of the system, but would detect poorly the unlikely
fault states. This drawback is further complicated by the fact



that the size of the discrete component of the state space is
exponential in the number of subsystems that can fail, since
every possible combination of failures of subsystems could
occur. Thus, when applied to a complex system with many
failure modes an algorithm based on particle filters could
experience sample impoverishment (Rubin 1987). In other
words, the particle set S would approximate the probabil-
ity distribution of x inefficiently because it would consist of
many irrelevant particles with negligible small weights and
perhaps only a few significant ones.

One way to deal with sample impoverishment is to use
a mixture proposal distribution (Thrun, Fox, & Burgard
2000). In this method we populate the impoverished pos-
terior S�t� by drawing additional particles from the likeli-
hood and weigh them by the prior S�t���. However, the
mixture proposal distribution method may converge slowly
and produce a poor approximation of the posterior when the
manifestation of a fault is delayed with respect to its cause.

In NoPse we propose to maintain a history of weighted
particles and actions taken for a finite number of past time
steps. This way when the current particles die out we can
generate new ones, based on the saved history. Starting from
an appropriate saved past time stepwe use systematic resam-
pling (Carpenter, Clifford, & Fearnhead 1999) to generate
new particles by forward sampling. This process maintains
an unbiased posterior. As long as the system is in a nomi-
nal state, which is the most likely state of the system, NoPse
acts as a simple particle filter. Only in the case of particle
impoverishment, which happens in the unlikely fault states,
does NoPse perform extra computation in order to identify
the fault state.

We present an initial experiment in which we looked for
evidence that the proposed NoPse algorithm will work in
practice. In the experiment we used data collected from
the last field tests with the NASA Ames Marsokhod rover.
The test involved estimating the discrete state of the rover
from among various straight and turning driving states, the
idle state and various fault states that involved one or more
wheels being being broken. The discrete state was estimated
by tracking the state of the continuous variables represent-
ing the speed of each of the six wheels on the rover based on
noisy continuous measurements of the current and encoder
values at each wheel. Figure 1 shows the measured encoder
values and current at each wheel and the estimated speed
at each wheel as computed by a particle filter. The discrete
state for the dataset shown was correctly identified as a fault
state with the gear on wheel six broken. We used a Gaussian
proposal distribution and sampled from it with simple im-
portance sampling (Gordon, Salmond, & Smith 1993). The
number of samples was kept constant by systematic resam-
pling, which gave us a good approximation of the posterior.

Although this is a very simple experiment, it is reassuring
to see that a small particle set is sufficient for an approxima-
tion that is as good as the Kalman filter. We plan to further
evaluate the proposed NoPse algorithm in the near future
and present the results at the upcoming workshop.
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Figure 1: Measured encoder values and current and esti-
mated speed.

Related Work
Williams & Nayak (1996) is a qualitative model based tech-
nique for fault diagnosis. This approach was successfully
used in the spacecraft domain, but it has turned out to be un-
suitable for the rover domain because it relies on the system
transitioning occasionally from one steady state to another.
Thus, it cannot account for the frequent transitions of a rover
that are caused by the continuous interactions with the envi-
ronment.
A common way of tracking a system with discrete and

continuous components is to use a bank of Kalman fil-
ters (Kalman 1960; Roumeliotis, Sukhatme, & Bekey 1998).
Unfortunately, when the number of discrete components in-
creases exponentially, the number of Kalman filters does as
well. Moreover, Kalman filters track only unimodal posteri-
ors.
As we have already mentioned, our method is a modifica-

tion of Markov Chain Monte Carlo method (Fox, Burgard,
& Thrun 1999; Thrun, Fox, & Burgard 2000).

Contributions
We have proposed the algorithm NoPse for non-parametric
fault identification. It is based on particle filtering, which
allows it to track multiple hypotheses. The main novelty
of our proposal is that the algorithm maintains a history of
past states and actions. This allows it to track nominal states
with a relatively small sample size, and at the same time to
identify the unlikely fault states by forward sampling with
systematic resampling, starting from a saved past state. The
algorithm is designed for real-time computation on a rover.
This abstract presented work in progress. We have de-

scribed the initial reassuring results of a very simple experi-
ment that we have been able to perform. Our ideas still need
to be implemented and tested in practice, which is what we
are currently working on.
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