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Abstract

This paper presents a class of cooperative coevolu-
tionary algorithms executing in a distributed informa-
tion architecture consisting of coevolutionary agents,
mobile software agents, and databases for superior
network-efficient search and consequent distributed
decision-making. In this approach to distributed
decision-making, an objective function guides the con-
current search for logically interrelated information re-
siding in databases widely distributed over a heteroge-
neous network environment. The information in these
databases is logically interrelated due to the objective
function that guides the decision-making. Applica-
tion examples from the fields of manufacturing plan-
ning, intelligent internet search, and internet traffic
management are utilized to highlight the applicability
of this basic approach to network-efficient distributed
decision-making.

INTRODUCTION
The efficient development and implementation of
network-based decision-making applications is increas-
ingly dependent on the availability of generalized tools
that support scalable and efficient network-distributed
search. In one approach to network-based decision-
making, an objective function guides the distributed
decision-making process, and the computation of the
objective function requires efficient retrieval and in-
terpretation of information from logically interrelated
databases distributed over an inhomegenous network
environment. The primary focus of this paper is
to describe fundamental principles of an approach to
network-based search and decision-making based on
evolutionary algorithms.

In this framework, coevolutionary algorithms exe-
cute in a distributed information architecture consist-
ing of coevolutionary agents, mobile software agents,
and databases for superior network-efficient distributed
search, and consequent distributed decision-making. A
distributed search problem is viewed as a distributed
decision (optimization) problem guided by an objec-
tive function whose computation requires information
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gleaned from relevant databases distributed over any
general network environment. The information in these
databases is logically interrelated due to the objective
function used for decision-making. The search variables
corresponding to the decision problem are partitioned
among a set of p network nodes, each node of which
is home to one or more relevant databases (see Fig-
ure 1). An evolutionary agent at each of the nodes

Figure 1: Distributed coevolutionary computation.

performs a local evolutionary search based on its own
set of primary variables, accessing information from its
local databases while the secondary variable set at each
node is clamped during this phase. An intercommu-
nication between the network-distributed evolutionary
agents (coevolutionary agents) updates the secondary
variables at each node. Mobile software agents mi-
grate between computational nodes carrying updated
information from the nodes they migrate, and provide
the missing computational functionality at the nodes
they migrate to. The local search and intercommuni-
cation phases alternate, resulting in a cooperative co-
evolutionary search by the p nodes, guided by the ob-
jective function. In one application, the approach sup-
ports the realization of products that are near globally
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optimal (from the perspectives of cost and production
time) in terms of their design, choices of suppliers who
will supply parts constituting the design, and choices of
product manufacturers. In another application, the ap-
proach supports the dynamic retrieval of inter-related
information distributed across the World Wide Web.
In yet another developing application, the approach is
proposed for the efficient distributed management of
internet traffic.

In what follows, first we provide background informa-
tion on evolutionary computation, distributed coevolu-
tionary computation, and distributed problem solving.
Next, we discuss a theoretical foundation for distributed
coevolutionary algorithms. Next, we describe applica-
tion examples that highlight the applicability of this
basic approach to network-efficient distributed decision-
making. Next, we evaluate the network-based per-
formance of the coevolutionary decision-making frame-
work and develop an understanding of the principal fac-
tors that affect its performance. The simulation results
presented herein highlight the network efficiency and
search quality of distributed coevolutionary algorithms
applied to highly coupled distributed decision spaces.
Lastly, we present conclusions.

BACKGROUND
In this section, we provide background information on
evolutionary computation, distributed coevolutionary
computation, and distributed problem solving.

Evolutionary Computation

Evolutionary Algorithms (EAs) include genetic algo-
rithms (Goldberg 1989; Holland 1994), evolutionary
programming (Fogel, Owens, & Walsh 1966), evo-
lution strategies (Biick 1996), and genetic program-
ming (Koza 1992). The principles of these related
techniques define a general paradigm that is based
on a simulation of natural evolution. EAs perform
their search by maintaining at any time t a popula-
tion 7)(t) = {Pt (t), P2 (t), ida (t),’’", Pp (t) } 
uals. "Genetic" operators that model simplified rules
of biological evolution are applied to create the new
and desirably more superior population 7)(t + 1). This
process continues until a sufficiently good population is
achieved, or some other termination condition is satis-
fied. Each Pi(t) E 7)(t), represents via an internal 
structure, a potential solution to the original problem.
Choice of an appropriate data structure for representing
solutions is very much an "art" than "science" due to
the plurality of data structures suitable for a given prob-
lem. However, choice of an appropriate representation
is often a critical step in a successful application of EAs,
and effort is required to select a data structure that is
compact, minimally superfluous, and can avoid creation
of infeasible individuals. Closely linked to choice of rep-
resentation of solutions, is choice of a fitness function

: 7)(.) --~ R~ that assigns credit to candidate solu-
tions. Individuals in a population are assigned fitness

values according to some evaluation criterion. Fitness
values measure how well individuals represent solutions
to the problem. Highly fit individuals are more likely
to create offspring by recombination or mutation oper-
ations. Weak individuals are less likely to be picked
for reproduction, and so they eventually die out. A
mutation operator introduces genetic variations in the
population by randomly modifying some of the build-
ing blocks of individuals. Evolutionary algorithms are
essentially parallel by design, and at each evolutionary
step a breadth search of increasingly optimal subregions
of the options space is performed. Evolutionary search
is a powerful technique of solving problems, and is ap-
plicable to a wide variety of practical problems that are
nearly intractable with other conventional optimization
techniques. Practical evolutionary search schemes do
not guarantee convergence to the global optimum in a
predetermined finite time, but they are often capable
of finding very good and consistent approximate solu-
tions. However, they are shown to asymptotically con-
verge under mild conditions (Subbu & Sanderson 2000;
Subbu 2000).

Distributed Coevolutionary Computation
Parallel and distributed implementations of evolution-
ary algorithms typically follow the coarse-grained ap-
proach of evolving independent populations on multiple
nodes and occasionally migrating individuals between
nodes, and the fine-grained approach of distributing
individuals among multiple nodes and allowing local-
ized interactions (Capcarr~re et at. 1999). In these
methods (Cantd-Paz 1999; Matsumura et al. 1998;
Miihlenbein 1991; Tanese 1989), each node can poten-
tially directly manipulate variables in all n dimensions.
These models have been primarily pursued for speeding
up computations in large-scale problems and for simul-
taneonsly alleviating the problem of premature conver-
gence.

Coevolutionary algorithms are distributed and con-
sist of distinct distributed algorithm components that
considered together follow various models of coopera-
tion or competition. In this model, different subspaces
of the feasible space are explored concurrently by the
algorithm components. If a problem is such that the
subproblem solved by each algorithm component is in-
dependent of the others (the problem is decomposable),
then each algorithm component can evolve without re-
gard to the other components. From an optimization
perspective, in this case, each algorithm component op-
timizes in a landscape disjoint from the landscapes cor-
responding to the other algorithm components. How-
ever, many problems exhibit complex interdependen-
cies, and from a coevohitionary perspective it is sug-
gested that the effect of changing one of the interdepen-
dent subcomponents leads to a deformation or warp-
ing of the landscapes associated with each of the other
interdependent subcomponents (Kauffman & Johnsen
1990). Recently, there has been a growing interest in
applying coevolutionary systems for problem solving.
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Potter (Potter 1997), Subbu and Sanderson (Subbu
& Sanderson 2000; Subbu 2000), and Ortega et al. (Or-
tega et al. 1999) propose a coevolutionary model in
which multiple species evolve independently, enter into
temporary collaborations with certain members of the
other species, and are rewarded based on the success of
the collaboration in solving a problem. A collaboration
of all species is required to realize a coherent and com-
plete problem solution. In this model, typically the best
individual from each species is chosen as the represen-
tative that will collaborate with individuals of the other
species. Thus, for evaluating the fitness of each individ-
ual in a given species, the best representatives from each
of the other species are utilized to form the complete
solution, following which the solution is evaluated. The
fitness is assigned strictly to the individual being eval-
uated and is not shared with the representatives from
the other species that participated in the collaboration.
This "greedy" method of collaboration is proposed due
to its simplicity. However, this simple pattern of in-
teraction between species leads to entrapments in lo-
cal optima. Other collaboration schemes that include
random selections of representatives are also possible,
and lead to better results (Subbu & Sanderson 2000;
Subbu 2000).

Coevolutionary approaches that follow a clearly ad-
versarial model are based on the biological belief that
an adaptive change of a species introduces a new chal-
lenge to the competing species, leading to an adaptive
change on its part, and so on (Rosin 1997). In these
systems, the fitness of an individual in a population is
based on a competition with members from the other
population. Rosin has applied the adversarial coevo-
lutionary model to various problems, for instance, to
the design of drugs that are robust across some drug
resistance mutations, and to game playing.

Distributed Problem Solving

Distributed Problem Solving (DPS) is the cooperative
solution of a problem hy a group of loosely coupledI

agents following a decentralized computational model.
In this model, there are no centralized data stores, and
no agent has enough information to make a complete
decision; an agent requires assistance from other agents
in the decision-making process. Also, agents may be
physically and logically distributed over a computing
environment. The problem is solved by intelligently
combining subproblems solved by agents into an overall
solution.

The fundamental areas of interest in DPS are the de-
composition and coordination of computation among
a society of agents so that structural demands of the
task domain are matched (Chandrasekaran 1981). One
of the earliest projects in DPS is the Contract-Net
Protocol developed by Smith and Davis (Smith 1980;
Smith & Davis 1981), where computing nodes coordio

iLoosely coupled agents spend most of their time com-
puting rather than communicating.

nate their activities through contracts. A "manager"
node announces a task for which multiple eligible "con-
tractor" nodes respond with bids. Contractor nodes
receive pieces of the contract after a negotiation pro-
cess, and in case a contractor requires assistance with
its part of the problem, it assumes the role of a man-
ager and subcontracts its part of the problem to other
nodes. The original problem is solved in a top-down
fashion by a network of contractor nodes. The method
for task decomposition is specified a-priori, and the
Contract-Net framework is best suited to problems that
can be hierarchically decomposed into nearly indepen-
dent subtasks. Lesser and Corkill (Lesser & Corkill
1981) have proposed DPS systems that work effectively
despite inconsistencies. In their "functionally accurate,
cooperative" approach, nodes cooperatively exchange
and integrate partial and tentative results to construct
a complete solution. Nodes make progress in problem
solving using whatever information they can find. This
work is motivated by the argument that consistency
maintenance at all times is very expensive in practi-
cal systems. This model however leads to the possi-
bility that agents might propagate and use incorrect
partial results leading to unpredictable system perfor-
mance. Lesser (Lesser 1991) revisits the issue of func-
tionally accurate, cooperative distributed problem solv-
ing and presents some techniques that may reduce the
unpredictability of systems that propagate and use in-
correct partial results. He proposes an increase in so-
phistication of local control in each agent so available
information about a local search is more efficiently uti-
lized, the exchange of meta-level information between
agents so their local searches can be made while hav-
ing a more global view, and satisficing control, in which
less than optimal but acceptable levels of coordination
between agents are used. Sycara et al. (Sycara et al.
1991) describe an architecture for solving distributed
search problems using heuristics and constraint satis-
faction methods, and apply it to decentralized job-shop
scheduling.

THEORY OF COEVOLUTIONARY
ALGORITHMS

In this section, we summarize the theory of distributed
coevolutionary algorithms due to Subbu and Sander-
son (Subbu & Sanderson 2000). The theoretical re-
sults are developed in the space of reals to facilitate a
tractable and compact mathematical analysis.

We consider the general nonlinear problem min ~(x)
zEX

where X C Rn is a closed convex space of reals and
~b : X ~ R+ is in general nonlinear and not separable.
In general, we will be satisfied with efficiently approx-
imating the value ~* = rain ~b(x) and finding the cor-

xEA"
responding global optimizer x* = arg rain Zb(x), where

zE~
~b" = ~b(z’). The variable vector z consists ofp blocks
(zl,x2," ,xp), where x~ E ~,n  P"" = ~i=1 hi, and we
distribute the p blocks among p nodes. At any node i,
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z~ is its primary variable set, while ~i is its secondary
variable set. Given a feasible space X and a variable
distribution, each node i performs a local evolutionary
search in its primary subspace X~, and so X is the prod-
uct space ̄  P

is the optimizer in the restricted space (.l~i).
The evolutionary search in the primary subspace of

each node i utilizes proportional selection and stochas-
tic variational operations, and is described by the fol-
lowing scheme.

1. Set g = 0. Choose a probability distribution
P0,e) on X~, and sample N times to obtain points
(z(1) ~.~ {~(2) (N) 

(i,~) "’ ~’0,9) "’"’" ’ (z(~,s)[zi)"

2. Let ¢ (x(~,g)[X~) = M- ~P~z(~,e)’ ’ where M 
upper bound of objective function values. Construct
the distribution R(i,e) on Xi by selecting N points
based on their fitness. The probability of selecting a
point is given by

, O) -
,,0) ¢ (x(~,9)[=~)
tO,e) = N (1)

k=l

3. Construct the distribution at the next generation
P(~,#+z) on X~ according 

N

= E P(~,9) O(d,o) (z(d,9) ~i, dx~) (2)P(~,g+l) (d.z~) O) 0)
j=l

Q(~,0) (’, ") is a measurable, nonnegative function 
respect to the first argument and a probability mea-
sure with respect to the second argument. A desired
sample (x~ I~) in the distribution P(~,0+l) is obtained
by first sampling R0,s) and then sampling Q(~,g).

4. Set 9 ~ 9 + 1, and repeat from Step 2 until some
stopping criterion is met.

The construction of the distribution R(~,g) takes into ac-
count the global aspect of the search strategy, whereby
a point z from all X~ is chosen, while the distribution
Q(~,e) comprises the local aspect of the search strategy,
whereby a point in the neighborhood of z is chosen.
Then, as N -+ co the distribution of samples in a local
search would follow the sequence

f P(~,~)(dzd¢’(zd’~dO(~,~)(z~, d=~)
P(~,~+~)(d=~) = ’

(3)
and under mild conditions (Subbu & Sanderson 2000)
the above distribution sequence converges to the dis-
tribution concentrated at (x~l~i) as g --~ oo. Impor-
tantly, it is proved that for a unimodal Gaussian objec-
tive and a bimodM objective that is a linear combina-
tion of Gaussians, the local population distribution at

each node i converges geometrically to (x; I~). In the
event that (x~-I~i) is not unique, the theoretical popu-
lation distribution would converge to multiple points.
In practice, we may assume without loss of generality
that the distribution converges to only one such point.

The local search described above is initialized with a
randomly selected complete vector of variables x#. This
vector is broadcast to all nodes. The local search start-
ing from this point may be represented as a mapping
Ti : X ) Xi that generates the sequence

z(~,~+m+z) T~(z(z,~), .. ¯ ,x(~-z,~), :vO,e+~),

Z(i+1,9),’’" ,~C(p,9)) ~>0

Then, as m increases
z(i) ~--- (=(1,g),’’" , Z(i--1,9), Z(i,9-bm)’ =(i-l-l,g),’’" ’ 2~(P,9))

and x~0 would converge geometrically to (x~ [~,), where
x(~0 is the result of m generations of local search at node
i, starting from point z~. From a practical perspective,

it is convenient to select z(~i) as the best vector (after 
generations of local search) in the population at node
i.

Given that we now understand the process of local
convergence at a node for Ganssian-based objectives,
we turn our attention to distributed global convergence
to the point z*, which is the essentially the overall goal.
This is discussed next.

Let Z~ Ix x(1) .. )}-/ ~’ ~ ’ "’x(sP ,andletS:X )X
represent the computation that selects that vector from
Ze - xs which has the highest fitness and makes it the
new iterate Za+l only if its fitness is greater than that
of x# (else zg+z = z~). The computation x~+z = S(xg)
represents a global iteration that encapsulates the com-
bined m-step local search at each node and the inter-
communication operation that facilitates selection and
update of new iterates. It can be easily seen that
the mapping S generates a non-decreasing sequence

It is shown in (Subbu & Sanderson 2000) that for
a unimodal Gaussian objective, the sequence {¢’(xe)}
generated by the mapping S converges geometrically to
¢~(x*). It is also shown that for a bimodal objective
based on a linear combination of Gaussians, and whose
optima are favorably aligned with respect to the search
coordinates, the global convergence characteristics are
similar to that for the unimodal Gaussian objective. In
general instances, when a favorable transformation of
coordinates (or additional problem specific information)
is unavailable, randomization is introduced in the coor-
dination (selection of new iterates) in order to achieve
global convergence.

APPLICATIONS
In this section, we present application examples of the
basic approach to network-efficient distributed decision-
making described above. These examples are drawn
from the fields of manufacturing planning, intelligent
intemet search, and internet traffic management.
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Design-Supplier-Manufacturing Planning

A pictorial description of the integrated design, sup-
plier, manufacturing planning problem for modular
products wherein suppliers and manufacturing re-
sources and their information sources are network dis-
tributed, is shown in Figure 2. The mathematical struc-

Manufacturing Resources

[] []
[]

A3

Figure 2: Structure of the design, supplier, manufactur-
ing, planning decision problem. Lines with arrowheads
indicate assignments. Dashed lines indicate aggregates.
Identical parts in various designs have solid lines be-
tween them.

ture of this planning task is given by min{~(z) : Az 
b, z E Z~_}, where z represents a complete decision vec-
tor, ~(.) is a nonlinear objective function, A is a con-
straint matrix, and b is a constraint vector. A decision
problem in this formulation consists of three assign-
ment problems (Ax,.42, As). The assignment problem
A1 is the assignment of parts (from a parts library) 
a design that satisfies a predetermined functional spec-
ification. Multiple designs that satisfy the functional
specification are possible. The assignment problem .42
is the assignment of suppliers (from a list of available
suppliers) who will supply the parts in a design, and
the assignment problem As is the assignment of de-
signs to available manufacturing resources. Each of
these assignments contributes to overall product cost
and product realization time, and has nonlinear (can-
not be evaluated as weighted sums) effects on these
measures. Moreover, the assignment problem triple
(Ax,A2,As) constitutes a set of highly coupled prob-
lems, and each of the assignments cannot be considered
independent of one another. Product cost is computed
as an aggregate of the cost of parts in a given design
and cost of manufacturing the design, while product re-
alization time is computed as an aggregate of the parts
supply lead time and time to manufacture the design.
The overall objective function that is to be minimized
is a heuristic weighting of the product cost and an ex-
ponential function of the product realization time, and

is given by

~)(~) ---- C(x)e (T(z)-a)/~ (4)

C(z) and T(x) respectively represent the product 
and product realization time for a complete design-
supplier-manufacturing assignment 2, and a, B are non-
zero constants.

We consider printed circuit assembly planning, and
the networked environment for this application consists
of three logical clusters of network nodes: (a) Parts Dis-
tributor Nodes: Each node in this cluster corresponds
to a parts distributor (parts warehouse) that stocks
parts from several manufacturers, (b) Printed Circuit
Board Fabricator Nodes: Each node in this cluster cor-
responds to a printed circuit board manufacturer that
may have several alternative board manufacturing lines,
(c) Printed Circuit Assembly Nodes: Each node in this
cluster corresponds to a manufacturing facility with al-
ternative manufacturing lines, each of which is capable
of manufacturing printed circuit assemblies given a de-
sign (collection of parts) and an associated printed cir-
cuit board. While the search at a parts distributor node
is over the space of functionally equivalent designs and
is achieved by selecting alternative parts and suppliers
for those parts, the search at a printed circuit fabricator
node is over the space of available board manufacturing
resources, and the search at a printed circuit assembly
node is over the space of available assembly resources.

Distributed Internet Search
The World Wide Web as it is commonly known con-
sists of a vast repository of diverse information that is
rapidly growing. Most of the material is available in the
form of Web pages whose content is organized accord-
hag to a markup protocol. Web pages frequently pro-
vide content-dependent links to other Web pages, and
their organization may be visualized as a graph whose
nodes are the Web pages, and whose edges are the links
between pages. Search and organization of this infor-
mation for rapid retrieval has been the critical focus of
contemporary search engines, and without these search
engines most of the information in the Web would be in-
accessible to users. These search engines are essentially
user-queryable large centralized databases that contain
indexed maps of the information on the Web. The in-
dices in these databases are populated and refreshed
on a periodic basis by "crawlers" or "spiders" that re-
trieve and parse documents by visiting nodes (pages)
and following the edges (links) between nodes (Arasu
et al. 2001). However, due to the expanse and inter-
linkage of information in the Web, crawlers are unable
to thoroughly search and index information, and it is
widely believed that current search engines index only
a fraction of the information in the Web.

In practice, topic-specific indexing of information in
the Web is a more tractable approach given its more
restricted scope. For instance, a certain Web search en-
gine may focus on government sites, another on military
sites, yet another on educational sites, yet another on
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online news sites, and so on. Such indexing would also
enable more frequent refreshing of indices, providing a
more current view of the information content in the
Web. In this environment, a key problem is the intel-
ligent interactive retrieval of similar information across
topic areas. For instance, a user might initiate a search
in a given topic area, but may benefit from the most
similar information in a different topic area. Topic-
specific indexing and retrieval of the information in the
Web is not a new concept, and has been available for
some time (e.g. w~.yahoo.com). However, the intelli-
gent interactive search for the most relevant and similar
information across topic areas is a novel application.

Consider a space of p database nodes, where each
database node corresponds to a topic-specific search en-
gine. Let query q be assigned to each of the p nodes of
interest. Let X~ = (z~1,z~2,... ,~t,) } represent the
set of retrieved results at each node i. The results in a
set may be presented in an ordered fashion where the
ordering is based on some node-specific criterion. As-
sume that a user chooses to browse a result x~ at node
i. It would then be very useful to the user to have an
automated method search its closest neighbors2 zk,~ at
each node k ~ i, and present them for browsing. The
user may then choose to browse one of these pages. In
the event that the user chooses to browse one of these
retrieved pages, the distributed search for other topic-
specific pages relevant to that page may proceed like-
wise and in an iterative manner driven by the user. In
this application, the user performs an interactive coor-
dination of the coevohitionary search, and the intent
is not necessarily to find a certain optimum but to in-
telligently assist the user in rapidly accessing relevant
information, which might not have been feasible ear-
lier. Also, when the cardinality of the retrieved set of
results ~ is large, and finding a near-optimal match is
acceptable, an evolutionary search is advantageous.

Internet Traffic Management

The internet that originated as an esoteric collec-
tion of interconnected computers has now grown
into a global collection of hundreds of thousands
of nodes. A recent estimate (August 2001) 
the number of users of the internet tops half-a-
billion (urww.nua.ie/surveys/how_man~_online/), and
with this has arisen problems of traffic flows and jams.
It is being widely recognized that in addition to growth
in network bandwidth, finding better ways of managing
and streamlining the global flow of information is crit-
ical to supporting the growing number of users. The
intelligent management of the available resources is a
critical component, and there is a growing demand for
effective network control.

The internet consists of widely distributed network
traffic hubs, each of which implements a locally bene-

2Closeness between pages may be measured in several
ways, and some schemes appear in (Arasu et al. 2001;
Castellucci et al. 2001; Chen et al. 1997).

ficial traffic management approach. Each management
approach is based on several key parameters, and it
has been difficult to tune these parameters to varying
network conditions (Floyd & Jacobson 1993). Recent
work (Ye et al. 2001) views this problem as a non-
linear parameter optimization problem and proposes a
combination of on-line network simulators and proba-
bilistic search to choose more optimal operating states
as network conditions change. It is also recognized
that tuning a large network entails hundreds of thou-
sands of parameters and a centralized approach to this
tuning would not be scalable or realizable. However,
a distributed cooperative approach may have better
promise. In this schema, a network management agent
at a certain hub may work not just with a local view,
but optimize with respect to a global view of the perfor-
mance of other agents. Each agent might transmit its
best strategy to the other agents so the complete group
of agents might be able to cooperatively and more ef-
ficiently manage global traffic. The organization of the
networked environment for this application is a collec-
tion of nodes over which the coevolutionary search pro-
cess may execute, and is a natural application of these
methods.

SIMULATION RESULTS

In this section, we demonstrate the performance of
the distributed coevolutionary computational approach
for the design-supplier-manufacturing planning prob-
lem application described above. These simulation re-
sults are used to make an argument in favor of extend-
ing this decision-making approach to the other appli-
cations discussed, and to other novel applications that
can benefit from this problem-solving methodology.

We experimentally evaluate the performance of dis-
tributed coevolutionary algorithms executing over a
simulated network environment, under a variety of con-
ditions, and statistically study their search quality and
network efficiency relative to a centralized evolutionary
algorithm. For these evaluations, we have used a num-
ber of network environment configurations and desigu-
supplier-manufacturing optimization problems corre-
sponding to printed circuit assembly planning. The
problems and corresponding underlying data and mod-
els are generated using a combination of real design and
manufacturing data and randomization.

We study the effects of two primary factors on co-
evolutionary algorithm performance-(a) effect of num-
ber of generations between nodal inter-communications
(communication interval), and (b) the effect of delay
ratio, ~, which is the ratio of the local access delay and
networ~ access delay for a given networked environment
(see Figure 1). Global coordination of the distributed
computation is achieved through a structured compe-
tition between local solutions from each of the nodes
and randomized solutions created using the information
splicing operation described above.

Algorithm performance is evaluated based on two
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metrics: (a) Percentage Convergence Error: which
measures the percentage deviation of the average per-
formance of a coevolutionary algorithm relative to the
average performance of a centralized algorithm, and (b)
Percentage Computational Advantage: which measures
the percentage time advantage of the average perfor-
mance of the distributed computation over the average
performance of the centralized computation when net-
work and local access delays are considered. For these
evaluations, average performance of an algorithm given
a parameter tuple is computed using 20 independent
trials.

Figure 3 shows the average (and standard deviation)
percentage convergence error with respect to the com-
munication interval, while Figure 4 shows the average
(and standard deviation) percentage computational ad-
vantage with respect to the communication interval and
delay ratio -~. The statistical moments corresponding
to each communication interval are derived using a set
of 10 increasingly complex problems for which the num-
ber of network nodes range from 3 through 30.

2O

o T" T T ,
0 10 20 30 40

Communication Interval

Figure 3: Average (and standard deviation) of the per-
centage convergence error with respect to communica-
tion interval.

_° ~o’ 1o 2o so 40 °xlo’ lo 2o 3o ,,o

0 10 20 30 40 0 10 2O 3O 4O

lh:l. 0.1

Figure 4: Average (and standard deviation) of the per-
centage computational advantage with respect to com-
munication interval and delay ratio i

The percentage convergence error of the distributed
computation is higher when the communication fre-
quency is small (or communication interval is large).
This can be explained by noting that when a local
search at a node executes for a large number of gen-
erations before an intercommunication, the local popu-
lation at that node would be less diverse and would con-
tribute less diverse solutions during global coordination.
The percentage convergence error is smallest when the
communication frequency is highest, since higher the
communication frequency, greater is the chance that
the coevolutionary algorithm quickly finds good solu-
tions. However, a higher intercommunication frequency
is computationally advantageous only for higher delay
ratios (> 0.02), corresponding to the cases when local
access delays are a larger fraction of the network ac-
cess delays. An important observation is that for net-
work environments with small delay ratios (< 0.02) it 
systematically more advantageous to communicate less
frequently. Also, as the delay ratio gets very large, the
advantage of distributed computation reduces.

CONCLUSIONS

In this paper, we have described and evaluated
a class of novel, efficient, and scalable algorithms
based on the principles of natural evolution, for
distributed network-based search, and consequent
decision-making. In a network-distributed environ-
ment, internode communications are a primary fac-
tor governing system performance, and these decision-
making algorithms demonstrate superior scalable per-
formance while simultaneously economizing internode
communications. The approach to distributed search
and decision-making involving multiple logically inter-
related network-distributed nodes is applicable to a
broad class of network-distributed environments, and in
this paper we include examples from integrated product
planning, distributed interactive search for information
over the World Wide Web, and internet traffic manage-
ment. Continuing work will explore and develop other
applications for this basic approach.
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