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Abstract

This paper briefly sketches a pair of algorithms for deploy-
ing and localizing a mobile sensor network. We use the term
’mobile sensor network’ to describe a distributed collection
of nodes, each of which has sensing, computation, communi-
cation and locomotion capabilities. For deployment, we have
developed a potential-field-based approach that ensures that
any compact initial configuration of nodes will spread out
such that the area ’covered’ by the network is maximized.
For localization, we have developed an approach that makes
use of the nodes themselves as landmarks. Through a combi-
nation of maximum likelihood estimation and numerical o13-
timization, we can, for each node, estimate the relative range,
bearing and orientation of every other node in the network.
This paper sketches the basic formalism behind these algo-
rithms, and present some experimental results.

1 Introduction
This paper briefly sketches a pair of algorithms for local-
izing and deploying a mobile sensor network. We use the
term ’mobile sensor network’ to describe a dis~ibuted col-
lection of nodes, each of which has sensing, computation,
communication and locomotion capabilities. It is the latter
capability that distinguishes a mobile sensor network from
its more conventional static cousins. Locomotion facilities a
number of useful network capabilities, including the ability
to self-deploy and self-repair.

We envisage the use of such networks in applications
ranging from urban combat, to search-and-rescue and emer-
gency environment monitoring. Consider, for example, a
search-and-rescue mission in which a sensor network must
deploy itself into a damaged structure, locate survivors, and
guide rescuers to those survivors. This paper addresses two
of the key problems that must be solved in order to conduct
such missions: deployment and localization.

The first problem we consider is that of localization; i.e.
how does each node determine its pose with respect to every
other node in the network. In the scenario we have described
localization information cannot be obtained using GPS or
landmark-based techniques; GPS is generally unavailable or
unreliable in urban environments due to multi-path effects,
while landmark-based techniques require prior models of
the environment that are either unavailable, incomplete or
inaccurate. For these reasons, we have developed an ap-
proach to localization that relies on using the nodes them-
selves as landmarks. Nodes are equipped with sensors that

allow them to measure the relative pose of nearby nodes,
and sensors that allow them to measure changes in their own
pose. Given the measurements from these sensors, a com-
bination of maximum likelihood estimation and numerical
optimization is used to determine the most probable pose
for each node. With this approach, one can obtain good lo-
calization information in almost any environment, including
those that are undergoing dynamic structural changes. Our
only requirement is that the nodes are able to maintain at
least intermittent line-of-sight contact with one another.

The second problem we consider is that of deployment;
i.e. how does one control the motion of nodes such that the
network as a whole maintains or optimizes some desired set
of properties. Two properties are of particular interest: area
coverage and line-of-sight connectivity. The former prop-
erty is clearly useful in many applications, while he latter
is required if the localization technique described above is
to be effective. As with localization, the deployment algo-
rithm is constrained in that it cannot make use of prior mod-
els of the environment. Therefore, we have developed an
approach to deployment that relies entirely on sensed rather
than stored data. This approach make use of virtual potential
fields; i.e., nodes are treated as virtual particles that are sub-
ject to virtual forces; these forces repell the nodes from one
other and from obstacles. The forces are such that an initial,
compact configuration of nodes will eventually spread out to
cover a much larger area of the environment. Both area cov-
erage and line-of-sight connectivity are emergent properties
of this algorithm.

It should be noted that the localization and deployment
algorithms described in this paper are entirely distributed.
We regard this as necessary property for any algorithm that
must scale to networks with thousands or tens-of-thousands
of nodes.

The remainder of this paper is divided to two main sec-
tions, the first of which treats the problem of localization,
and the second of which treats the problem of deployment.

2 Localization
Our approach to network localization relies on two basic as-
sumptions. First, we assume that each node is equipped with
a proprioceptive motion detector such that it can measure
changes in its own pose (subject to some degree of uncer-
tainty). Suitable motion detectors can be constructed using
either odometry or inertial measurement units. Second, we
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with respect to an arbitrary coordinate system whose rela-
tionship with the external environment is undefined. Instead,
each node uses these estimates to compute the pose of ev-
ery other node relative to itself, and uses this ego-cen~c
viewpoint to coordinate activity. We note, however, that
some subset of the network may choose to remain station-
ary, thereby ’anchoring’ the global coordinate system in the
real world. In this case, the pose estimates in H may be used
as global coordinates in the standard fashion.

The detailed mathematical formalism underlying this ap-
proach can be found in (Howard, Matarid, & Sukhatme
2001a).

Figure 1: Illustration of the basic formalism. The figure
shows two nodes, rl and r2, traveling from left to right; at
time t~, node rl observes node r2. The vertices represent
pose estimates; the edges represent observations. Two ob-
servations are highlighted: a motion observation for node
rl, and node observation at time t2.

assume that each node is equipped with a node detector such
that it can measure the relative pose of nearby nodes and de-
termine their identity. We further assume that the identity of
nodes is always measured correctly (which eliminates what
would otherwise be a combinatoric labeling problem) but
that there is some uncertainty in the relative pose measure-
ments. We discuss some of the difficulties associated with
the construction of suitable node detectors in Section 2.2.

Given these assumptions, the network localization prob-
lem can be solved using maximum likelihood estimation.
The basic method is as follows. First, we construct a set
of estimates H -- {h} in which each element h represents
a pose estimate for a particular node at a particular time.
These pose estimates are defined with respect to some arbi-
trary global coordinate system. Second, we construct a set
of observations O = {o} in which each element o repre-
sents a relative pose measurement made by either a motion
or node detector. For motion detectors, each observation o
represents the measured change in pose of a single node; for
node detectors, each observation o represents the measured
pose of one node relative to another. Finally, we use numer-
ical optimization to determine the set of estimates H that is
most likely to give rise to the set of observations O.

One can visualize the approach in terms of a directed
graph, as shown in Figure 1. We associate each estimate
h with a vertex in the graph, and each observation o with
an edge. Each vertex can have both outgoing edges, corre-
sponding to observations in which this vertex was the ob-
server, and incoming edges, corresponding to observations
in which this vertex was the observee. Each edge also has
a natural ’length’, corresponding to the measured relative
pose of the two vertices. Numerical optimization is used to
determine the configuration of vertices that mimimizes the
amount of ’stretching’ in the edges; i.e. to minimize the dif-
ference between the estimated and measured relative pose
for each pair of vertices.

Note that, in general, we do not expect nodes to use the
set of pose estimates H directly; these estimates are defined

2.1 From Centralized to Distributed
Implementations

The formalism described in the previous section can be read-
ily implemented using a centralized algorithm. Observa-
tions from all nodes are reported to a central base-station,
where an efficient numerical optimization algorithm is ap-
plied to the data (we typically use a conjugate gradient al-
gorithm). Estimated poses are communicated back to the
individual nodes. While this algorithm may be suitable for
applications in which distances are short and nodes are few,
it does not scale well to large networks. This algorithm has
both computation and communication bottlenecks.

The basic formalism can, however, be implemented in
an entirely distributed fashion. Consider once again the
directed-graph visualization in Figure 1. We can divide this
graph into a set of fragments, each of which encompasses
the poses estimates for a single node. Each node is then
made responsible for its ’own’ fragment, and conducts a sep-
arate numerical optimization. The nodes must periodically
broadcast their set of pose estimates (to ensure global consis-
tency) and must explicitly communicate node observations
(since the corresponding edges are effectively ’shared’ by
two fragments).

At present, this algorithm is largely speculative (it has not
been implemented). Our hope is that the algorithm will have
both constant-time and constant-bandwidth properties, and
will therefore scale to networks of any size.

2.2 On the Construction of Node Detectors
Constructing a detector capable of measuring the unique
identity and relative pose of other nodes can be somewhat
problematic, particularly as the number of nodes becomes
large.

We have constructed one such detector using a SICK
LMS 200 scanning laser range-finder in combination with a
bar-code made from alternating su’ips of retro-reflective and
non-retro-reflective paper, as show in 2. The SICK lasers
can be programmed to return range, bearing and intensity
information, and with a little post-processing, one can easily
determine the identity, range, bearing and orienation of the
bar-code. Unfortunately, this solution does not scale partic-
ularly well. Since the angular resolution of the laser is lim-
ited, and the size of the bar-code cannot be increased without
bound, the number of unique id’s that can be used in practice
is quite small (somewhere between 16 and 32 for the partic-
ular setup we have used). In addition, these bar-codes can
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(a) (b} (c)

Figure 2: (a) and (b) A node detector constructed using a SICK LMS 200 scanning laser range-finder and a retro-reflective
bar-code. (c) An alternative node detector constructed using a SICK LMS 200 scanning laser range-finder and a pair of retm-
reflective ’totem-poles’.

only be detected over limited tangs and from certain orien-
tations; for reliable detection, the laser must lie within 4 m
of the bar-code centroid and -4-60° of the bar-code surface
normal.

We are currently pursuing an alternative approach to node
detection that should have improved scaling and detection
properties. In this approach, each node is equipped with
a pair of non-unique beacons (two re~o-reflective ’totem-
poles’) and an omni-directional laser (two SICK LMS 200
units back-to-back), as shown in Figure 2(c). Using the set-
up, each node is able to measure the range and bearing, but
not the orientation or identity, of other nodes. However, by
communicating their individual measurements, nodes can
collectively infer orientation and identity by checking for ge-
ometric consistency. Imagine, for example, that both node
A and node B have detected another node at a range of 3 m,
and that no other node has been detected at this range. Since
the sensors are omni-directional, this necessarily imples that
node A is seeing B and node B is seeing node A. The relative
orientation of the nodes can subsequently be determined by
comparing the two bearing measurements.

This approach is, of course, far from fool-proof. One
can easily imagine pathological situations in which it is im-
possible to disambiguate measurements (such as when three
nodes are placed at the vertices of an equilateral triangle).
Such situations are relatively rare in real applications, how-
ever, and are easily detected and discarded. Of more concern
is the mis-identification that will results from the failure of a
laser to detect one of the beacons. Our solution here is an en-
gineering one: make the beacons very easy to detect, and be
very conservative when infering identities from geometric
constraints. This is, in a sense, no different from the prob-
lems experienced with the bar-codes, which must be care-
fully engineered to minimize the chances mis-identification.

It should be noted that this node detection scheme benefits
greatly from the use of local (short-range) rather than global
(long-range) communications, since this naturally cuts down
on the number of geometric possibilities that must be con-
sidered.

2.3 Results
Figure 3 shows the results for an experiment conducted us-
ing a team of 7 nodes. Each node is comprised of a Pio-
neer 2DX mobile robot, a SICK LMS 200 scanning laser
range-finder and a retro-reflective bar-code. Motion obser-
vations are provided by the robot’s on-board odometry; node
observations are provided by the laser range-finder/bar-code
combination. For this experiment, 6 of the 7 nodes were
positioned at fixed locations in the corridors of a building,
as shown in Figure 3(a); the remaining robot was then ’joy-
sticked’ around the circuit, and was thus ’seen’ by each of
the stationary nodes in turn. The stationary nodes were po-
sitioned outside each other’s sensor range, and hence there
are no observations that relate these nodes directly.

Figure 3b shows the combined laser scans at t = 200
sec, after the mobile node has been seen by all six stationary
nodes exactly once. Note that this is not a stored map: this is
live laser data. The cummulative error in the mobile node’s
odometry has clearly manifested itself as a ’bend’ in this
plot. Figure 3(c) shows the combined laser scans at t 
220 sec, after the mobile node has been seen by the first
stationary node rz for a second time, thus ’closing the loop’.
The cummulative error has been erased.

These result were generated using a centralized algo-
rithm. More plots, with associated quantafive analysis, can
be found in (Howard, Matari~, & Sukhatme 2001b) and
(Howard, Matari6, & Sukhatme 2001a).

2.4 Related Work
Localization is an extremely well studied area in the mo-
bile robotics domain. The vast majority of this research has
concentrated on two problems: localizing a single robot us-
ing an a priori map of the environment (Leonard & Durrant-
Whyte 1991; Simmons & Koenig 1995; Fox, Burgard, &
Thrun 1999), or localizing a single robot whilst simulta-
neously building a map (Thrun, Fox, & Burgard 1998;
Lu & Milios 1997; Yamaucbi, Shultz, & Adams 1998;
Duckett, Marsland, & Shapiro 2000; Golfarelli, Maio, &
Rizzi 1998; Dissanayake et al. 2001). Recently, some au-
thors have also considered the related problem of map build-
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Figure 3: An experiment with real nodes. (a) Experimental set-up: six stationary nodes (rx to r6) are placed at at strategic
locations; the seventh mobile node (to) executes a circuit. (b) Combined laser scans at t -- 200 sec, after the mobile node 
been seen by all six stationary nodes exactly once. Note that this is not a stored map: this is live laser data. Pose estimates and
observations are also shown, denoted by rectangles and lines respectively. (c) Combined laser scans at t = 220 sec, after the
mobile node has been seen by the first stationary node rl for a second time, thus closing the loop.

ing with multiple robots (Thrun 2001). All of these authors
make use of statistical or probabilistic techniques of one sort
or another; the common tools of choice are Kalman filters,
maximum likelihood estimation, expectation maximization,
and Markovian techniques (using grid or sample-based rep-
resentations for probability distributions). The network lo-
calization problem described in this paper bears many sim-
ilarities to the simultaneous localization and map building
problem, and is amenable to similar mathematical treat-
merits. Our mathematical formalism is very similar, for ex-
ample, to that described in (Lu & Milios 1997).

A number of authors have also considered the problem
of localizing mobile robot teams, which is largely equiva-
lent to the network localization problem described in this
paper. (Roumeliotis & Bekey 2000) present an approach 
which sensor data from a heterogeneous collection of robots
is combined through a single Kaiman filter to estimate the
pose of each robot in the team. This method relies entirely
on external landmarks; no attempt is made to sense other
robots or to use this information to constrain the pose esti-
mates. In contrast, (Fox et al. 2000) describe an approach
in which each robot maintains a probability distribution de-
scribing its own pose (based on odometry and environment
sensing), but is able to refine this distribution through the
observation of other robots. It is not clear, however, that
this technique can be applied to problems in which only the
robots are used as landmarks.

A number of authors (Kurazume & Hirose 2000; Rek-
leitis, Dudek, & Milios 1997) have also considered the prob-

lem of team localization from a somewhat different perspec-
tive. These authors describe cooperative approaches to lo-
calization, in which team members actively coordinate their
activities in order to reduce cumulative odometric errors.
The basic method is to keep one subset of the robots sta-
tionary, while the other robots are in motion; the stationary
robots observe the robots in motion (or vice-versa), thereby
providing more accurate pose estimates than can be obtained
using odometry alone. While our approach does not require
such explicit cooperation on the part of network nodes, the
accuracy of localization can certainly he improved by the
adoption of such strategies.

3 Deployment
We have developed a potential-field-based approach to de-
ployment. In this approach, nodes are treated as virtual par-
ticles that are subject to virtual forces; these forces repell
the nodes from each other and from obstacles. In addition,
nodes are subject to a dissipative viscous force; this force is
used to ensure that the network will eventually reach a state
of static equilibrium; i.e. all nodes will ultimately come to a
complete stop. The viscous force does not, however, prevent
the network from reacting to changes in the environment; if
something is moved, the network will automatically recon-
figure itself for the modified environment before once again
returning to a state of static equilibrium. Thus, nodes move
only when it is necessary to do so, which saves a great deal
energy.

Our only assumption is that each node is equipped with
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Figure 4: (a) Potential field generated by a simple environment; the contours show the lines of equal potential. (b) Force fields
generated by this potential; the arrows indicate the direction (but not magnitude) of the force.

a sensor, such as a scanning laser range-fioder or onmi-
camera, that allows it to determine the range and bearing of
both nearby nodes and obstacles. Using this information, the
node can determine the virtual forces acting it, and convert
this information into a control vector to be sent its motors.
No other information is required.

It should be noted that this approach does not require
global localization or communication between nodes. While
both capabilities may in fact be present in the network, we
would prefer to consu’uct a minimalist system that makes
few assumptions about the environment and relies on few
capabilities on the part of the nodes. This is partly for the
sake of producing an approach that is robust, and partly for
the sake of creating a base-line system against which more
complex and more capable techniques can be compared.

The detailed mathemathical formalism underlying this ap-
proach can be found in (Howard, Matarit, & Sukhatme
2002).

3.1 Results

Figure 5 shows a typical deployment conducted in using the
Stage multi-agent simulator (Gerkey, Vaughan, & Howard
2001). For this experiment, the simulated sensor network
consisted of I00 nodes, each of which is equipped with a
scanning laser range finder, a retro-reflective beacon and an
omni-directional mobile robot base. The laser has a 360 de-
gree field-of-view and can determine the range and bearing
of objects out to a range of 4m. The laser can also distin-
guish between nodes (which carry a retro-reflective beacon)
and obstacles (which do not). The network was placed in 
large, complex, simulated hospital environment.

Figures 5(a) and (b) show the initial and final network
configurations for this experiment. From their starting con-
figuration (packed into a single room) the nodes spread out
to cover a sizeable portion of the environment; the cover-
age area in the final configuration is in excess of 500 m2,

a 10-fold improvement over the initial coverage of around
50 m2. The deployment is also such that the network main-
rains complete line-of-sight connectivity throught the dura-
tion of the experiment. That is, every node lies within the
sensory field of at least one other node, and any pair of nodes
in the network can be connected via a series of such line-of-
sight relationships. Full connectivity is an emergent prop-

erty of the deployment, and it is unclear at this time how
reliably this property emerges. While the potential field al-
gnrithm is such that each node must remain within the sen-
sory range of at least one other node (since a node cannot
be repelled by a node it cannot see), this is not sufficient to
guarantee full connectivity. One could, for example, imag-
ine a situation in which the network breaks into multiple dis-
connected islands. This topic remains the subject of further
investigation.

For completeness, Figure 5(c) shows an occupancy grid
generated using laser scans captured from the final configu-
ration: areas that can be seen by the network are shown in
black (for obstacles) or white (for open space); unseen 
eas are shown in gray. Note that there are no gaps or breaks
in the coverage. The high quality of this coverage can be
attributed to the even spacing of nodes, combined with the
fact that the average node separation is about half the sen-
sor range. This effectively creates a dense, highly redundent
network.

Futher information on this experiment can be found
in (Howard, Matari~, & Sukhatme 2002). Anima-
tions of this and other experiments can be found at:
http : I/robotics. usc. edu/~ahowardlmovies, html

3.2 Related Work

Potential field techniques for robotic applications were first
described by Khafib (Khafib 1986) and have since been
widely used in the mobile robotics community for tasks
such as local navigation and obstacle avoidance. The re-
lated concept of ’motor schemas’, which utilizes the super-
position of spatial vector fields to generate behavior was in-
troduced by Arkin (Arkin 1989). Both techniques have since
been applied to the problem of formation control for groups
of mobile robots (Scheider, Wildermuth, & Wolf 2000;
Balch & Hybinette 2000). The formation problem is sim-
ilar, in some respects, to the deployment problem described
in this paper, in that the robots will attempt to maintain a
formation based on local sensing and computation. A key
difference, however, is that there is no requirement that the
formation reach a state of static equilibrium.

The deployment problem also is also similar, in some re-
spects, to the multi-robot exploration and mapping prob-
lem. Here, the aim is to build a global map of the environ-

31



Notes for the AAAI Spring Syposium on Intelligent Distributed and Embedded S’~stems, Stanford University, 2002

...m:-Xl.

(b)(a) (c)

Figure 5: A pinto-typical deployment experiment for a 100-node network. (a) Initial network configuration. (b) Final configu-
ration after 300 seconds. (c) Occupancy grid generated for the final configuration; visible space is marked in black (occupied)
or white (free); unseen space is marked in gray.

ment by sequentially visiting each location with one or more
robots. This problem has been considered by a number of
authors (Dedeoglu & Sukhatme 2000; Simraons et al. 2000;
Burgard et aL 2000) who use a variety of techniques ranging
from topological matching (Dedeoglu & Sukhatme 2000) 
fuzzy inference (L6pez-S~inchez et al. 1998) and particle
filters (Thrun et al. 2001).

Finally, we note that the concept of coverage as a
paradigm for evaluating many-robot systems was introduced
by Gage (Gage 1992). Gage defines three basic types of cov-
erage: blanket coverage, where the objective is to achieve a
static arrangement of robots that maximizes the total detec-
tion area; barrier coverage, where the objective is to mini-
mize the probability of undetected penetration through the
barrier; and sweep coverage, which is more-or-less equiva-
lent to a moving barrier. According to this taxonomy, the
deployment problem described in this section is a blanket
coverage problem.

4 Future Directions

To date, we have treated the problems of localization and
deployment quite separately. There is much scope, however,
for combining these two problems; for example, one can de-
sign deployment strategies that explicitly maximize the ac-
curacy of localization by reasoning about uncertainty.

We are also considering two additional problems: net-
work recovery and self-repair. Ideally, once the network has
performed its task, we would like to be able to recover, or
’un-deploy’ the network. Interestingly, this is a more diffi-
cult task than deploying the network in the first place (one
can see that this is likely to be the case using a basic en-
tropy argument). Similarly, since the network is intended
for hostile environments in which nodes may be destroyed
(either by accident or malicious activity), we would like the
network to be able to repair itself. This can be done by repo-
sition nodes to patch the ’holes’ formed by the destroyed
nodes.
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