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Abstract: In joint work with Cordell Green and with

input from Barry Boehm, a model for software
reliability versus software size was developed for

NASA’s Mars Exploration Program. This analysis

was summarized in a graph extrapolating the future

likelihood of mission-critical software errors with
increased software complexity. The graph helps to

understand the various technologies and methods that

can address this problem. This short paper then
relates this to some of the early motivations for

’verifiably correct’ program synthesis technology, and

suggests the approach of a separate certification stage
to address correctness.

The aerospace industry, like most other industries, is

seeing an increasing importance in the role played by

software: the amount of software in a mission is
steadily increasing over time. The following table

provides historical data from a small number of space
missions, and gives flight software in thousands of

lines of source code. Note that while Cassini (a
mission to Saturn that will be in orbit around Saturn

in 2004) and Mars Pathfinder launched in the same
year, development of Cassini started many years

earlier. The data clearly indicates an exponential
growth over time in the size of flight software. This

exponential growth is consistent with other sectors of

aerospace including civilian aviation and military

aerospace. In a subsequent graph we will use a log
scale for thousands of lines of source code versus a

log scale for expected number of mission-critical
software errors to extrapolate a model for expected

software reliability, and the potential impact of
various kinds of software technologies.

Mission Launch Thom~ls

Year SLOC
yo~ager 1977 3

Galileo 1989 8

Cassini 1997 32

Mars Path F’mder 1997 160

Shuttle 200O 430

ISS 2OOO 1700

Although qualitative data on software reliability, or

lack thereof, is abundant, empirical quantitative data

is difficult to find. Our model will take advantage of
’iso-level’ tradeoffs between reliability, cost, and

schedule. Fortunately, the empirical data on software

development cost and schedule has been well

analyzed, providing a basis for extrapolating
reliability models from cost and schedule models.

Barry Boehm has extensively studied the.empirical
data on software development cost and schedule as

they relate to increasing software complexity, and has

developed mathematical models of cost and schedule
drivers that have been statistically validated and

calibrated. The models indicate a super-linear growth

in cost and schedule with the increasing size of
software; hence we should expect an accelerated

exponential growth in cost and schedule for mission

software in future years without changes in
technology and methods. In Boehm’s model, main

factors for this super-linear growth are the cost and

time to fix unintended non-local interactions: that is,
unintended interactions between separate software
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components and unintended interactions between

software and systems.

Both the quantitative cost/schedule data and the

qualitative record on software-induced failures are
readily understandable: as the size of software

better engineering management gives a handle on

unintended interactions through better

communication and coordination across the

development organization, as well as better

documentation.
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systems increase (and the number of elements which

interact increases proportionally) the number of

potential interactions between elements grows
quadratically. Tracking down these interactions is

complex and difficult, fixing bad interactions without
introducing new errors takes time and money, and the

consequences of not fixing unintended intmactions

can be fatal. We thus extrapolate Barry Boehm’s
schedule/cost model to an analogous model for
software reliability. The model is based on

proportional factors of expected interactions between

components as software size increases. If every one

of S components interacted with every other one
there would be $ 2 interactions. Fortunately, the

interactions are sparser; the best calibration over

many projects gives an exponent of 1.2 as indicated

by growth in cost and schedule. The data also
indicates that improvements in software process not
only reduce the total number of errors but also the

growth in errors as software size increases. For

software projects with high levels of process
maturity, the exponent is 1.1. This makes sense:

In the figure above we show the number of predicted

mission-critical errors for deep-space missions versus

size of mission software (LOC - lines of source
code), on a log-log scale. A mission-oritical error is

one that could cause mission failure, such as
destruction of the spacecraft during critical phases

such as launch, entry, descent, or landing. (For
commercial desktop software, this corresponds to

errors that lead to premature program termination or
the necessity of a system reboot - a rather common

occurrence.) We assume that the number of errors is
proportional to (S/M)s, where S/M is the number of

components (modules), computed as the number 

source lines of code divided by the lines per module.

For the baseline model, we take the number of lines

of code per module, M, to be 100. For this baseline
model the exponent N is assumed to be 1.2. The

model is calibrated with an assumption of a 40%
probability of a critical software error at 100K

SLOC, based on recent deep space missions. (More
specifically, the vertical axis is interpreted as the

mean number of expected critical software errors.)
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This is a conservative estimate based on recent

missions including Mars Polar Lander, Mars Climate

Orbiter, and Mars PathFinder; only the latter did not

encounter a mission-critical software error.

Although this graph is based on a reliability model

that has not itself been empirically validated, it

provides a conceptual basis for understanding past
trends and making future predictions. It also enables

us to visualize the potential impact of tools for

software construction and analysis. In the next figure

the annotations on the graph indicate potential
strategies for achieving complex yet highly reliable

software. Managing Complexity means reducing the

slope of the line by reducing the factor N. This is
primarily the focus of the software process

community. Scaling-up SE through program
synthesis tools means shifting the line over to the

right by enabling developers to produce more

software than the mostly manual process prevalent
today. Detecting Errors means shifting the line down

through software verification tools that detect more

errors than is possible through testing alone. In other

is runtime overflow exception handling - which was

disabled in Ariane 501 in order to reduce the

computational load. Clearly all these strategies will
need to be combined synergistically to achieve

complex yet reliable software.

An interesting aspect of this graph is that program

synthesis technology provides relatively more

leverage for software processes that have higher

exponents of N - that is, software processes that do a
relatively poor job of tracking down non-local

interactions. To put it more positively, program

synthesis can be traded off against heavy-duty
software process. This makes sense: since an

individual can develop a larger portion of the system

using program synthesis technology, she is personally
aware of a larger portion of the interactions between

components, at least at the design level. Program

synthesis technology enables software processes

adequate for small teams to be used for the
development of larger systems.

Up to now, nothing has been said about the nature of
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words, the base rate for undetected errors is
decreased. Tolerate errors means being able to detect

and recover from errors that occur at runtime, so that

errors that would otherwise lead to mission failure
are recognized and handled. A simple example of this

the underlying program synthesis technology. The
remarks above also apply to rapid prototyping

environments. The key insight is that for program

synthesis technologies that perform simple one-to-

one mappings from the source level to the target level
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(characteristic of non-optimizing compilers or simple

application generators), there is little added

complexity introduced in the translation limt would

lead to the introduction of errors. It is precisely when

the code generation technology performs complex

many-to-many mappings from source to target that

non-local interactions are introduced by the

translation process. In this kind of mapping the
translation of different parts of the source level

depend on the context of other parts at the source
level. Optimizing compilers fall under this kind of

translation, as well as program synthesis systems that
introduce different algorithm and data structure

instantiations based on sophisticated analysis.

In the domain of complex many-to-many mappings

from source to target, program synthesis s~ms that

have a mathematical basis for correct translation, and

employ methods during synthesis for enmring that
non-local interactions introduced for reasons of

efficiency do not introduce errors, have a clear

competitive advantage. Hence much of the early
work in program synthesis was based on theorem-

proving approaches with a foundation of

programming language semantics. These theorem-
proving approaches either generated a corrective

proof of the existence of a program sgisfying a

specification, or used deductive methods to discharge

proof obligations that justified the use of conditional
refinement steps.

Unfortunately, as a practical matter of ~gineering,

program synthesis systems that are sufficiently

powerful to perform complex optimizing tnmslations

from source to target are themselves algedtinnically
complex. As theorem-proving approaches are scaled

up with complex search strategies, proof rules, and

decision procedures, the likelihood of introducing
unsound inferences becomes almost a certainty.

Complex domain theories are another source of likely

errors. All of these errors have occurred in the
development of the Amphion deductive synthesis

system at NASA Ames. Hence there appea~ to be an
inevitable trade-off between the power of a program

synthesis system to generate efficient code, the power

of a program synthesis system to scale to large

specifications, and the likelihood that the program
synthesis system is sound and leads to correct code.

A possible approach to this dilemma is to employ a
second stage that certifies that a synthesized program

is correct using a simple algorithm (e.g., simple proof

rules) and an independently developed domain

theory. The synthesis system generates both the
program and a proof of correctness using whatever

algorithmic techniques are required. The certification
stage is sufficiently simple that it is incapable of

generating the proof itself, rather, it relies on the
generation phase to serve as an oracle. Inspired by

previous work on proof-carrying code (usually

developed within the context of certifying memory
safety of mobile code at the byte code level), at

NASA Ames we are exploring this approach. We

have already developed a simple proof log checker
for the resolution proofs generated by Amphion [I],

and also demonstrated that a certification engine

running an independently generated domain theory
can find errors in synthesized code [2].
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