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Abstract

We would like to build a model of semantic knowledge that
have the capacity to acquire and represent semantic informa-
tion that is ambiguous, vague and incomplete. Furthermore,
the model should be able to acquire this knowledge in an un-
supervised fashion from unstructured text data. Such a model
needs to be both highly adaptive and very robust. In this sub-
mission, we will first try to identify some fundamental prin-
ciples that a flexible model of word meaning must adhere to,
and then present a possible implementation of these princi-
ples in a technique we call Random Indexing. We will also
discuss current limitations of the technique and set the direc-
tion for future research.

Introduction: the nature of meaning
Meaning is a key concept in Natural Language Processing
(NLP). Not only is it perhaps the most important theoretical
object of study in linguistic analysis, but it also defines the
higher-level linguistic competences that characterizes any
proficient language user. Our models, theories and descrip-
tions of natural language and of linguistic behavior are nec-
essarily incomplete without an account of meaning. By the
same token, any NLP application that aims to reach beyond
the level of plain syntax needs to be able to deal with mean-
ing computationally.

However, few linguistic phenomena have proven to be as
difficult to isolate and describe as that of meaning. To a cer-
tain extent, this is due to the nature of the phenomenon itself
– it simply does not lend itself easily to explicit theoretical
analysis. On the contrary, it has been, and still is, one of the
most controversial subjects, and elusive concepts, in the phi-
losophy of language and in linguistics. Furthermore, and as
a consequence of this theoretical opaqueness, meaning does
not seem to lend itself in any obvious way to computational
treatment. Consequently, it is not clear what computational
and representational strategies we need to employ in order
to capture the phenomenon of meaning.

Part of the reason for this apparent theoretical impasse
is, as has already been hinted at, the inherent elusiveness
of the phenomenon. Meaning is not something that is fixed
and static; on the contrary, it is a dynamical phenomenon.
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Meaning changes over time – words lose their meanings,
change their meanings and acquire new meanings as time
goes by. For example, “computer” or “web site” do not mean
the same thing today as it did a hundred years ago. Meaning
also changes between speakers and between contexts of use
– it is highly speaker and situation-dependent. For example,
when a zoologist use the word “mouse,” it is likely to mean
something different than when a computer scientist uses the
same word. Of course, these are obvious examples. One
could, if one were of a skeptical nature, argue that, in reality,
meaning is in a constant state of flux, and that people rarely
or never completely agree on what the meaning of any given
word is.

Furthermore, meanings are relative in the sense that it is
only within a linguistic context that words can have mean-
ings, and it is only in relation to other words that they actu-
ally mean anything. Words can (and usually do) mean differ-
ent things within different linguistic contexts, and they can
(and usually do) mean different things in relation to differ-
ent words – this of course is the well known phenomenon
of polysemy. One example is “bark,” which means (among
other things; “bark” has 9 senses in WordNet1) one thing
in conjunction with trees, and another in conjunction with
dogs.

Our model must be able to handle these features; it must
be flexible and dynamical, and it must be able to represent
information relativistically.

Model – but model what?

Natural language is characterized by ambiguity, vagueness
and incompleteness. Most every utterance found in ordinary
discourse is theoretically ambiguous. Of course, in prac-
tice, these theoretical ambiguities never give rise to real mis-
understandings or communicative difficulties – even proper
ambiguities like “bank” or “fly” seldom give rise to commu-
nicative difficulties in ordinary discourse, and even if proper
ambiguities do arise, there is usually enough information in
the linguistic (or extra-linguistic) context to help us disam-
biguate the word, phrase or sentence in question. This is
usually also the case with the vagueness that characterizes
ordinary language. Furthermore, incompleteness permeates

1http://www.cogsci.princeton.edu/˜wn
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ordinary linguistic discourse, for example through phono-
logical and syntactical reduction.

Now, ambiguity, vagueness and incompleteness are no-
toriously difficult to handle computationally. This, together
with the fact that ordinary language use is very noisy, has led
some theorists to argue that the incomplete, noisy and impre-
cise form of natural language obscures rather than elucidates
its semantic content, and that we therefore need a more ex-
act form of representation that obliterates the ambiguity and
incompleteness of natural language. Historically, logic has
often been cast in this role, with the idea that logic provides a
more stringent and precise formalism that makes explicit the
semantic information hidden in the imprecise form of natu-
ral language. Advocates of this view claim that we should
not model natural language use, since it is noisy and impre-
cise, but rather language in the abstract.

We believe that this path is sadly mistaken. Ambigu-
ity, vagueness and incompleteness are essential properties of
natural language – they are signs of communicative prosper-
ity and of linguistic richness, and not signs of communica-
tive malfunction and linguistic deterioration. It is a mistake
to think that any semantic model, theory or description could
transcend these features, since they are essential to language.
In the words of Ludwig Wittgenstein: “It is clear that every
sentence in our language ’is in order as it is”’ (Wittgenstein,
1953).

This means that if our model is to be able to handle nat-
ural language semantics, it must be able to describe actual
linguistic behavior – ordinary and concrete language use –
and not language in the abstract. It must be able to handle
ambiguity and incompleteness; it must be robust and adap-
tive.

Vector-based representational schemes
Representational issues are paramount to these considera-
tions. We need a representational scheme that is flexible,
relativistic, robust and adaptive. These are stern demands
that call for radically new ideas. We believe that a certain
breed of vector-space models might present an alternative in
this direction.

Vector-space models were first introduced into NLP to
present an alternative to word-based methods in informa-
tion retrieval (Salton and McGill, 1983). The problem with
word-based methods is that they do not cope very well with
synonymy and polysemy. Vector-space models overcome
the problem with the variability of word usage by matching
documents based on content rather than on mere words. This
is done by representing the semantic content of words and
documents as vectors in a multi-dimensional space, and then
matching documents and queries based on the relative loca-
tion of their respective vectors in the word/document space.
This enables vector-space models to retrieve relevant docu-
ments that need not contain any of the words in the query.
For example, a vector-space model may retrieve documents
containing the word “ship” even if only the word “boat” was
used in the query.

The vectors are constructed by observing collocational
statistics in the text data. The co-occurrence information
is collected in a frequency matrix, where each row hosts

a unique word and each column stands for a given lin-
guistic context such as a document or a word. The cells
of the matrix indicate the frequency of occurrence in, or
co-occurrence with, documents or words. Latent Seman-
tic Analysis, LSA (Landauer and Dumais, 1997), is an ex-
ample of a vector-space model that uses document-based
co-occurrence statistics and thus collects the frequency in-
formation in a words-by-documents co-occurrence matrix,
while Hyperspace Analogue to Language, HAL (Lund et
al., 1995), is an example of a vector-space model that em-
ploys word-based collocational information and thus repre-
sents the data in a words-by-words co-occurrence matrix.

Either way the data is collected, the matrix containing raw
co-occurrence frequencies will not be very informative, and
it will become computationally ungainly with large vocabu-
laries and large document collections, so to reduce the prob-
lem space, and to excavate the semantic information that is
latent in the frequency matrix, vector-space models gener-
ally use some form of dimension reduction to reduce the di-
mensionality (and, implicitly, thereby also the noise) of the
co-occurrence matrix. There are a few different approaches
to performing this dimension reduction step: LSA first nor-
malizes the co-occurrence frequencies and then uses a math-
ematical technique called singular value decomposition to
reduce the dimensionality of the matrix, and HAL uses a
“column variance method,” which consists in discarding the
columns with lowest variance.

The vector calculations are completed when the dimen-
sion reduction step is done. The dimensionality of the co-
occurrence matrix has been reduced to a fraction of its orig-
inal size, and words are thus represented in the final matrix
by semantic vectors of n dimensionality. LSA is reported to
be optimal at n = 300 (Landauer and Dumais, 1997), and
HAL at n = 200 (Lund et al., 1995). The vector-space can
now be used to calculate semantic similarity between words,
which is done by calculating the similarity between the vec-
tors. Commonly used measures of vector similarity are, for
example, the cosine measure (of the angles between the vec-
tors), Euclidian distance and the City Block metric.

The merit of vector-spaces
Vector-space models have some desirable features. To begin
with, we may note that the semantic content of the vector-
space does not reside in the vectors as such, but rather in
the relations between the vectors; the vectors do not mean
anything in isolation from all the other vectors in the space.
The semantic space can thus be thought of as demarcating
the specific linguistic context, or, to borrow a term from
Wittgenstein, the particular language-game (Wittgenstein,
1953), described by the training data. This form of repre-
sentation has the appealing property of being relativistic by
nature since the only vital property of the space is the rela-
tive direction of the vectors.

Another appealing property of vector-space models is that
the semantic information is extracted automatically, in an
unsupervised fashion from unstructured text data. It requires
no preprocessing of the data, and it involves no human in-
teraction. We use the label “vector-based semantic analy-
sis” do denote the practice of using mere statistical regular-



ities in the text data – usually co-occurrence information –
to automatically construct the vectors and the vector space.
No prior knowledge of the text data is assumed, making the
models easy to apply to text data with different topical and
structural properties.

Consequently, vector-space models are inherently adap-
tive when applied to new domains, since the dynamics of
the semantic space will reflect the semantics of the training
data. This means that different domains will produce dif-
ferent semantic spaces, with different semantic relations be-
tween different words. For example, if we train the model on
a zoological database, “mouse” will most certainly be corre-
lated with other words referring to, for example, small, furry
animals or rodents, while if we train the model on documents
with computer-related subjects, “mouse” will presumably be
correlated with other words referring to, for example, com-
puter hardware. As a matter for empirical validation, this
feature presumably also makes the models easily applicable
to different languages.

Finally, and most importantly, vector-space models do not
require, and do not provide, any answer to the question what
meaning is. The models merely reflect how words are actu-
ally used in a sample of natural language behavior. The only
philosophical assumption we need to make is the hypothesis
that two words are semantically related if they are used in
a similar manner, but this assumption does not say anything
about the ontological status of meanings – it merely assumes
that the use is a symptom of meaning.

The draw-backs of vector-spaces
Traditional vector-space methodologies have some, more or
less serious, shortcomings, and they all, in some way, have
to do with the dimension reduction step. Unfortunately, this
step is necessary not only to reduce the noise and thereby
uncover the latent semantic structures in the original fre-
quency counts, but also because “localist” matrices of this
type (i.e. matrices where each column represents a unique
linguistic entity) will become computationally intractable
for large text data with large vocabularies. The “efficiency
threshold,” if we may call it that, is lower for techniques
using words-by-words matrices than for techniques using
document-based co-occurrence statistics,2 but the problem
of scalability is common for all techniques using “localist”
matrices.

Furthermore, dimension reduction is a one-time opera-
tion, with a rigid result. This means that, once a dimension
reduction has been performed, it is impossible to add new
data to the model. If new data is encountered, the entire
space has to be rebuilt from scratch. This of course seri-
ously impedes the flexibility of the model. Also, dimension
reduction techniques such as singular value decomposition
tend to be computationally very costly, with regards to both
memory and execution time. Even if the dimension reduc-

2On the other hand, the collocational statistics captured in
a words-by-words matrix will be both quantitatively and qual-
itatively more informative, since the number of co-occurrence
events will be higher than when using documents to define the co-
occurrence region

tion step is a one-time cost, it is still a considerable cost,
which affects the efficiency of the model.

Random Indexing
As an alternative to vector-space models that use “localist”
representations and some form of dimension reduction to ex-
cavate the semantic information from the co-occurrence ma-
trix, we have studied the use of distributed representations
for constructing a semantic space in which words are repre-
sented as high-dimensional vectors. The idea is to use high-
dimensional sparse random index vectors to represent words
or documents (or whatever linguistic units). These sparse
random index vectors are then used to accumulate a words-
by-contexts co-occurrence matrix by adding a given con-
text’s (word or document) index vector to the row for a word
every time the word co-occurs with (or in) the given con-
text. Words are thus represented in the co-occurrence matrix
by high-dimensional semantic context vectors that contain
traces of every context (word or document) that the word
has co-occurred with (or in). The context vectors have the
same dimensionality as the random index vectors assigned
to words or documents.

Constructing the semantic space using high-dimensional
sparse random vectors is an attractive alternative to tradi-
tional vector-space models. First of all, there is no need
for dimension reduction of the co-occurrence matrix in Ran-
dom Indexing, since the dimensionality of the index vectors
is smaller than the number of documents or words in the
text data. For example, assuming a vocabulary of 50, 000
words divided into 25, 000 documents, LSA would represent
the data in a 50, 000 × 25, 000 words-by-document matrix,
HAL would represent the data in a 50, 000× 50, 000 words-
by-words matrix, whereas the matrix in Random Indexing
would only be 50, 000 × 2, 000, when 2, 000-dimensional
random index vectors are used. The dimension reduction
step in Random Indexing is, so to speak, “built in.”

This lack of a dimension reduction step makes the tech-
nique more efficient than vector-space models that require,
for example, singular value decomposition of the matrix.
Furthermore, it makes the technique very flexible with re-
gards to new data since it can be immediately incorporated
into the space – a new word only needs a new row in the co-
occurrence matrix, and existing vectors may simply be up-
dated with the new information. For example, if we would
train our model on text data dating back to the beginning of
the century, “web site” would most certainly be correlated
with words relating to cleaning activities or to spiders. If
we would then successively update the model by training on
contemporary data, we would be able to discern a semantic
change, as the correlations would shift towards computer-
related terminology. Also, high-dimensional sparse random
vectors on the order of a few thousand may be used to cover
basically any size of the vocabulary, without the need to in-
crease the dimensionality of the vectors. This makes the
technique extremely scalable.

We have, in previous publications (Karlgren and
Sahlgren, 2001), reported on the performance of the tech-
nique on a standardized synonym test, TOEFL (Test of En-
glish as a Foreign Language). The results were approxi-



mately equal to other published results on the TOEFL us-
ing other vector-space techniques. As a comparison, LSA
scores around 65% correct answers to the TOEFL (64.4%
in Landauer and Dumais, 1997, and 65% in our tests with
LSA), while Random Indexing scores around 64.5–67% cor-
rect answers (using word-based co-occurrences).3 We have
also used the technique for cross-lingual query expansion
(Sahlgren and Karlgren, 2001). These experiments showed
two things. First, they showed that the technique is appli-
cable not only to English data, but to other languages as
well, including Swedish, German and French. Second, they
showed that the technique is applicable to several different
languages at once. In other words: the cross-lingual experi-
ments showed that it is possible to construct a multi-lingual
vector-space, which, at the moment, requires aligned bi- or
multi-lingual training data.

Thus, the Random Indexing paradigm has been empiri-
cally validated as a viable method for acquiring and repre-
senting semantic knowledge about word meanings. This re-
search into the practical applicability of Random Indexing
will continue in the DUMAS (Dynamic Universal Mobility
for Adaptive Speech Interfaces)4 project, where the contin-
ued empirical investigation of the technique will encompass
a thorough study of its applicability to multi-lingual data,
and a continuous study of its ability to extract semantic on-
tologies or thesauri from unstructured data. Also, we will
study how the vector-space methodology may be used for
user-modeling based on the semantic content of users’ lin-
guistic behavior. The framework of the DUMAS project
offers a good opportunity to test the scalability, adaptivity,
efficiency and robustness of Random Indexing.

What is missing?

The vector-space methodology in general, and Random In-
dexing in particular, answers well to the stern representa-
tional demands that we set up at the beginning of this paper.
The vector-based representational scheme, augmented with
the Random Indexing methodology, offers robustness, flexi-
bility, adaptivity, relativity and efficiency. Furthermore, the
knowledge acquisition phase is completely unsupervised,
and requires no preprocessing of the text data. However,
there are deficiencies inherent in the methodology. In what
follows, we will identify some of the missing parts that fu-
ture research into the vector-space methodology needs to
deal with.

Vector-space models were designed to deal with syn-
onymy. Unfortunately, they were not designed to deal with
polysemy. Each orthographical construction is simply repre-
sented by one vector only in the semantic space. This means
that “words” with several different meanings will be repre-
sented by the same vector, and this vector will presumably
not be a reliable representation of either of the meanings.

3However, using document-based co-occurrences does not pro-
duce nearly as good results. The TOEFL score when using docu-
ments as the co-occurrence region was, when using normalization
of the vectors, around 48–51% (Kanerva et al., 2000).

4http://www.sics.se/dumas

Rather, the vector can be seen as an average of several mu-
tually independent distributional statistics.

To illustrate the problem, we trained our model on a ten-
million-word balanced corpus of unmarked English, using
narrow context windows (consisting of the focus words and
the two words preceding and succeeding the focus word) and
1, 800-dimensional sparse (8 non-zero elements) random in-
dex vectors. A words-by-contexts matrix was accumulated
by updating the row for the focus word with the index vec-
tors of the words in its context window every time the focus
word occurred in the data. We then extracted the five near-
est neighbors (i.e. the five words whose vectors are closest
correlated to the target word’s vector) to the notoriously pol-
ysemous words “bank,” “fly,” and, to relate to the discussion
in the introduction, “mouse,” and got the following result:

Table 1: Examples of the five Nearest Neighbors to poly-
semous target words. The numbers indicate the degree of
correlation (where 1 is a perfect match) to the target word.

bank fly mouse
check 0.41 run 0.58 boy 0.46
government 0.41 flutter 0.57 bear 0.45
depositor 0.41 wander 0.56 cat 0.43
customer 0.40 roll 0.56 girl 0.42
loan 0.40 turn 0.55 bird 0.42

As can be seen in table 1, the nearest neighbors to each
word reflect only one of the word’s multiple meanings. In
the case of “bank,” it is the monetarian or institutional sense
that is represented, in the case of “fly,” it is the motion sense,
and in the case of “mouse,” the animal sense. One way of
coming to terms with this problematic situation would be to
allow for words with very scattered distributional patterns to
be represented by multiple vectors that reflect the different
meanings of the word. This way, it would be possible for
vector-space models to deal with ambiguity.

Another problem with the vector-space methodology is
the fact that there is no (obvious) way of inspecting or as-
sessing the knowledge that has been acquired by the model
except in a near-full-scale trial. That is, one cannot look at
one single vector and decide whether the model is viable or
not. Furthermore, it is not possible to hand-edit the vectors,
since no single vector, or, for that matter, dimension, means
anything in particular. This is especially true for Random In-
dexing, where the point is to use random representations, but
it also applies to the final, dimensionality reduced matrices
of LSA and HAL. However, before the dimension reduction
step is executed, the “localist” frequency matrices of LSA
and HAL are less theoretically opaque, and could possibly
be tampered with manually.

It should be noted, though, that the holistic character of
the final co-occurrence matrices of LSA and HAL, and of
the co-occurrence matrix of Random Indexing is not an ac-
cidental, or, for that matter, undesirable feature. Rather, it is
precisely the holistic nature of the matrices that makes them
attractive to use for the purpose of semantic modeling.

A related problem is the undecided nature of the similarity



relations extracted by the models. For example, it is not clear
whether the relations that we extract using the vector-space
methodology should be described as associative or semantic
(or possibly even something else) by nature. Merely extract-
ing nearest neighbors to certain given target words does not
answer this question. Neither does a synonym test. We be-
lieve that the nature of the relations that exist between words
in the model depends on, at least, four factors: what kind of
data the model is trained on, what kind of statistical regular-
ities that are used to acquire the knowledge, the dynamics
of the semantic space (dimensionality, similarity metric and
so forth) and what kind of evaluation metric that is used to
measure the quality of the representations.

To fully understand the nature of the semantic knowledge
acquired and represented by the vector-space methodology,
we need to investigate these four factors further:

• We need to investigate how different text data influences
the model.

• We need a better understanding of how meaning resides
in language and of the semantic structures that emerge in
natural language behavior.

• We need a better understanding of the dynamics of the
vector-space, and of all the parameters involved.

• We need more and better evaluation metrics to decide
the factual nature of the relationships captured with co-
occurrence statistics.

A plea for linguistics
Most of all, we need to think hard about how to incorporate
more linguistic information into the vector representations.
The perhaps most disqualifying feature of today’s vector-
space models is the blunt disregard for linguistic properties
of the text data. The, at times explicit, opinion in the vector-
space community is that the models should neglect linguistic
structures (Lund et al., 1995). We believe that this opinion
is mistaken. Any model that purports to achieve human-
like flexible information processing must pay attention to
structural features of language. Grammatical relations and
syntactical structures are imperative factors in natural lan-
guage semantics; if our goal is to build a flexible model of
word meaning, we cannot afford to neglect syntax. Con-
cisely, if we want our models to be able to handle natural lan-
guage semantics, they must move beyond the bag-of-words
approach.

We have experimented with applying Random Indexing
on linguistically preprocessed data, with inconclusive results
(word stemming improves the performance while part-of-
speech tagged text actually deteriorates the performance).
We have also used naive weighting of the contexts to reflect
distances between words. This is, of course, a very crude
and insufficient way of trying to capture syntactical relations
between words. Experiments by Dekang Lin (1998) sug-
gests that dependency information is useful with regards to
acquiring and representing information about relative word
meaning, so a better strategy would be to use, for example,
dependency relations to weight or to define the contexts.

Future research into the vector-space methodology need
to focus on incorporating linguistics into the statistical
framework of vector-spaces. We will, in the framework of
the DUMAS project, continue studying how we can intro-
duce more linguistic information into the Random Indexing
methodology, and how the semantic representations may be
refined using linguistics. We believe that a dynamical model
of word meaning must pay attention to linguistic structures,
and that the representational scheme must be able to incor-
porate linguistic information. The high-dimensional vector-
space of Random Indexing is one alternative for such a holis-
tic representation.
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