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Abstract

Extracting content from Web pages can be useful for
a number of reasons. Our motivation is to help a user
in the search for documents in subdomains of the Web
such as company sites and intranets. Unlike online
product catalogues, the data sources we are interested
in are of heterogenous nature. A model that reflects the
underlying semantic structure of the document collec-
tion can be very helpful. However, it is difficult to get
hold of a domain model that can easily be plugged into
such a system. We have been working on this prob-
lem for some time now and this paper will report our
ongoing work in the field of markup-based knowledge
extraction. Markup is used to identify conceptual in-
formation. This enables us to build a simple domain
model automatically. Such a model can be used to en-
hance standard search facilities by engaging a user in
a system initiated dialogue. Another aspect of ongoing
research is the improvement of the domain model using
ideas adopted from collaborative filtering.

Overview
Searches in document collections often return either large
numbers of matches or no suitable matches at all. We
acknowledge that Web search algorithms have matured sig-
nificantly over the past few years and that a search request
submitted to Google1 typically returns excellent matches for
a user query. Nevertheless, that is usually not the case if
the collection is only a fraction the size of the Web and the
documents cover a much smaller range of topics. Such col-
lections can be found en masse in institutions, universities
or companies.

Some explicit knowledge about the domain, i.e. a domain
model, could be useful to help the user find the right docu-
ments. However, typically a domain model is not available.
We propose the automatic construction of a domain model
which can be used as part of a simple dialogue system that
assists the user navigate through the domain model to the set
of most relevant documents. This dialogue system is unlike
single shot systems such as standard search or question an-
swering in that it interacts with the user by offering options
to refine or relax the query.

Copyright c� 2002, American Association for Artificial Intelli-
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As a motivation, imagine a user searches the Essex Uni-
versity Web site for union (a frequent query according to
the log files of this sample domain). It is a highly ambigu-
ous query, a fact the user is not necessarily aware of. There
are Web pages in that domain about the trade union, stu-
dents union and a christian union. Not just that, but there
is a number of pages devoted to discriminated unions. That
could well be the pages the user expects as an answer if that
user is a student currently writing an assignment in the Dis-
tributed Computing module. With a simple domain model
the user can be guided very quickly to the matches he or she
is interested in.

How do we acquire the domain model? A tremendous
amount of implicit knowledge is stored in the markup of
documents. But not much has been done to use this par-
ticular knowledge. We suggest an automatically constructed
domain model that exploits markup of documents. In this
context there are three main issues we are working on:

1. Concept extraction

2. Domain model construction

3. Automatic “improvement” of the domain model.

The first two steps are performed offline. The online
search system has access to a standard search engine and the
domain model. This search system is a specialized dialogue
system that offers and makes choices about search through
the set of documents based on the domain model. Figure 1
gives a simplified overview of these processes.

To improve the domain model, we monitor the dialogue
steps performed by users to get feedback about the quality
of choices proposed by the system and to adjust the model
without manual intervention. This part of the system is cur-
rently much less advanced than the concept extraction and
model construction parts.

The paper is structured as follows. We first report some
related work. We then discuss the three main issues char-
acterized above. Some figures that were obtained for our
current sample domain will then be presented. In the last
sections we discuss current research and address some chal-
lenging questions. The current research focuses mainly
on the question of how the automatically obtained domain
model can be evaluated.
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Figure 1: Extraction and application of markup-based knowledge

Related Work
Related work concerning the extraction and application of
conceptual information comes from the rather broad area of
knowledge extraction, clustering, classification etc. Struc-
tural information is being used in a number of approaches.

� Construction of concept hierarchies: Research in this
field has so far focussed mainly on word co-occurrences
or linguistic information, e.g. (Sanderson & Croft 1999;
Anick & Tipirneni 1999).

� Layout analysis: One important aspect is to find the log-
ical structure of a document without knowing the actual
documents or styles used in them (Summers 1998).

� Conceptual indexing: Keyphind (Gutwin et al. 1999) and
Extractor (Turney 2000) are examples of conceptually
indexing a document collection using machine learning
techniques.

� Clustering and classification: Clustering approaches for
Web pages that use words as well as incoming and out-
going links are popular in Web search applications, e.g.
(Kleinberg 1998; Modha & Spangler 2000). Internal
structure is being incorporated more and more in stan-
dard Web search engines. A prominent example is Google
whose development was inspired by the idea of improv-
ing the quality of search as opposed to efficiency (Brin &
Page 1998). It makes use of both link structure and anchor
text. Document classification is closely related to cluster-
ing, the difference from clustering is that predefined cat-
egories exist, normally manually constructed, and after a
training phase new documents can be classified on-the-fly
as in (Chen & Dumais 2000). Northernlight2 is an exam-
ple of a search engine where the results are grouped in
dynamically created categories.

� Ontologies: Ontologies and customized versions of ex-
isting language resources like WordNet (Miller 1990)
are being successfully employed to search product cata-
logues and other document collections held in relational
databases (Guarino, Masolo, & Vetere 1999; Flank 1998).
Part of that research is the actual construction of ontolo-
gies (Craven et al. 1998). The cost to create the resources

2http://www.northernlight.com

can be enormous and it is difficult to apply these solu-
tions to other domains where the document structure is
not known in advance.

� Dialogue systems: There has been some work on ap-
plying some sort of interaction between system and user
in search tasks using automatically extracted domain
knowledge as outlined above (Sanderson & Croft 1999;
Anick & Tipirneni 1999). This differs from standard
information-seeking dialogue systems that usually access
structured data.

More related work can be found in (Kruschwitz 2001b)
and (Kruschwitz 2001a).

In addition to that, ideas from collaborative filtering and
implicit relevance feedback are used to adjust the domain
model once it is in place. See (Fasli & Kruschwitz 2001) for
related work.

Concept Extraction

Extracting concept terms based on the structure detected in
documents and relations between documents is discussed in
(Kruschwitz 2001b). The main motivations are summarized
here.

The basic idea is to find conceptual information in doc-
uments by selecting those keywords which are found in
more than one markup context. For documents marked up
in HTML those markup contexts include meta information,
document headings, document title or emphasised parts of
the document (e.g. bold or italics font). If the documents
were articles in a newspaper archive, we might distinguish
markup contexts like article headings, captions of pictures,
summaries etc.

This process allows us to separate important terms from
less important ones. The methods are largely language in-
dependent because markup is exploited more than anything
else. Furthermore it is computationally very cheap.

The identification of conceptual terms is the first step to-
wards the construction of a domain model. The next step is
to arrange the extracted terms in some simple usable struc-
tures.



Constructing a Domain Model
One of the main motivations of automatically acquiring a
domain model is the inadequacy of a domain independent
knowledge source like WordNet (Miller 1990) in search ap-
plications for limited domains. This is true for two reasons.
First of all, a number of relations that may be inherent in the
documents of the domain will not be present in the model
(cf. the union example). On the other hand, a domain inde-
pendent model will have a lot of unnecessary links. More-
over, the domain may change over time which makes it de-
sirable to construct a model on demand exploiting the actual
data.

We use the concept terms (that we acquired as outlined
above) to automatically create a domain model. The rea-
sons are threefold. First of all, we consider conceptual terms
more important than ordinary keywords. Secondly, we can
define a relation between concept terms. Basically, we con-
sider two concepts to be related, if there is a document
for which both terms were found to be conceptual terms.
Thirdly, the number of conceptual terms is just a small frac-
tion of the number of all keywords selected for a document
(roughly 2% in the sample domain). If this was not the case,
it would hardly be feasible to investigate related concepts.

It should become clear that we are not interested in dis-
covering the type of relation that exists between two con-
cepts. It would be too ambitious to do this in an automated
fashion, in particular with fairly small domains where data
sparsity can be a serious problem. However, what we do get
is a number of relations that can guide a user in a search ap-
plication. Deciding on whether a relation is useful or not is
now the task of the user. That relation could be one of hy-
pernymy or synonymy, but more likely one not linguistically
motivated, rather world knowledge in the actual word sense,
as it is the case for the two terms union and discriminated.

The world model we construct is a set of simple hierar-
chies containing conceptual terms extracted from the docu-
ments, each with a concept as a root node. The construction
is straightforward. The assumption is that concepts extracted
from the documents will also be useful in assisting the user
in a search task. Therefore each extracted concept term (in-
cluding compounds) is considered to be a potential query
and treated as such in the offline construction process that
builds the set of hierarchies step by step. Starting with a con-
cept as the original (potential) query, the task is to constrain
this query through query refinement in order to get more spe-
cific matches. All related concepts are considered as possi-
ble terms to constrain the query. Now we create a branch
between the root and one of its related concepts if there are
documents in the collection matching the new query consist-
ing of both terms. The same steps are performed for each of
the new nodes recursively as long as the successively con-
strained query still matches some of the documents in the
collection.

Figure 2 is part of the model constructed for the sample
domain. Displayed is only one hierarchy. The root concept
is union. Not all links are displayed.

The construction process is explained in more detail in
(Kruschwitz 2001a).

The resulting hierarchies are applied in a simple dialogue
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Figure 2: Partial domain model for concept term union

system. User queries are compared against the model and
together with the result returned from the local search en-
gine the next dialogue state is determined. The user will see
search results and appropriate options to refine or relax the
search.

Adjusting the Model
Obviously, the domain model cannot be perfect. After all it
was constructed with no manual intervention. What we do to
improve it is to record the options that the online search sys-
tem proposes to the user (after consulting the domain model)
in a particular search context. We then observe whether the
user actually chooses a concept that was suggested by the
system, and we treat these observations as positive or nega-
tive feedback. That means we do not ask the user for explicit
feedback since it has been shown to be unpopular. Instead
we consider the behaviour of the user as some sort of implicit
relevance feedback. That allows us to change the weights in
the concept hierarchies and to actually modify these hierar-
chies by adding new links. For example, for every concept in
the domain model the weights associated with the relation to
each of its identified related concepts on the next level down
are equal and sum up to 1. These weights change, if:

� a concept is offered and selected by the user (increase)

� a concept is offered and not selected (decrease).
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Figure 3: Hierarchy for concept union after trial period



Using the union example again, if the search system sug-
gested students union, christian union and trade union as
sensible terms to be added to the current query and the user
actually chooses trade union, then the link between union
and trade union in the model in figure 2 will gain weight
while the other weights on that level will be reduced.

Compare figure 3 with the original hierarchy in figure 2.
The weights have changed after a trial period. Some in-
teresting facts are that gbh (which stands for Great Britain
Historical Database) as well as discriminated union do not
seem to have attracted any interest. The weights dropped so
that they are no longer among the most important links in
the model. However, entering those terms as a query could
bring them back. Moreover, the term welfare which refers
to “welfare services” offered by the students’ union has be-
come more important. The link between the two terms union
and welfare is not new, but its weight was far too low to be
displayed in the original setup.

With a modified model the search system will now re-
spond differently when a new user comes along and types in
the word union.

The outlined processes are still part of our research focus,
but we claim that it is feasible to be performed dynamically.
More details can be found in (Fasli & Kruschwitz 2001).

It is not clear yet, whether the adjustment of the do-
main model should be done fully automatically. Maybe any
change should be controlled by recording all the necessary
information and by updating the model in certain intervals
only. This could also involve some domain model adminis-
trator who could run some tests or investigate the proposed
changes before the model is to be updated.

Sample Domain
The examples we presented so far are based on the data in
our current sample domain, the Web site of the University
of Essex, that contains slightly less than 30,000 indexable
documents. This is a typical document collection for the
techniques we apply, and this section presents some figures
that shall justify our attempt to improve the search process
even for a fairly small domain such as this one.

A simple study of the log files of queries that have been
submitted to the existing search engine at the University of
Essex reveals a number of interesting aspects that make the
presented techniques appear sensible.

Following a number of normalization steps we selected
two sets of queries from all 26,365 user queries that have
been submitted to the existing search engine between Jan-
uary 1 and March 31, 2001. Set 1 contains the top 100 most
frequently submitted queries in the three-month period. This
accounts for 6,404 of all queries submitted in that period,
which is about a quarter of the entire query corpus. Set 2
contains all queries submitted on an arbitrarily chosen day of
the period with a total of 206 unique queries. Table 1 gives
a breakdown of some interesting measures derived from the
user queries.

We found that the average length of a query submitted to
the Essex University search engine is significantly shorter
than that reported in (Silverstein, Henzinger, & Marais

Set 1 Set 2
Number of Queries 100 206
Average Query Length 1.45 1.78
Queries with Spelling Errors 2.0% 3.9%
Fraction of Query Corpus 24.3% 0.8%

Table 1: User queries

1998) and (Jansen, Bateman, & Saracevic 1998), who calcu-
lated an average query length of 2.35 and 2.21, respectively.
Their results were based on queries submitted to standard
search engines, Altavista and Excite. The average query
length over our entire query corpus is 1.72 terms per query
(maximum length of 15 words).

The fact that the queries tend to be short in the sample
domain is interesting. After all, our domain model which
is used to propose query refinement or relaxation options is
naturally most appropriate for queries that can be reduced to
single words or compounds.

Another notable aspect is the average number of docu-
ments returned for a query using a standard search engine.
This number is larger than expected, and data sparsity does
not really seem to be a problem, despite the relatively small
number of documents in the collections. In table 2 we give a
breakdown of what percentage of queries in each of the test
sets resulted in how many matching documents:

Set 1 Set 2
No matches 0.0% 2.4%
Between 1 and 50 16.0% 36.9%
Between 51 and 100 11.0% 8.2%
Between 101 and 500 38.0% 24.8%
Between 501 and 1000 14.0% 14.1%
More than 1000 21.0% 13.6%
Average number of matches 620 226

Table 2: Number of matches

More than a third of all frequent queries resulted in more
than 500 matches, and for a mere 16% of Set 1 queries
the search engine returns up to fifty matches only. For the
queries in Set 2 the figures are significantly different. But
more than 50% of all the queries still retrieved more than a
hundred documents.

Given the fact that a screen normally displays ten matches
only and that a user hardly ever goes to the next screen at all
(Silverstein, Henzinger, & Marais 1998), these figures are
a clear argument for more advanced search engines that go
beyond displaying a large number of matches.

Current Research
The work on the outlined techniques has not yet been com-
pleted. Apart from the areas of work characterized above,
we are currently developing a proper model for a dialogue
system that employs the domain knowledge. So far we have
been using an existing rudimentary dialogue system. That
is capable of handling query refinement. But three topics of



interest have not been addressed yet. First of all, there is no
abstraction of the dialogue system. The second point is that
such a model must be generic enough to allow other knowl-
edge sources to be plugged in as they become available. That
is not a straightforward implementational issue. What needs
to be resolved is how overlapping information can be uti-
lized without the need of offline merging. One example is
the inclusion of a domain independent source like WordNet,
but the same issue arises when a number of different domain
models are built for the same data source. The last point
is that a query refinement dialogue will not be sufficient in
limited domains. Data sparsity can be a serious problem, i.e.
query terms might not be present in the document collection
at all (although this does not seem to be a problem in our
current sample domain). Queries for which no results could
be found must be handled adequately by means of offering
the user options of query relaxation.

The development of the dialogue system will initially be
driven by results obtained from investigations into the log
file of actual queries and the results returned for them. This
will help to identify useful ways of guiding a user through a
search task.

Eventually the techniques need thorough validation for a
number of document collections. The language independent
nature and the simplicity of the methods should make ap-
plication to a new domain a straightforward task. However,
the ultimate goal is to prove the usefulness of a method that
extracts knowledge from text based on the markup. This
can only be shown in an evaluation that includes a measure
of user satisfaction with what we hope will be an improved
measure of precision.

The first step will be a technical evaluation, applying the
models in an actual application. This will involve testing
of the implemented dialogue system and subsequently us-
ing standard IR evaluation measures, mainly precision and
recall. These measures are not directly applicable in a di-
alogue system, but we gained some experience in adopting
them to technically evaluate the YPA, a dialogue driven di-
rectory enquiry system (Webb et al. 2000). However, that is
only seen as an internal evaluation step since no real users
should be involved at this stage and therefore there is a sub-
jective component here in determining what is a relevant
document or dialogue step and what is not.

The technical evaluation will be a requirement for the fi-
nal step, a user satisfaction evaluation. This must be generic
enough to compare future systems against the results ob-
tained, e.g. see the questionnaire created for the evalua-
tion of spoken dialogue systems described in (den Os &
Bloothooft 1998). A number of issues here are to be re-
solved, including the fact that evaluating a search system
using a domain model and incorporating simple dialogue
steps is different from ad hoc queries with no interaction.
Google’s technology can be seen as state-of-the-art in Web
search. This could be combined with methods described in
the related work section to get a sensible baseline. For ex-
ample, we could devise two search engines both of them al-
lowing the user to go through a simple dialogue. Only one of
them will be using the outlined techniques, while the second
one implements a baseline approach. This baseline could

for example process the best matching documents returned
for the original query and select the most frequent terms to
present them as possible options for query refinement. The
interface to both search engines will be indistinguishable for
the users and they will be picked at random. The log files
will allow to find out which engine was used. The focus will
be on those queries that did involve at least one interaction
with the search system.

However, another evaluation will need to address the fact
that a simple search interface might be preferred to one that
displays options alongside search results. Here it becomes
more difficult and research into the field of Human Com-
puter Interaction will have to answer the question of how to
get measurable results. We do not intend to do any of that
research but rather adopt available methods.

Filling out forms and thus giving explicit feedback is not
very popular among users. Therefore we have to find users
we can talk to directly. As potential subjects for the user
satisfaction evaluation we consider undergraduate and post-
graduate students in the University. They will be chosen to
represent different user groups, ranging from novice to ex-
pert users.

Challenging Questions
This section addresses the challenging questions (as formu-
lated by the symposium’s organizers) more explicitly.

� How does my model adjust to a new domain or to previ-
ously unknown material?

The purpose of the presented research is to be able to deal
with unseen data sources with minimal adjustments. Such
adjustments are only necessary if the new data collection
contains different context markers or documents in a new
language.

� How can the knowledge in my model be inspected, as-
sessed, and hand-edited except in a near-full-scale trial?

The knowledge that we extract is mainly symbolic con-
sisting of simple data structures like term hierarchies. In-
specting, assessing and updating the knowledge is there-
fore fairly straightforward.

� How well does the model perform in a large-scale trial?

This will be part of the forthcoming evaluations. How-
ever, large-scale might not be the correct term in this con-
text, since we address small and medium size document
collections (e.g. tens of thousands of documents).

� What additional knowledge or theory does my model need
to perform better?
The motivation of the work is to uncover domain specific
knowledge for data sources which appear to be too small
for purely statistical methods. However, any combination
of alternative approaches with the outlined markup-based
knowledge extraction might give better results. It will
also be interesting to see how existing domain indepen-
dent knowledge sources of similar structure (e.g. Word-
Net) can be combined with the domain model presented
here.



Conclusions
We described the main areas of research we are working on
at the moment. There are a number of aspects of markup-
based knowledge extraction still to be investigated in more
detail. It will be particularly interesting to see how the de-
scribed techniques work in new domains. It should also be
pointed out that the presented ideas are not a substitute for
existing search technology. They should complement other
state-of-the-art methods.

If we can show increased performance, expensive cus-
tomization of existing “world knowledge” can be avoided,
and the model resulting from the offline processing step
could be plugged into a simple dialogue system. Money and
time might not matter so much for bigger companies, but the
types of users addressed here are small companies, universi-
ties or small user groups with access to partially structured
data. As an additional benefit it would be possible to use the
automatically extracted domain model as a base to further
develop a precise model of the domain for applications that
go beyond pure search.

Despite the fact that this paper focuses mainly on doc-
uments encoded in some markup language, the techniques
should have a wider impact. Any printed document can be
managed in much the same way as long as some frontend
transforms them into machine readable format preserving
the layout and markup, something that standard optical char-
acter recognition (OCR) systems are capable of today.
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