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Abstract
Design couples synthesis and analysis in iterative cycles,
alternatively generating solutions and evaluating their
validity. The accuracy and depth of evaluation has increased
markedly because of the availability of powerful simulation
tools and the development of domain-specific knowledge
bases. Efforts to extend the state of the art in evaluation
have unfortunately been carried out in stovepipe fashion,
depending on domain-specific views both of the artifact and
of what constitutes “good” design. Little regard has been
paid to how synthesis and analysis might be combined to
form an integrated design environment. This paper presents
an overview of the progress made in representing design
artifacts and processes. It outlines how much of that
progress has been supported by a focus on how people do
design and on the role that knowledge acquisition has
played in building some of the more successful design
systems that replicate design tasks done by industrial
designers operating in their own domains. The paper also
reviews the limited progress made on integration at the
representation level, suggesting two paths by which the
power of computational synthesis can be brought to an
integrated design process.

The Human Nature of Design   

Design is a human, social activity[1]. Design is
customer-driven as designers take input from non-experts
(customers) and translate it into engineering requirements
that represent the desires of the customer without unduly
constraining the design space.

Translation processes take place recursively throughout
the design process, from initial customer objectives to
design specs, function-based design to configuration
design, configuration design to detailed design. Design
processes at higher levels of abstraction lead to
specifications that further drive processes performed at
lower levels of abstraction.

In addition, the results of lower level design activities are
used iteratively to redefine design goals at higher levels of
abstraction. Because initial goals occur at many levels of
abstraction, the quality of high-level designs cannot be
fully evaluated until their implications at lower design
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levels are explored. This deeper investigation informs
higher level design processes by refining goals.

Both the process of design and the product of this
process are developed concurrently, as duals. When we
talk about design as a knowledge-intensive process, we are
talking not only about knowledge of how to generate
design alternatives and select among them but also about
knowledge of when to narrow or expand the design space
and how to manage evaluation models with varying cost
and accuracy.

Design is thus a transformation (by recursive, iterative
translations) of an initial knowledge state to a final
knowledge state. Since the initial and final states are
representations of the artifact being designed expressed at
different levels of abstraction, the state descriptions must
be complete and unambiguous at their respective levels of
abstraction. The start of the design process requires a
sufficiently clear description of the intended end point of
the process and the constraints within which the designed
device must operate. A complete design is a set of
fabrication specifications that allow the artifact to be built
exactly as intended by the designer[2]. Unfortunately, few
design situations are understood well enough initially to
provide for the former; the initial specification must be
refined through repeated testing throughout the design
process.

The design activity may also be seen as a process of
refinement, in which the initial state is more abstract than
the final state; and in which  the initial and final states of
knowledge are characterized as each being within one of
the following six knowledge-state layers[3, 4]:

Layer 1 — client objectives
Layer 2 — function(s)
Layer 3 — physical phenomena
Layer 4 — embodiment(s)
Layer 5 — artifact type(s)
Layer 6 — artifact instance

The detailing of the knowledge-state layers is not
discussed here, beyond noting that the knowledge-level
layers require various representation languages for proper
expression, five of which are identified here[5, 6]:

textual
numerical–discrete
numerical–continuous
graphical
physical
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The knowledge-state layers and their representations are
not likely to be entirely independent because the more
abstract the layer, the more likely that it is rather vague
knowledge expressed in text. At the other end of this
spectrum, artifact types and artifact instances are
increasingly specific descriptors.

Design Tasks
Thinking of a task as “something to be done,” the most

generic task description in design is the elimination of the
difference between initial and final states. Depending on
the degree and nature of these differences, this might be
done relatively easily, with manageable difficulty, or with a
great deal of difficulty. In less colloquial terms, design
tasks can be characterized as routine, innovative (or
variant), and creative. The degree of difficulty (or
“routineness”), as noted several times already, depends
upon the completeness of the knowledge we can bring to
bear. That knowledge can be characterized in turn as being
either control knowledge (i.e., knowledge about managing
the process so as to ensure its convergence) and generative
knowledge (i.e., knowledge used to generate new points in
the design space). In addition to our assessment of the
available knowledge, there are several other factors that
contribute to our view of whether a design task is difficult
or not.

One obvious indicator (as noted in the foregoing
description of the initial and final knowledge states) is the
difference in the abstraction levels used to describe these
two states. Another indicator of the degree of difficulty is
the degree of interaction among subproblems, although
one could suppose that this is subsumed within the category
of the available knowledge. Even where there are many
complicated interactions, they present difficulties “only” to
the extent that the knowledge available for handling them is
unknown or uncertain. Thus, it would seem reasonable to
view this dimension as similar to that of identifying the
available control and generative knowledge.

It is also interesting to examine design tasks in the
context of a well-known spectrum of problem-solving
tasks, which ranges from classification or derivation tasks,
at one end of the spectrum, to formation tasks at the other.
In classification tasks, a solution is derived from a given set
of data or facts. In formation tasks, a problem is solved by
forming or synthesizing either an object or a set of plans to
create an object. But while design is often assumed to be a
formation task, the truth is more complicated, that is, it may
be an oversimplified assertion to equate design with
formation.

First of all, humans clearly have trouble generating—on
demand—creative new solutions for complex, open-ended
problems. Design would be difficult to do, therefore, if it
involved only the continuous formation of unique solutions.
In fact, design tasks at every stage—conceptual,
preliminary, and detailed—often involve a style of problem
solving that combines elements of both selection (or
classification) and formation. Thus, it is probably more
meaningful to view design as encompassing both

classification (or selection) and formation, but also
reflecting a desire to achieve a synthesis which can then be
analyzed and evaluated.

And this last point leads quite naturally to the last
indicator of the degree of difficulty of a design task, that is,
the extent to which the physical structure of the designed
artifact must be configured from a given collection of parts
and connectors or composed (or synthesized) from a
collection of primitives. With due regard to the ambiguity
of some of these terms and their application, we do
recognize that the more we depart from selection and
configuration, the greater the difficulty we face in
completing a design.

Design subtasks occur naturally in the decomposition of
complex design tasks wherein, for example, some parts of a
complex system may be designed in a routine fashion,
whereas other parts (or the composition of familiar parts)
may require more innovation. Thus, design subtasks reflect
the recursive or iterative nature of design.

Knowledge in Design
Humans bring knowledge to bear on the above-defined

design tasks. This knowledge comes in many forms: factual
information, analysis techniques, search control, externally
imposed standards, and design experience.

Domain knowledge defines an area of expertise used to
formulate a response to the posed task. It includes aspects
of the knowledge used to generate points in the search
space as well as control the application of that knowledge.

Strategies are “careful plans or methods.”  Strategies are
exercised at the highest level needed to properly assess the
gap between the initial and final knowledge states. This
assessment would account for the differences in the
knowledge-state layers, the availability of domain
knowledge, the availability of methods and mechanisms
(see below), and, perhaps, the resources available to solve
the design problem posed. The availability (and perhaps
cost) of resources, although in part an “environmental
concern,” could clearly influence the choice of strategy (of
which choices have been examined, for example, within the
context of structural analysis). Design planning is an
implementation of strategic thinking, a dual in the process
space to configuration in the design space.

Problem-solving methods are procedures or processes
or techniques to achieve an objective that “operate as
higher-level procedures that organize the application of the
mechanisms.”  Some kind of action must be taken in order
to execute the strategy just identified, and problem-solving
methods are those kinds of action. These methods might
thus be said to be implementations of the strategies used to
solve a given design problem. Ullman’s processing
actions[4] are examples of such problem-solving methods
in that they define specific techniques for generating and
evaluating points in the design solution space.

Mechanisms are “procedures that operate procedurally
on well-defined inputs to produce equally well defined
outputs.” Configuration and process design are largely
mechanistic. Ullman’s failure actions  may also be seen as



mechanisms. The proper sequencing of mechanisms is done
by the application of control knowledge.

Effects. Although sometimes seen as things that are
done, effects are more properly seen as results, perhaps of
having applied a method or a mechanism. Some of the
identifiable effects of applying methods and mechanisms
are refinement, decomposition, and patching.

This completes our list of dimensions by which design
tasks can be analyzed and described. In addition to
classifying knowledge, a final distinction can be made
regarding how knowledge is encoded within a design
system. Knowledge representation is perhaps the most
critical aspect of artificial intelligence techniques.
Representational bias is manipulated by system developers
trading between generality of expression and computational
efficiency [7]. In a highly biased representation, much of
the design knowledge is embodied within the
representation itself. As generality is increased, more of the
knowledge that controls the design process must be
explicitly declared. Integrated design challenges us with the
need to drastically reduce representational bias so that
knowledge can be transported across domain boundaries.
Existing control knowledge must be made explicit, new
control knowledge relating to the management of
representational bias must be created.

Computational Synthesis
Computational synthesis focuses on formal methods of

generating candidate designs. The process is fundamentally
one of composition: a set of building blocks is defined
along with rules for combining them. These building blocks
can be a collection of parts or a set of primitives (functional
or geometric). Computational synthesis can be divided into
two loose classes based on the degree to which goal and
domain knowledge is explicitly used for generating
designs.

Where goals can be defined in the language of
generation, computational synthesis takes on the character
of a classification or derivation design task. Typical of this
type of computational synthesis are efforts in the abstract
functional design level of abstraction [8-11]. Because goals
essentially establish the boundary conditions of the design,
search is focused on reducing differences between input
and output by interposing functional units. From a strategy
standpoint, this type of computational synthesis might be
charged with defining a single design solution or with
enumerating all possible design solutions. External goals
like size, cost, performance, might then order the generated
designs.

Where design goals cannot be encoded in the
representation most appropriate to generation,
computational synthesis relies on successive generate-test
loops. Design goals are encoded as fitness functions
defined over the design generation space. Because
generation cannot be constrained directly, these methods
tend toward random explorations, repeated and refined in
areas most likely to accomplish the desired goal. The
resulting large number of design candidate evaluations

places a premium on both the efficiency of goal assessment
and the effectiveness of candidate generation. This type of
computational synthesis tends to work well in situations
where design goals are difficult to encode directly in the
representation least biased for the generation step. For
example, 2-D truss structures can be generated in a
graphical/pixel domain but must be evaluated through more
abstract mathematical models of strength, deflection, mass,
or cost[12].

The distinction between strong and weak computational
synthesis is not as clear as portrayed above. Weak methods
can potentially explore much larger portions of the design
space; iteratively reducing the set of buidling blocks
increases bias. Computational efficiency mandates a goal
representation that can evaluate large numbers of
candidates. Strong computational synthesis starts out with a
heavily biased design representation in which candidate
designs are generally assured to be valid. Computation
becomes constraint satisfaction.

Integrated Design

The directionality conventions of business integration
can also frame a discussion of design integration. Vertical
integration is the development of a design environment
that spans all abstraction levels within a single domain.
Within mechanical engineering this would mean proposing
mechanical solutions to customer needs at the functional
level, identifying mechanical means of accomplishing
individual functions, developing a configuration and
embodiment linking these functional units together, and
generating detail design plans for parts and assemblies. The
main issue in vertical integration is in the transition from
one abstraction level to the next, first from higher to lower
levels through goal specification, then backtracking from
low to high through goal refinement when higher- level
design decisions lead to poor or intractable designs.

A horizontally integrated environment would be able to
generate and evaluate solutions from all domains within a
single abstraction layer. Integration at the functional level
might mean the ability to consider both mechanical and
electrical solutions to the same problem (e.g., designing
hard vs. soft automation) or could broaden the scope of
domains to political or social solutions to problems: Should
the nutrient problem in the Chesapeake Bay be addressed
by controlling runoff with a civil dam structure, an
environmental buffer, a mechanical filter, a computer-
controlled fertilizer dispenser, development of different
types of fertilizers, encouragement of organic farming
methods, or legislation of farming practice? At lower
levels, horizontal integration might be more
straightforward, perhaps developing solutions for various
material and manufacturing processes.

Of course, in the end a completely integrated design
environment would feature both vertical and horizontal
integration. But until the issues surrounding integration
along the above axes are understood, it is premature to talk



about complete integration. Where does computational
synthesis fit into these integration frameworks?

Vertically Integrated Computational Synthesis
To address this question, we must look at the core

components of computational synthesis: building blocks,
composition rules, and evaluation functions. An additional
organizational notion also helps frame the discussion. Top-
down vertical integration would imply progression through
increasingly less abstract representations, controlling
search at each step. Bottom-up integration would search
primarily at low levels of abstraction, controlling this
search through evaluations of higher-level goals.

Top-down vertical integration entails translation between
abstraction levels. Strong computational synthesis within
each level would require that the design results be
translated into lower level goals. Translation in top-down
weak computational synthesis could be as simple as
identifying a set of building blocks as seeds for initiating
the construction of candidate designs. Hierarchical
evaluation models would be applied so that goals at all
higher levels of abstraction could be evaluated from the
lower level design representations.

This latter mode of hierarchical evaluation suggests
bottom-up vertical integration in which all design
generation is done at the lowest level of abstraction. Of
course, search control would still be extremely important in
this mode – the pixel representation works for 2-D truss
design but a voxel representation for 3-D trusses is a much
more complex search space than one in which grammars
generate design topologies [13]. Thus, success of the
bottom-up approach lies in the search control built into the
lowest level representation.

Horizontally Integrated Computational Synthesis
Whereas vertical integration introduces the need to

translate between representations within a single domain,
horizontal integration requires merging representations
across domains at a each level of abstraction. The ability to
represent a larger range of solutions brings with a cost in
decreased representational bias. Reducing the bias in a
representation means that more of the domain knowledge
must be expressed in the representation rather than
embedded in it. This includes strategic knowledge that may
have been encoded in composition rules. Problem solving
methods and mechanisms that pertain to only a subset of
designs in the broader representation must now have
appropriate screening logic in place. Likewise, effects that
were not significant in subdomains must now be included
in methods and mechanisms. For example, a mechanical
model of an electric motor might not include the RF noise
that a motor’s brushes emit; this could be critical in a
mixed electro-mechanical domain.

The closer a design moves to the final artifact, the more
difficult it is to horizontally integrate the design process.
Concurrent engineering performed through collocation is a
successful strategy of integrating manufacturing

considerations into the earliest functional and embodiment
phases of design. Its effectiveness lies in the exchange of
informal information at high levels of abstraction where
there is the largest freedom to explore design alternatives.
Concurrent engineering applied at the later graphical stages
of design has proven less succesful.

As prescribed by Pahl and Betiz [14], function-based
design is essentially horizontally integrated. The emphasis
early in the design process is on development of function
structures that are explicitly solution-neutral. Once
physical phenomena have been selected, a domain has been
defined. Horizontal integration can then be stressed within
the domain(s) of interest: consideration of different
materials, different manufacturing techniques, etc.

In the end, computational synthesis is search. Vertical
integration affords development of depth in this search.
Strong computational synthesis further introduces a
heuristic element for managing the search process; weak
computational synthesis relies heavily on backtracking
within and across abstraction levels. Horizontal integration
affords an increase in the breadth of search within each
abstraction level. In the end, both types of integration are
directed at improving the scope of the design search
process, the issue is how to manage search in
computational synthesis under resource constraints.

Search in Integrated Design
A generate-test paradigm must maintain a balance on the

efficiency of the two main activities. Generation efficiency
can be measured along two metrics: completeness and
soundness. Complete design generation is capable of
producing all possible designs; sound generation produces
only designs that are feasible. These two measures compete
because improving completeness often means that more
infeasible designs are generated; improving soundness
might remove small pockets of interesting design solutions
from consideration.

On the evaluation side, a similar tradeoff is found in cost
vs. accuracy. Evaluation at high levels of abstraction may
be inexpensive (even encoded in the combination rules),
but might not be particularly accurate. To the degree that
uncertainty in the evaluation is made explicit, it can be used
to aid search control [15]. Generally, as a design
abstraction is removed, performance can be evaluated more
accurately. This should not be confused with inexpensive –
using quantum mechanics to evaluate the behavior of a
design would indeed be expensive. Perhaps this is the
reason why humans introduce abstraction into the design
process – evaluation helps to control search at many levels
of abstraction (general operation and approximate cost at
the functional level; ideal performance, approximate
size/shape, and more refined cost at the configuration
stage; actual performance, cost, size, shape, etc. at the
detail level).

Because design is driven by customer needs, most
evaluation models are at best approximations of the
situations into which the design will be inserted. The
accuracy of these approximations depends both on the



amount of interaction with the customer(s) one can afford
and on the homogeneity of those customers. Thus, the
design process is often one in which evaluation at the
highest level of abstraction is highly uncertain even if
design performance simulation is exact. Transformation of
the initial knowledge state into a design does not imply that
all is known (or communicated) about the initial state of
knowledge. Design is also a process of learning, both about
the design space and the design evaluation.

Clearly, integrating computational synthesis is
challenging. To illustrate some of the challenges and
tradeoffs to be managed, we now describe an attempt at
both vertical and horizontal integration.

Illustrative Example: Mechatronic Design

Mechatronics is an emerging domain at the interface
between mechanical and electrical engineering. It is
distinguished by the isolation of sensing and actuation,
usually accomplished through digital control. The
increasing presence of computers and data networks in
everyday life positions mechatronics as a critical
technology for the future.

Mechatronics not only presents the challenge of
horizontal integration across mechanical and electrical
domains, but through this integration it also presents a
much larger space of design possibilities. Distinguishing
among candidates from this increased design space requires
consideration of many more aspects of design: packaging,
manufacturability, cost, performance, etc. At the same time,
because it is centered on a limited set of sensors and
actuators, mechatronics provides a tractable set of initial
building blocks.

Rather than the five generic levels of abstraction
described earlier, we will explore mechatronics design at
three levels of abstraction: function, configuration, and
detail design. In addition, we will use the concrete example
of the design of a force-feedback mouse to ground the
discussion.

Functional design
While treated as a single entity, functional design actually
encompasses a range of abstractions, from textual/physical
user needs statements to models of interacting functional
units. The initial foothold into formality is provided by the
function-structure representation of Pahl and Beitz.
Goals. The goal statement comes directly from the higher
level of abstraction: a statement of customer needs.
Additional goals are expressed in terms of potential
input/output flows.
Building Blocks. Functions. Ullman lists a set of basic
functions [16]. Hirtz et al. [17] propose a restricted
vocabulary for both function and flow that is intended as a
basis representation from which any function can be
composed. Little constraint is placed on the input/output
flow or flow type for each function, so interpretation of
function is left to the designer. The representation was

initially developed to enhance consistency in a database of
product function generated by reverse engineering. In
seeking vertical integration, we adopt a potentially large set
of building blocks gleaned from reverse engineering.
Initiation. The ‘black box’ function structure that is the
goal is also used to initialize the search process.
Composition. Function-structures are hierarchical. As
strange as it sounds, decomposition is the main
compositional process. From the black box level, flow
paths are defined as less-complex functions are inserted
along the flow paths. Navinchandra et al. demonstrate the
effectiveness of this type of composition this in the
CADET system [10]. Here, means-ends analysis is applied
between input and output flow definitions; each functional
unit is represented as a set of qualitative input/output
relationships over a canonical set of flow variables.
Evaluation. While CADET uses qualitative physics to
model functional behavior, these models bias the system
toward monotonic elements. Removing this bias, important
in a domain where digital signals are pervasive, also
removes much of the ability to evaluate performance at the
functional level. Careful mapping of flow types will
generate classes of designs that will do something; it is up
to the synthesis processes at lower levels of abstraction to
flesh out each design class in response to more detailed
performance goals.
Results. The result of functional design is a set of function
structures that present topologies to be explored at lower
levels of abstraction.
Example. Human material (i.e., hand, finger, etc.) as well
as human force in the x-y plane is introduced into the
system. The force might be coupled directly to the system
and used to change the position of the system; this change
in position might be sensed and transformed into an
absolute position signal or a displacement signal. The result
is the common computer mouse. Rather than inducing an
overall change in position, the force might instead induce a
relative change in position among components of the
system. This could generate joystick, pointing stick, or
trackball designs. The force might be discarded and
position of the human material might be measured,
generating touchpad designs.
Issues. The main issue is the interpretation of function. In
formal models, function is often implied by mathematical
models of input/output transformations. Relaxing this bias
to include function as a semantic concept greatly reduces
the soundness of design generation: replacing formal
models with names creates ambiguity. In the end, flow
definitions and interactions may be a much stronger form
of design information [18].

An additional issue arises in the relationship between the
building blocks generated from reverse engineering and the
functional description available at design time. To ensure
consistency across product size ranges and among a
community of reverse engineers, the reverse engineering
process must be constrained. The general process is one of
dissection and explanation, but at what level(s) should
explanation be made? Assembly/subassembly levels tend to



be arbitrary but would reflect the overall structure of the
design. Dissection to the level of discrete components
removes ambiguity, but generates relatively less abstract
functional representations.

Looking at geometric features is also a possibility;
Stahovich et al. [19] have attempted to induce function
from geometry by examining behavior with and without a
geometric feature. In reverse engineering studies, we have
found that most geometry has non-unique functionality, a
shape can often be attributed both to function the end-user
experiences and to function that eases assembly or
manufacturability. Manufacturing-oriented functions are
not usually part of the functional goal set (unless they are
generically stated for all products), so they again introduce
ambiguity. For this reason we have focused on performing
reverse engineering at the parts level.

While consistent among practitioners, parts-level reverse
engineered function structures have much greater detail and
more elaborate flow structures than do the abstract designs
typical of the early stages of functional design. Effort must
be made to generate abstractions of function structures
developed from reverse engineering. Doing so will
generate building blocks at intermediate abstraction levels
that will likely improve the soundness of computational
synthesis at the functional level.

Configuration Design
Functional design provides a set of possible component
topologies. These ‘components’ are still abstract
transformations from one flow type to another.
Configuration design must select real components and
orient them spatially.
Goals. Select components that achieve provided
functionality and develop a basic spatial layout for them.
Building Blocks. Building blocks at this stage are
essentially the abstract ‘parts’ tied to the functions from the
reverse engineering process. These parts are abstract in that
they represent instances of components selected from
catalogs. We take the reverse engineered parts as part
classes whose instantiation is driven by satisfaction of both
performance and spatial goals. At this level, building
blocks have idealized input/output models along with size,
shape, and connection orientation information.
Initiation. Function-structures.
Composition. While the flow composition is defined by
each of the input function structures, components for each
function must be chosen and oriented spatially within the
system. Constraint satisfaction is the primary driver on the
spatial side; performance optimization drives the selection
process. The two sides interact through the appropriate
component models. Wood and Agogino [15] develop
approximate models based on catalogs of components.
Evaluation. Additional functional goals are introduced at
this level of design. The geometry of input/output
relationships is introduced: flows that were treated only as
‘translation’ now have distinct spatial positions and
orientations. Overall size and packaging constraints can be
considered at this stage as well as physics-based

performance models. Evaluation at this stage is done using
idealized models.
Issues. Composition rules at this stage must be oriented
toward the design ‘best practice’ of function-sharing. A
function structure might treat sensing position and
generating force as separate flow streams; displacement
and force are separated. In actuality, these can be combined
into a single flow stream that contains both sets of
functionality: force and displacement can be combined.
Another function structure based on direct optical sensing
of position cannot combine displacement and force
generation.

Multiple input/multiple output system designs must be
generated with both serial and parallel composition rules;
the combinatorics of this greatly increases the size of the
design space, placing pressure on the system
modeling/evaluation methods. Adding to the combinatorial
complexity is the introduction of spatial issues into the
design evaluation. In general, function directions (e.g., the
fixed x-y orientation of the mouse) will constrain
orientation of mechanical components. Orienting
electronics is guided by sensor placement and the heuristic
of eliminating electrical cables. Merging spatial issues of
function and packaging across two domains provides a
significant challenge both for synthesis and evaluation.

Detail Design
Given proposed configurations, two major aspects of the
design remain undone: connections among components to
enable the desired ‘flows’ and the provision of a reference
from which functional units can act. This latter aspect may
seem insignificant but in large part determines the
manufacturability of the final design. A study of the
functional role of geometric features in small products
reveals two findings [20]: 1) The functional reference
(referred to as the ‘ground’) can account for well over 50%
of the geometric complexity of modern products and 2)
Most of this geometric complexity is related to improving
the manufacturability of the product.
Goals. Minimize manufacturing costs. Meet packaging
constraints. Meet performance specifications (reliability,
durability, etc.).
Building Blocks. Reverse engineering at the part level
produces building blocks containing connections between
functional units and connections from functional units to
the local reference.
Initiation. Configuration design has made specific
component selections and oriented them spatially. Search
proceeds from here by instantiating component connection
details from the database.
Composition. Composition includes developing design
details at the interfaces among components and between
components and common supporting structures. Heuristics
applied to composition are related mainly to
manufacturability. Reverse engineering not only establishes
part function but also part connectivity. Connection
information includes the material used, the manufacturing
process used, and functional orientation of the part with



respect to the manufacturing process (i.e., orientation of the
axis of rotation with respect to the mold parting plane).
Composition is focused on satisfying material and
manufacturing process constraints across new connections.
The reference component (i.e., ground) must satisfy these
constraints over multiple connections; search must allow
for multiple ground components in multiple manufacturing
technologies.
Evaluation. Part and assembly costs. Part costs are
reduced by reducing the total part count and by reducing
the complexity of each part. Individual part complexity is
composed of the complexity of design details. Part material
and manufacturing process selection is also sensitive to
production volume.
Issues. Estimating manufacturing cost can be a costly
exercise. In examining the available metrics, it appears
unnecessary to define component geometries fully. Swift
and Booker [21] provide a method in which shape
complexity is estimated based on a basic shape class (i.e.,
revolute, prism, thin-wall, etc.) and the degree to which a
design deviates from the basic shape. This deviation is
measured by the number of axes about which additional
shape features are defined. Thus, detail design need not
produce final part drawings to fairly accurately determine
part cost. The result of detail design is a ‘skeleton’ design
containing parts, part orientations, connections among
parts, connections between parts and the ground(s), and a
spatial layout of ground part details. It is a skeleton design
because the geometry of the ground between part
connections is not generated.

Discussion
The above example points out the main issues in

integrating computational synthesis in design.
Abstraction. The abstraction evident in human design
activity plays an important role in the development of
integrated computational synthesis methods. For humans,
abstraction provides search control. Repeated elimination
of large parts of the search space helps to reduce the
number of designs generated at lower levels.

In addition, the levels of abstraction appropriate for a
design problem derive from the different modes of
expression of specifications. In our mechatronics example,
“performance” entails the type of user interaction, the
fidelity of translation from user input to signal output, the
size and shape of the resulting design package, and its cost.
Our example omits additional considerations like
maintenance, aesthetics, durability, etc. The final design
must be evaluated along all of these dimensions;
abstraction lets us constrain search at the level appropriate
either for applying evaluation to design generation or for
eliminating candidates based on evaluation.

In terms of integrating computational synthesis,
abstraction supports horizontal integration by allowing
representations at high levels of abstraction that generalize
across domain boundaries. On the other hand, translation
between abstraction levels causes problems for vertical
integration. Where abstraction levels can be bridged

through weak computational synthesis, translation is less of
a problem. Where this is not possible, the translation task
may be difficult to formalize (e.g., the derivation of
functional requirements from user needs; the development
of final design details from skeleton designs).
Search. Representations for computational synthesis
influence both the efficiency and effectiveness of search. A
key tradeoff is between the soundness and completeness of
design space generation. In our mechatronics example,
soundness is sacrificed at both the highest and lowest levels
of abstraction. In between, the configuration representation
affords a search where all designs are valid from a
topological standpoint. However, these topological designs
are not guaranteed to produce feasible spatial
configurations. This is true of all of the transitions, whether
they lie within or between the layers in the example:
functional designs are not guaranteed to have valid
configurations; configuration designs are not guaranteed to
have good detail designs; and the skeleton detail designs
are not guaranteed to be manufacturable.

An integrated representation is unlikely to yield the
results that can be obtained with staged search at multiple
levels of abstraction. The lowest level of abstraction that
comes to mind is that of atomic particles. Certainly we can
compose any possible design through the proper
arrangement of atoms; however, search in this space would
be quite slow. Evaluation would be even more cumbersome
without the idealized models so important to design. While
design at the atomic level seems absurd, it illustrates the
need for representational bias and demonstrates that a
single level of representation can impede design search
both from generation and evaluation standpoints. The most
important unresolved issue in integrating computational
synthesis is how to represent, reason about, and the control
representational bias throughout the design process.
Building Blocks. Finally, both abstraction and search
depend on the ability to generate and manipulate design
building blocks. Should building blocks at different levels
of abstraction be designed to optimize design generation
and evaluation or to optimize translation between levels?
Are building blocks at each level independent or are they
tied together across abstraction levels? Should building
blocks be based on theory or experience?

The reverse engineering methodology employed in the
example creates building blocks from experience. By
examining cases from multiple levels of abstraction, we can
generate building blocks that span abstraction levels.
Translation is largely automatic: many-to-one mappings of
design–to-configuration–to-function provide one-to-many
mappings as the design process is executed and candidates
are generated at each level of abstraction.

Reverse engineering provides a set of building blocks
that is dependent on the selection of cases from which they
are drawn. Search can only be as complete as the
underlying case-base. Because knowledge is implied by the
cases rather than explicitly stated, soundness of design
generation cannot be guaranteed. In addition, simply
because design representations are drawn from cases does



not eliminate the need to design a good knowledge
representation. One that can be adapted to include domain
knowledge – both product and process – is a topic vital for
integrated computational synthesis.

Conclusion

Computational synthesis holds the promise of greatly
expanding the search space in design. As with any formal
process, care must be taken in the selection of the
representation in which synthesis is done. No synthesis
method can circumvent the constraint of resource
limitations that plague all search processes.

As the success of computational synthesis in smaller
domains is generalized, the need to support search at
several levels of abstraction arises. This implies a
requirement of translation across knowledge
representations. One way around this translation step is the
coordination of building block representations throughout
all abstraction levels. Derivation of building blocks at
mutliplt abstraction levels can be done effectively through
the reverse engineering of real designs.
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