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Abstract

This paper proposes an architecture for autonomous systems
that must be deployed in complex domains. The architec-
ture is based on a probability–aware planning and execution
system, which allows the system to reason about the uncer-
tainties in the domain, re-evaluate plans during execution and
re–plan as needed, and facilitates a non-hierarchical form of
variable autonomy which allows functions from high–level,
abstract planning, to low–level action selection to be passed
to external controllers during plan execution.

1 Autonomous systems don’t deal well
with confusion

While significant strides have been made over the last 30
years in using robotics for factory and industrial automation,
the use of these systems in more complex environments has
lagged behind. One characteristic of factory environments
is that extreme steps are taken to remove any uncertainty or
variability in the workspace. This simplifies the software and
reduces the need for error or exception handling. When au-
tonomous systems are deployed into environments that are
only partially engineered, current systems must rely on guid-
ance and assistance from external sources. The ability to
vary the level of autonomy (also called traded control, and
adjustable autonomy) with either external control systems
with more resources, or with humans seems to be critical.

The use of autonomous systems in complex environments
requires complex, cooperative interaction between the au-
tonomous system and the humans in the environment. This
interaction can be problematic, and can lead to dangerous
situations. The development of autonomous air vehicles was
intended as a force multiplier, as well as a mechanism to re-
duce the risks to the modern warfighter. One deployed model
originally required 8 full time support personel and over the
intervening years this number has been reduced to only five.
This still requires detailed, exact communication between

the UAV and the controllers, and transitions between differ-
ent levels of autonomous behavior on the part of the vehicles.

The autonomous system must be capable of accepting guid-
ance (goals) from the human partner, quickly produce ap-
propriate courses of action to assist in acheiving those goals,
adapt to changes in the levels of autonomy available, and re-
formulate those courses of action in response to changes in
the environment and in the goals themselves.

This latter aspect, the ability to adjust to a dynamic envi-
ronment and to a changing mix of goals is addressed by a
probability-aware planning and execution architecture, pre-
sented in this paper.

2 Definitions

So what are we talking about here? What is a complex envi-
ronment? What does robust intelligence mean? And what
actually varies under variable autonomy? John Von Neu-
mann once said “There’s no sense being exact about some-
thing if you don’t even know what you’re talking about,” so
first we should specify what we’re talking about.

Much of the research into autonomous systems has focused
on environments which are inherently simple. The early
planning research was based on three assumptions:

1. Omniscience: the autonomous system knew everything
about the environment at all times;

2. Determinism: whatever actions the system applied
were guaranteed to succeed; and

3. Stability: the state of the world was constant, unless
the autonomous system altered it.

Unfortunately, none of these hold in a complex environment,
in fact the inverse of these assumptions almost define the
characteristics of a complex environment.

This means that if an autonomous system is going to suc-
ceed in these environments, it must be designed to deal
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with incomplete or inaccurate information about the world, it
must be able to reason about the possible unintended conse-
quences of failed attempts to make things better; and it must
be able to deal with exogenous events - changes to the state
of the world, changes to goals, and changes to the mecha-
nisms available to achieve those goals.

Robust intelligence is fairly straight forward: we define it
as the ability to achieve goals in a dynamic and uncertain
domain[13]. Since the domains are dynamic and uncertain,
achieving a goal once says nothing about the autonomous
systems ability to achieve goals in general; the metric used
is the probability of goal satisfaction. In general, for a given
target specification:
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where: �
is a set of Features of the domain,	
is a set of Actions�����

is an intial state; and�����
is the goal state.

and the result of solving the problem is a sequence of Actions
applied to the world to transform

�
into

�
.

A key point of the Robust aspect is that it is not sufficient
to produce a single sequence of actions to achieve

�
, As a

sequence is applied to the world, the outcomes of the actions
are not certain, and the world is not stable, so the probability
that the initial sequence will achieve

�
is small. When the

current actions fail, the autonomous system must be able to
develop a new sequence that will transform the new world
state

���
into the goal state

�
.

Variable autonomy has been discussed in numerous
papers[12, 15, 2, 20], and as the topic of several workshops
and symposia. In essence, variable autonomy is the ability
of an autonomous system to surrender some of its decision
making or action application ability to an external controller.
Thus, if an autonomous system is capable of effectively ex-
ecuting a sequence of actions, but it cannot produce the cor-
rect sequence with its internal resources, it could accept an
externally genetated sequence and then execute it. Alterna-
tively, the autonomous system might be perfectly capable of
deciding what actions need to be done to achieve a goal, but
lack the descrimination in sensors or effectors to reliably ex-
ecute the actions. In this case the variable autonomy would
be to surrender the low-level execution decisions to an exter-
nal controller.

In both of these cases, the autonomous system must manage
a smooth transition from one arrangement of control flow
between modules and another arrangement in which some
of those modules are external to the autonomous system. In
turn, the system must be capable of negotiation a transition
back to an arrangement in which all decisions are local.
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Figure 1: Complex Domain - The autonomous system must
deal with a dynamic domain, with uncertainty in its sensors,
other agents making inexplicable changes, and probabilistic
action that may not achieve their intended effects.

3 Requirements for Success

If an autonomous system is deployed into a complex envi-
ronment it must be able to respond to changes in the envi-
ronment caused by numerous sources. Some of the sources
shown in Figure 1 include the stochastic nature of the domain
itself (exogenous events), other agents in the domain (some
of which may be human), the changing nature of the goals
(goal pool), and the probabilistic effects associated with the
actions.

This leads to a set of requirements that an autonomous sys-
tem must meet if it is to be effective:

� It must be able to accept a range of goals and generate
behaviors to achieve them;

� It must be able to reason about the probabilistic nature
of the behaviors;

� It must be able to monitor the execution of the actions,
and detect their failure;

� It must be able to detect externally caused changes to
the environment, and reason about the impact of those
changes on its plans; and

� It must be able to transfer responsibility for aspects of
the goal satisfaction to external controllers.

4 Architecture

The architecture is the Probability–Aware Planning and Ex-
ecution System. This architecture has been designed to meet
the five requirements above, and has been shown to be a ro-
bust autonomous system. The general control flow is shown
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Figure 2: System Architecture - The architecture is an inter-
leaved planning and execution system, which continoually
monitors changes in the goals pool, selects goals, imple-
ments plans to achieve those goals, and then executes the
actions. The execution is also monitored for either action
failures or detected changes to the environment that might
disrupt future actions.

in Figure 2. The outer loop of the system is monitoring the
set of goals in the goal pool, and compares these with the
perceived state of the world. If they are consistent no fur-
ther action needs to be taken. However, if either a new goal
is inserted into the goal pool, or the world state changes to
one that is inconsistent with the goals, a set of goals (possi-
bly incomplete) are selected for achievement, and the system
enters its planning mode.

In the planning mode, a sequence of actions is selected that,
if applied successfully, will achieve the goals. This planning
system can be a single level end-to-end planner, or can be a
multi-resolution planning system[1], however it must be able
to reason about the dynamism and the uncertainty associated
with the domain. During this mode, the system may deter-
mine that it does not have the resources to achieve the current
goals. This could be due to either not having required actions
in its action set, or may be due to excess computational re-
quirements. In either case, it can either accept partial goal
satisfaction or choose to return control to the goal selection
mode.

Once the action sequence is developed, it and the expected
world states during execution can be passed to the Execution
system. The expected world states are developed during the
planning process, and are used to monitor the execution of
the plan. After each action is executed, and at any point dur-
ing execution, the systems sensors can be queried to see if
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Figure 3: System Design - the architecture is broken down
into four primary modules: the goal selector, the planner, the
execution monitor and the execution subsystem. The last of
these communicates with either the robot in the complex do-
main, or with an external simulator using the same interface.
The connection uses Java’s RMI mechanism.

the perceived world is consistent with the expected world. If
all is as expected, execution continues by confirming that the
world is consistent with the preconditions of the next action,
and that the goals have not been met, and then emitting the
next action.

In the event that the moniotor detects an execution failure,
control can be progressively returned to Execution mode for
retry on failure, the planning mode for the development of
a new action sequence, or to the goal selection mode for re-
goaling.

5 Implementation

The planning and execution system is implemented in Java,
and is designed for either single processor or distributed pro-
cessing. The interleaved planning and execution system is
depicted in Figure 3, which shows the interconnections and
control flow. In the general case any planner can be used,
if it supports a common interface, and can accept Java Re-
mote Method Invocation (RMI) requests. This can be accom-
plished by placing a non-compliant planner in an appropriate
wrapper.

In the existing implementation the planner is a probability-
aware planner, which reasons about the likelihood of goal
satisfaction during the planning process. It does not require



a complete model of all possible outcomes of actions, and
it does not attempt to completely model the interactions of
alternate outcomes. Hence, it is not a probabilistic planner[4,
7, 16], it is only probability-aware.

5.1 Probability–Aware Planner

A core characteristic of complex domains is that they are
dynamic. A factory floor with industrial automation is en-
gineered to remove any and all unplanned events, and in
these domains autonomous systems thrive. However in do-
mains with human actions, non-coordinated actions by mul-
tiple agents, and stochastic events; different techniques are
required to achieve goals. Numerous planning systems have
been developed to model uncertainty in actions. These in-
clude Decision Theoretic planners, modeling uncertainty in
the world using partially observable Markov Decision Plan-
ners (POMDPs), and systems have been developed to re-
spond to the effects of exogenous events[5]. However, the
complexity issues have been daunting.

The approach used by the Probability–aware planner is de-
rived from research in cognitive science, and accepts the fact
that computational resources are limited, and time is often
short[10, 18, 17]. Rather than attempting to produce a sin-
gle plan which is optimal in some sense, the approach is to
come up with a plan that is good enough, and when it fails,
replan. Previous research has indicated that in uncertain and
dynamic domains there is an effective planning horizon, be-
yond which improving the plan can decrease the effective-
ness1 of the system[6, 14].

The input to the planner is the feature set, the action set,
and the initial and goal states. The action set is more com-
plex than many planning systems since it must encode the
probabilistic nature of the actions. Each action has a guard
clause (pre-conditions which must be true for the action to
be valid) and one or more outcomes. Each outcome speci-
fies the changes to the world that it causes, and the probabil-
ity that this outcome will occur. In general, there is an ’in-
tended’ outcome, which is the most probable; however this
is not mandatory. In addition, there can be several alternative
outcomes, each with its own probability of occurence.

The probability–aware planner produces a set of candidate
plans by performing a forward chaining search of the plan
space. During this initial planning phase, only the most prob-
able outcome is evaluated (optimistic evaluation), and the
planner calculates the cumulative probability of success of
each plan that is expanded. This builds a planning graph by
expanding nodes in a highest a priori probability order (See
Figure 4). Those plans which achieve the goals are added

1The focus is not on producing the ‘best’ single plan, but rather on maxi-
mizing goal satisfaction. Resources applied to optimizing a plan in in World
�
, might preclude the solution of a problem when the world changes to state
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Figure 4: Internal Planner Architecture - The basic model is:
build the set of goals to be met; expand a plan graph using
best-first on the a priori probability
; select the top N plans that achieve the goals, based on op-
timistic execution; re-order the candidate plans using Monte
Carlo simulation of possible failures; select the best plan.

to the set of candidate plans. After either a user defined
number of candidates have been generated, or the planner
exceeds a user defined search limit, the candidate plans are
simulated using a Monte Carlo simulation to capture plan
step interactions[11]. During the simulation phase, the al-
ternate outcomes are evaluated according to their probability
distributions, and overall plan success rates are determined.
The candidate plan with the highest simulated success rate is
selected for execution.

Unfortunately, while forward chaining planners have been
shown to function well in probabilistic domains, they often
are computationally intensive. To address this some form of
hierarchical planning is frequently applied.

5.2 Multi-Resolution Planning

In the Probability-aware planner, a planning problem is spec-
ified by a set of world features and allowed ranges, a set
of action outcomes with associated probabilities, an initial
world state, and a goal world state. Semantically the actions
are terminal events that cause a transition from one world
state to another. If these actions actually reflect the ground
actions in the domain, then plans can be extremely long, and
the planning process can be very computationally intensive.
In a complex domain this is not good.



One approach to reducing the computational burden is to
break the complete planning problem down into a set of
smaller problems, either by finding midpoints in the plan,
or by using aggregated operators, planning in abstraction
spaces, or using hierarchical task networks, a related ap-
proach by Meystel and Albus is Multi-Resolution Planning.

A traditional planning system has a set of actions available
to the planner. The planner uses these to construct a se-
quence (either totally ordered or partially ordered) of transi-
tions, which, when applied to the intial state, cause changes
to the world such that the world is in the goal state. These
actions are grounded, in that they can be directly executed in
the world. Abstract planning does essentially the same thing;
however, the actions are not grounded, rather they represent
combinations of less abstract actions. Eventually, all abstract
action sequences can be reduced to a sequence of grounded
actions.

In many abstract planning systems, the decomposition of an
abstract action is done by following a specified pattern such
as macro substitution (MACROPS in the abstract STRIPS
approach[9], or task networks[19] in NOAH and subsequent
HTN planners[8]). The approach we are developing instead
relies on the ability of the Planning and Execution system to
invoke different planners at different times (See Figure 5).
In this model, grounded actions are designated as directly
executable, while abstract actions specify a planner and a
domain. When the system develops an abstract plan at the
highest level, the plan can consist of a mix of grounded and
abstract actions.

Each abstract action in the current plan is presented as a new
planning problem (with its own action set, inital state and
goal state) to its designated planner, and a sub-sequence of
actions that satisfy the new planning problem is returned and
joined into the overall plan. This of course might lead to sub-
goal interactions which could result in either sub-optimal or
infeasible plans[3]. Those plans which are infeasible are eas-
ily removed from the set of candidate plans during the Monte
Carlo phase of the planning process, and sub-goal interac-
tions that affect the probability of success of the plan will
alter the ordering of the candidate plan set, such that the plan
with the highest simulated success rate is selected for execu-
tion.

Since planning is occuring at multiple levels from highly
abstract ‘big–picture’ plans, to low-level ‘how to best get
down the hallway’ plans, the architecture provides a non-
hierarchical variable autonomy capability.

5.3 Variable Autonomy

Effectively, every one of the planners is an external applica-
tion which has a specific interface. It is given a world de-
scription to start from, and a goal, and has a set of operators
that it can apply to achieve that goal. It returns a sequence
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Planner2
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Figure 5: Multi-Resolution Planning -

of actions (either abstract or grounded or a mixture of the
two) which have a probability of achieving the goal. Clearly,
any applictaion which can accept that input and return a valid
output can be invoked. Including a person on the other end
of an interface.

The only necessary component is the ability of the planning
and execution system to request support, and to be able to re-
spond to a request to surrender control over part of the task.
Given that mechanism one can easily envision a cooperative
session between autonomous robots and humans in which,
if a robot cannot find a high–level solution to a problem,
a human operator can provide a high level plan which the
robot expands and executes. Alternatively, if the robot has
the high-level plan, but cannot find a sufficiently reliable way
to execute it, the plan could be passed to the human, and the
robot could be ‘walked through’ the plan, using the humans
senses and dexterity to supplement its own.

Under development is an extension to the probability–aware
planning and executions system which will support the trade-
off of control at any planning resolution from abstract to indi-
vidual action emmission. The ability of the Planning system
to reflexively monitor its progress towards the elaboration of
a sufficiently successful plan at any planning level is coupled
with the ability to proactively terminate a planning process
and substitute an external control system during the planning
process is critical.

However, deploying autonomous systems into complex en-
vironments, and into environments where they must hold up
their end of the human interaction requires that the five crite-
ria identified in Section 3 be supported by the architecture of
the autonomous system. The ability to maintain and act on
a range of goals is supported by the high-level goal selection
process, and the cyclic process of re-evaluating old goals,



and accepting new goals. The ability to reason about the
probabilistic nature of the world and actions in the world is
supported by probability–aware planning. The embedding of
the planning and execution into an “observe, orient, decide,
act” loop, supports the ability to monitor, detect and react
to failures. The inclusion of the observation ability within
the loop structure provides the ability to detect and respond
to exogenous events in the domain, and the architectural in-
tegration of a mechanism to allow the invocation of an ap-
propriate control mechanism, during the execution of a plan
enables the realtively seemless integration and trade-off of
control to external control systems.
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