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Abstract

A variety of technologies have been developed to index
and manage information contained within unstructured doc-
uments and information sources. Although often originally
developed for textual data many of these information man-
agement tools have been applied successfully to imperfectly
indexed multimedia data. Ongoing progress in all these tech-
nologies is creating opportunities to develop more sophisti-
cated tools to extract, manage and combine knowledge from
multiple sources. Multimedia data itself presents new chal-
lenges and opportunities. Unlike text multimedia data lacks
an obvious descriptive vocabulary, thus it is unclear how to
index the content, even if robust analysis tools are available.
The integration of existing techniques already provides par-
tial solutions to some problems of multimedia knowledge
management. However, open questions remain beyond cur-
rent technology limitations.

Introduction
The increasing availability of digital archives of information
is creating ever expanding numbers of new opportunities to
automatically access and utilize this information. At present
archives most commonly contain textual material, but in-
creasingly content is derived from other media or multime-
dia sources including audio and visual content. This situa-
tion is further complicated with the realization that related
archives may appear in multiple languages as well as multi-
ple media. Archives typically consist either of unstructured
documents containing related data items on one or more top-
ics, e.g. a text document or a TV broadcast, or more formally
structured databases of facts. The goal of intelligent knowl-
edge management is to identify and integrate this informa-
tion in useful ways to support users in whatever tasks they
are seeking to perform.

A number of different content analysis technologies have
been developed to either locate information within doc-
ument collections either automatically or in collaboration
with a human operator. Traditionally these technologies
have been developed and operated in isolation, but their in-
creasing maturity and developments in computing technol-
ogy enabling, really large archives of multimedia data to be
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processed, are promoting research into a wide range inte-
grated information and knowledge management tools.

This paper briefly reviews the component technologies
used available for use in these systems and their existing
development and limitations, explores some existing and
emerging areas of integration, and highlights some ongoing
challenges in intelligent knowledge management.

The definition of knowledge management and perhaps
even more so “intelligent” knowledge management is cer-
tainly not uniquely defined at present. In this paper it is taken
to include the close integration of multiple information pro-
cessing technologies to reveal systems capable of improving
the efficiency of knowledge discovery or synthesis.

The focus in this paper is on the management of data
without formal structure in the sense of a database, such
as textual documents, audio recordings or videos. Formal
databases linking events and entities can of course form part
of a knowledge management system, but are of less interest
here since it is generally a less challenging task because the
information has in general been manually structured. Re-
search in discovery of relationships and trends in structured
databases is well covered within the established field of data
mining.

Many technologies can form components of an intelli-
gent knowledge management system for unstructured data.
These may include the following: information retrieval,
attempting to satisfy a user’s information need by locat-
ing documents containing relevant information; summariza-
tion, content reduction by specialization or generalization
of a document; information extraction, locating facts from
within a document and potentially inferring other informa-
tion; machine translation, translation of content between
one or more languages; content indexing, speech or image
recognition and analysis to identify the content of multime-
dia data; and information visualization, to represent the con-
tents of information sources or their interrelationships. A
number of other areas are of interest in knowledge manage-
ment of this material as well. These topics include metadata
or manual annotation of the content, which may prove use-
ful in identifying the document content or adding additional
information beyond the content itself, identification of con-
text, e.g. identifying temporal or location information as-
sociated with information, and user interaction with media,
the platform to which it is being delivered, and user tasks.
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Many of these technologies have their origins in text pro-
cessing technologies for natural language content.

While most of these technologies are concerned with the
processing of unstructured input, facts output by analysis
tools may be integrated with data items within formally
structured databases. Potentially the output of these infor-
mation processing systems may be used with data mining
techniques to identify trends or relationships arising with a
diverse set of documents - potentially completely automati-
cally. In this discussion we only consider the management
of data in unstructured form, exploring the use of data once
it has been captured in a formal database is beyond the scope
of this paper.

A significant problem for multimedia content is obviously
the identification of the content in the first place, before the
natural language processing based technologies can be ap-
plied. Provided that reasonably robust indexing is available,
these technologies have generally been shown to transfer
well to multimedia data. Multimedia content is of course
potentially richer than it is possible to exploit by making
use only of its linguistic components. Interpreting and ex-
ploiting linguistic content is of course challenging in its own
right, but for multimedia spoken and image based linguis-
tic data language processing made robust to indexing errors.
Ideally the presence of errors should be detected and either
corrected or handled in some ordered way. A much more
open question is how to index non-linguistic visual and au-
dio content and how to exploit this in knowledge manage-
ment.

More than merely retrieving and extracting data from
published or carefully edited items, automatic processing
of unstructured documents which may not have been for-
mally published or archived raises the possibility of captur-
ing and exploiting tacit knowledge which may not appear
elsewhere (Brown et al. 2001). Tacit knowledge in this
context is knowledge that appears in passing or ephemeral
form, for example in discussion or extemporization during
presentations. Multimedia knowledge management tools of-
fer the possibility to record, index, and retrieve this material,
and potentially to make much richer use of material which
is generally lost to those not present to hear it, and often
rapidly to those who are as well!

Of particular interest in this paper is how these technolo-
gies can be combined to form intelligent multimedia knowl-
edge management systems. Basic approaches to doing this
may simply treat each component as a black box and pass
information between them. More sophisticated approaches
examine the limitations of the technologies and seek to in-
tegrate them to provide a whole which is much greater than
the sum of the parts.

The remainder of this paper outlines indexing technolo-
gies for multimedia content, the available tools for knowl-
edge management systems, examples of some existing inte-
grated systems, and considers challenges for further research
and some possible directions for appropriate research.

Indexing Multimedia Content
Before the information held within a document or informa-
tion stream can be utilized, it must be made available by a

process of indexing. In the case of electronic text this is a rel-
atively simple process often requiring some removal or stan-
dardization of markup, and possibly some standardization or
correction of spelling. After this the data can be passed to
technology specific processes such as part-of-speech anno-
tation, parsing or stemming to conflated word forms. For
other media indexing is a much more demanding task re-
quiring automatic recognition of the content prior to the use
of information management tools.

Spoken Data
The most widely adopted approach to indexing spoken data
is to form a complete automatic transcription using a large
vocabulary recognition (LVR) system. These systems at-
tempt to accurately transcribe every word spoken. However,
they are far from perfect. Error rates vary from less than
10% for well recorded clearly articulated speech in a quiet
environment to around 80% for conversational speech with
high levels of background noise. Noise sources can include
environmental noise, but also cross-talk from other speak-
ers and the effect of music mixed in with the speech. Much
research is being carried out both to improve underlying sys-
tems to compensate for the various noise sources, and to de-
velop techniques such as speaker adaptation which improve
accuracy by modifying system parameters to the character-
istics of an individual speaker (Kubala et al. 2000). An-
other potentially important issue that arises with respect to
LVR is the limitation of the vocabulary. Words outside the
prespecifed vocabulary of the LVR system cannot be rec-
ognized correctly. Unfortunately such words are likely to be
important in knowledge management applications since they
are often rarely used topic specific words, such as names or
places, which can distinguish relevant information elements
when searching a collection.

Spoken data is sometimes accompanied by near perfect
closed-caption transcriptions; this is most often the case with
broadcast TV material. When available it makes sense to
use this readily available transcript since it is provided for
free as part of the broadcast source and is invariably more
accurate than the output of an LVR system. Closed-caption
transcriptions are typically delivered in groups of 6 or 10
words with an approximate timestamp accurate to within a
minute or so. In this form they can provide very useful, but
only approximate identification of the actual content in the
data stream. In this situation a speech recognition system
can be used to automatically align the words in the spoken
data with the transcript making precise location within the
spoken soundtrack of content possible.

One area where indexing of spoken data can be more ef-
fective than use of manual transcripts relates to the identi-
fication of the speaker. Where there are previously labelled
examples of an individual speaker, speech processing sys-
tems can be used to indicate who is talking at a particular
time. These methods are also error prone in isolation, but
can often be used in conjunction with other evidence, e.g.
image analysis to correctly identity the speaker.

Even when it is not possible to identify who is actu-
ally talking, speech processing systems can mark points of
speaker change, and further indicate turn taking in a con-



versation. This is an example of a situation where multi-
media data can actually be annotated more richly than tex-
tual material. This can be further extended to gather data
for speaker adaptation by grouping data from a previously
unknown speaker, and potentially for speaker identification
once sufficient training material is available to construct suf-
ficiently reliable models.

Another potentially useful source of information, partic-
ularly in multimedia data, is non-speech audio, e.g. sounds
characteristic of certain events, places or objects. There has
only been a limited amount of work looking at this topic,
and one of the weaknesses of current work is that detec-
tors are typically only built for individual sounds classes or
sounds themselves, meaning that it is difficult to make use of
this indexing method outside of narrowly prespecified tasks
(Zhang & Kuo 2001).

Video Data

Indexing video and image data is a much more complicated
task. A simple question for which there is not a simple an-
swer is, what should be indexed? One might suggest that
ideally all aspects of the image should be captured, but even
this observation is not straightforward. What does it mean?
For example, as a starting point we could seek to identify the
presence of people in an image and where possible identify
who these people are. We could seek to identify the type of
location and perhaps uniquely identify it. We could attempt
to recognize all the objects in the scene and go further to
track their motion in the scene. But what does this mean?
How should an object to classified? Should a car be classi-
fied as a car or a vehicle, and need it include attributes such
as colour, manufacturer, model, etc?

All these issues and many more, and the technical dif-
ficulty of achieving any of these indexing objectives, mean
that there is currently little standardization in video indexing
beyond detection of the boundaries between scene changes.
Systems are typically developed to serve individual domains
and often require extensive modification to be effective with
new tasks. At present there seems to be little work in the
development of standardized image label taxonomies. Of
course, taxonomies of this type will be of little value if ro-
bust feature extraction is not available.

One interesting feature in image analysis beyond classi-
fying the natural scene is to recognize overlaid text. This
material is often added to news broadcasts and other doc-
umentary material to identify locations or speakers. OCR
techniques can be adapted to video images to identify this
text which can then be used to help label names of speakers
or locations.

Another potentially valuable source of information is
printed documents unavailable in the form of electronic text.
For example, newspaper and company archives. These doc-
uments can be scanned and their electronic images passed
through OCR analysis to provide a (imperfect) searchable
form of the document (Taghva, Borsack, & Condit 1996)
(Mitra & Chaudhuri 2000) (Jones & Lam-Adesina 2002).

Information Retrieval
Once the data has been indexed, the first stage of informa-
tion management is usually to use the index information to
identify documents which may be of use. This is most often
achieved using information retrieval (IR) techniques, which
are currently most often based on best-match ranked docu-
ment output. IR models were originally developed for elec-
tronic text data, but have been successfully applied to re-
trieval of other natural language based material, including
spoken documents (Garafolo, Auzanne, & Voorhees 2000)
and scanned text document images (Taghva, Borsack, &
Condit 1996). Content recognition errors for multimedia
documents of this type inevitably impact on retrieval accu-
racy, but redundancy in the contents of the documents and
often in the search topics as well largely compensates for
this. In addition, a variety of techniques have been explored
to improve retrieval performance for documents for which
the index data is errorful. These include the application
of established techniques such as psuedo relevance feed-
back (Lam-Adesina & Jones 2001), incorporation of large
error-free text collections to improve weighting (Johnson et
al. 2000) and “document expansion” which adds additional
terms to a recognized document which are likely to have ap-
peared in an error-free rendering of the document (Singhal
& Pereira 1999).

The retrieval of images and video based on visual con-
tent is again more technically challenging and technically
problematic. For example an initial question for an image
retrieval system, is how should the search query be created?
Various methods have been considered to address this prob-
lem. These have included using text-based search requests
to locate an image based on labels assigned to the image
either manually or automatically by OCR of text in the im-
age or labels of individuals, objects, or potentially events
automatically identified in the image. The potential for this
approach will clearly be dependent on the scope, accuracy
and suitability of these indexing labels, which is obviously
highly variable. The cost of assigning labels manually is
very high and will be subjective to the intended use of the
image anticipated by the labeller and their own knowledge
of the domain.

An alternative approach is to actually use images to look
for images, for example, the “query-by-example” approach
uses an existing image to search for similar ones, or sketch-
ing can enable the searcher to draw some likeness of the im-
ages or objects they are looking for. Such sketches may seek
to replicate the document image, but may be based on sim-
ply making the required colours in the appropriate region.
The match between the “query” and the available image is
then based on colour and spatial comparison of the features
(Carson et al. 1999). Similar images are often quite different
in terms of low level features and many people cannot draw
well, so these approaches involve elements of approximate
matching, usually combining analysis of spatial and colour
information to locate likely matches.

There is, however, a further issue with the retrieval of im-
age date; it is difficult to specify what the information need
actually is. It is difficult for a searcher to specify what they
are actually looking for. It has been argued that searching



video repositories must be a more interactive process than
traditional text archives (Smeaton 2001). This would proba-
bly require the user to mark relevant images and sections of
images in a series of retrieval runs in order to interactively
find documents which may really be relevant to their infor-
mation need.

Information Extraction
Once potential relevant sources of information have been
identified, information retrieval based approaches rely on
the user inspecting the documents to find the information
required to satisfy their information need. This may involve
looking at multiple documents or through the contents of
very long individual documents. Thus, depending on the
amount of information that must be examined, this may be
very quick or completely impractical. Certainly if new infor-
mation is arriving with high frequency, such as stock trading
news or press releases, the user may not be able to process
information fast enough for it be to useful. or perhaps even
to read it all!

The need to automatically extract large amounts of in-
formation from individual texts led to the development of
information extraction techniques. These can locate enti-
ties of interest within a text, e.g. people, places, organiza-
tions, events; often identify the relationship between them,
e.g. identify X as the managing director of Y; and some-
times infer information that is not actually stated (Grishman
1997).

Much of the existing work in information extraction has
been based on hand-crafted rule-based techniques to identify
specific information related to a narrowly focused domain.
Typically a template to capture entities and actions associ-
ated with an event is defined. Text is then analyzed to iden-
tify occurrences of entities and events associated with these
templates. Once a potential event has been identified, the in-
formation required to fill individual slots for the event is then
extracted from the text. However, much interest is currently
centered on developing techniques to automatically infer or
modify rules enabling information extraction systems to be
reconfigured for new domains more easily. Information ex-
traction techniques are typically based on a pipelined appli-
cation of a number of shallow natural language processing
techniques.

Information extraction techniques can be applied to spo-
ken data transcriptions, but must be made sufficiently flexi-
ble or robust to handle transcription errors. For example, a
parser requiring exact word sequences to identify entity re-
lationships will often fail when individual recognition errors
are encountered. Extraction errors will still occur when us-
ing a suitably extended information extraction system and
can lead to the absence of data relating to events or the in-
sertion of incorrect facts in the template. One of the aims of
such a system should then be to automatically identify criti-
cal data which is absent or extracted data which is likely to
be incorrect.

Language based information extraction for video data can
be extended to text identified using OCR analysis. Such data
is likely to be very noisy, however, entity labels identified in
this way may be very useful particularly in combination with

other data, for example names of people or places appearing
in an image can be combined with an accompanying tran-
scription of an audio stream.

It might be further possible to extend information extrac-
tion methods to extract information from visually identified
entities or events. However, I am not aware of any work
which seeks to do this.

Multilingual Data
Information processing techniques for language-based me-
dia have generally been developed initially for English and
subsequently successfully adapted to other languages. There
is an increasing awareness that interesting information may
be held in content originating in alternative languages. This
has led to the emergence of a number of research areas.

Probably the most widely researched of these new areas
at present is cross-language information retrieval (CLIR).
In CLIR a user poses a search request in one language to
search for relevant documents in another language. In or-
der to achieve this either the search request, documents or
possibly both must be translated. A large amount of work
has been carried out in recent years seeking to develop reli-
able and cost-effective translation methods. Strategies used
vary from shallow bilingual dictionary replacement meth-
ods to full machine translation, and methods involving the
automated alignment of comparable documents in the lan-
guages of interest. As with indexing of multimedia data, au-
tomatic translation is generally an errorful process meaning
that retrieval performance is generally degraded relative to
an equivalent single language task with no translation. Much
research has focused on minimizing this reduction in per-
formance arising from translation. Where good automatic
translation tools are available CLIR systems are now quite
effective, often achieving 90% of monolingual performance
in the document language. In addition, CLIR translation re-
sources for different language pairs continue to be developed
and improved (TREC)(CLEF)(NTCIR).

More challenging is the subject of multilingual informa-
tion retrieval (MLIR) where users enter a search request in
one language to retrieve documents collected in an archive
in multiple languages, e.g. an online archive containing
French, German, Italian documents, etc. In this scenario
documents are usually assumed individually to be in one lan-
guage, but this need not be the case. Two of the key prob-
lems that need to be addressed for MLIR are how a single
ranked output list should be formed for document collec-
tions in different languages which have different character-
istics and probably incompatible matching scores, and more
subtlety how to carry out this merging in a reliable manner
when it is not possible to ascertain in advance which collec-
tion(s) is likely to hold information relevant to an individual
search request.

As with the other techniques considered here, CLIR and
MLIR can be considered in the context of multimedia data.
In this case the errors in content indexing and translation
combine to give a further reduction in retrieval performance.
A clear research challenge in this situation is how to com-
bine these stages in such a way that this reduction in perfor-
mance is minimized.



Cross-language and multilingual methods are also of in-
terest in information extraction. For example, we may wish
to form a single database from information contained within
documents originating in more than one language or to make
extracted data available in a different language to the lan-
guage of the document collection from which it was ex-
tracted. Although a potentially interesting area little work
has so far appeared exploring this topic. Of course, mul-
tilingual information extraction could also be extended to
multimedia environments.

Summarization
Automatic summarization or abstraction has been a topic of
research interest for many years (Luhn 1958) (Edmundson
1969). Activities have expanded significantly in this area in
recent years with the growth in availability of online infor-
mation (Mani & Maybury 1999). Individuals cannot realisti-
cally read or even scan the entire contents of documents con-
taining potentially relevant information; thus it is becoming
vital that the relevant information within a document can be
identified and presented to the user for easy and rapid con-
sumption. Along with visualization tools, summarization is
a key technology for information presentation.

Summarization methods can be classified into two broad
strategies: information extraction and new document syn-
thesis, and sentence and phrase selection. In the first ap-
proach information is extracted from the document to be
summarized, placed into a form of database, and new text
synthesized containing the information deemed important to
the summary. In the second method key sentences, phrases
or other passages within the document are identified and a
selection of these used to form a summary. A variety of lin-
guistic, statistical and heuristic constraints are available to
select key material from within a document. There are pros
and cons of both methods, and research is concentrated on
developing improved and robust summarization methods.

As with information retrieval, summarization research has
largely concentrated on textual documents, but interest is
emerging in developing techniques applicable to other me-
dia and languages (Smith & Kanade 1997) (Christel et al.
1998) (Christel et al. 2002).

Multimedia data involving speech, video or both has the
key feature that new data in the form of the input cannot
be synthesized. So a video-based summary of a video must
consist of sections of the input video. Thus the general ap-
proach is to apply methods based on sentence or phrase se-
lection text summarization. Smaller elements of multime-
dia content, for example single shots, might be used in a
summary generation phase to form new multimedia presen-
tations. Technology to enable possible multiple use of me-
dia elements is an emerging and interesting area of research
(Davis 2003). An important aspect of this work is that the el-
ements must be richly annotated for it to be possible for them
to be used in the generation of new content. It is argued that
the best way to achieve this is the development of tools for
the capture of content elements in response to requests from
already marked templates. Effectively this means that the
media data should be captured in response to the markup,

rather than attempting to mark up content after it has been
captured.

Multimedia summaries could be generated purely using
their transcribed linguistic content. The multimedia content
from the summary is then presented to the user. However,
this need not be the case. Image analysis within the video
can locate significant material within the video track. The
may be independent of the key material within the audio
soundtrack. Thus these may or may not be the same tem-
poral section of data. However, material ultimately selected
for inclusion in the summary is likely to need to integrate
the media streams carefully, e.g. if subjects are engaged in
speaking within the video. The use of image data within
video material in the summarization process raises many of
the same issues as video retrieval itself in terms of suitable
indexing units, reliability of indexing tools, and segmenta-
tion.

An alternative strategy is to use non-linguistic content of
the audio stream to identify significant points in multimedia
data. For example, sports summaries can be generated by
examining the soundtrack for areas of high excitement from
commentators, crowd noise and important incidents in the
sports event itself, e.g. a bat hitting a ball (Rui, Gupta, &
Acero 2000). Of course, the summarization process could
include information from the video data as well.

Returning to the summarization of textual material, the
large volumes of information becoming available are creat-
ing interest in another more sophisticated area of summa-
rization, the topic of multidocument summarization where
the contents of multiple documents are combined into a
single summary (Barzilay, McKeown, & Elhadad 1999).
While such summaries could clearly be very useful, there
are many technical problems to be addressed. Key problems
include interpreting the temporal relationships between re-
ported events, common characters and events (Barzilay, El-
hadad, & McKeown 2001). One of the hardest problems is
identifying similar or identical material appearing in more
than one document, understanding the differences between
it, and then working out how to integrate it. For example,
working out that some points are in conflict and then report-
ing this (McKeown & Radev 1995).

Multidocument summarization can be further compli-
cated by introducing the possibility of multilingual docu-
ments sets where we wish to form a single summary of doc-
uments appearing in more than one source language. How
such summaries are generated and presented to users raises
many research questions. For example, extracting informa-
tion multilingually into event templates and generating new
text would potentially enable the text to be generated in any
language for which the text generation resources were avail-
able. Use of sentence selection methods would present dif-
ficulties of material integration, but also readers would need
to be familiar with all the document languages within the
summary. Machine translation could be used to generate a
single language summary, but could present problems either
due to the lack of context in individual sentence translations
or the large volume of material to be translated if the source
texts were processed in their entirety before the selected ma-
terial is integrated into a summary.



This situation might be still further complicated by intro-
ducing the possibility of summaries where the original doc-
uments are in different media. We might thus wish to form
a single summary combining videos and textual documents,
and potentially to do this for documents originating in multi-
ple languages. Whether or not it is realistic to even consider
doing this completely automatically without user assistance
is open to debate.

Integrated Systems
The preceding sections have introduced a number of in-
formation management technologies and briefly considered
how they can be extended to multimedia and/or multilingual
applications. However, once these technologies have been
established they can be combined in many creative ways to
form new and exciting intelligent knowledge management
tools. This section considers some possibilities and looks at
some current research prototypes.

As should be clear from this section, the range of possi-
bilities for using these technologies is limited only by the
imagination of those developing the applications. Much of
this work is still very much at the research prototype stage,
and an emerging question is, which of these ideas is poten-
tially really useful and thus worth pursuing further?

Question-Answering
One area of technology combination that has received a large
amount of research attention in recent years is Question-
Answering (TREC). Rather than merely attempting to lo-
cate documents relevant to a user’s information need, these
systems seek to extract the answer from potentially rele-
vant documents and present it in a concise form to the user.
Many different methods are under investigation, but they
typically involve a combination of information retrieval, nat-
ural language processing, information extraction and some-
times summarization to present the “answer” to the user.

There is now emerging interest in extending current work,
which has as usual first focused on English language sys-
tems, to non-English question-answering, and then to cross-
language and multilingual question-answering (CLEF). The
latter clearly have scope to make use of CLIR and MLIR,
and multilingual summarization methods.

To the best of my knowledge so far unexplored, but po-
tentially very interesting, would be the development of mul-
timedia question-answering. The temporal nature of mul-
timedia content means that browsing it can be inefficient
and time consuming, although this has been addressed to
some extent by the development of graphical browsing tools
(Brown et al. 1996), the development of question-answering
tools which directed the user to the sections of the retrieved
material potentially containing the answers could be very
powerful. Of course, these would have to robustly handle
the indexing errors outlined in the discussion of information
extraction and summarization for multimedia data.

Question-answering systems assume that there is a clearly
defined and easily expressible question to be answered.
They offer little to assist a user without a focused informa-
tion need or who is unable to express their information need

clearly in searching a document collection. The following
section offers some thoughts on addressing these issues.

Digital Libraries
One area in which all of the preceding technologies are im-
portant is digital libraries. There is debate about exactly
what constitutes a digital library, but in general they are
composed of a collection of digital document representa-
tions. Typically access is to the full contents and meta data
available for each document.

Management of information in digital libraries may con-
tain technologies from many areas, but includes contribu-
tions from text retrieval, spoken document retrieval, video
retrieval, summarization, information extraction and infor-
mation visualization.

One of the key issues in the use of libraries is that users
often do not have a simple question they need to answer or
may not know how to pose a suitable question, and browse
so a number of sources building their knowledge to find the
answer.

Browsing is thus a very important topic in the develop-
ment of multimedia digital libraries. For example, intel-
ligent digital library exploration systems may identify re-
lated documents in different media and link related content
enabling users to compare sources and generate single and
multidocument summaries. These summaries may change
automatically as the user interacts with the data indicating
relevant material and possibly requesting increased or de-
creased amounts of detail.

Extending this type of technology beyond formally pub-
lished materials held in a library to general Web content
would enable much potentially interesting material to be in-
cluded, but raises the topics of information accuracy and au-
thority (Kleinberg 1999). These issues aside, the linking of
related materials from the Web and other sources based on
their content instead of or as well as existing links could
greatly increase browsing efficiency for vaguely specified
search requests.

Often published multimedia content only comprises a
small proportion of the recorded material. For example,
a wildlife documentary usually consists of carefully edited
footage taken from a much larger amount of recorded mate-
rial. Digital libraries offer possibilities for generating unique
personal documentaries which may incorporate some appro-
priate sections of this additional material. Of course, in-
tegrating this content into a coherent and interesting form
presents many challenges, but if this can be addressed it of-
fers many possibilities for content reuse. Advances in video
processing potentially enable the content itself to be person-
alized for individual viewers (Davis 1995)(Davis 2003).

Intelligent Learning Environments
Digital technology is greatly increasing the range and avail-
ability of resources for learning and teaching. In many sit-
uations it is becoming common practice to make electronic
versions of presentation overheads and accompanying notes
available online for private study. Expanding multimedia
repositories and improved networking mean that there is also
growing availability of complete recordings of presentations



made available for remote study. These can of course be
used in conjunction with more traditional study resources of
books and personal notes taken during a presentation, and
additional Web materials. Books can be searched for related
presentations (Fujii, Itou, & Ishikawa 2003) or presentations
can be used to search for related books and other publica-
tions (Jones & Edens 2003).

At present these are usually regarded as separate re-
sources, but knowledge management tools again enable
these resources to be linked based on their content, produc-
ing a potentially very rich and powerful learning environ-
ment.

Tools of this type could also potentially be used in the
preparation of lessons and presentations by instructors. In-
structors could search for required materials and then link
together existing materials to form new composite presenta-
tions to support their teaching activities. Further these linked
presentations along with any related annotations, could then
be made available for use or modification by other instruc-
tors. Over time a rich set of collaborative annotations could
be developed with any number of possibilities for content
reuse.

Automated Enrichment
Traditionally documents and other information sources are
viewed as independent data sources. However, in many sit-
uations there will be content available from other sources
related to the information delivered to the user which may
also be of interest to them. If this “collateral” information
can be identified automatically, the content delivered to the
user can automatically be enriched with this information to
enhance the user experience. This idea is essentially a gen-
eralization of the integration of learning resources outlined
in the previous section. Several prototype systems exploring
this idea are being developed. Two examples are as follows.

There is often additional information potentially available
which will be of immediate use to participants in a meet-
ing. For example, details of previous meetings, projects and
databases, which if available would enable or improve dis-
cussions and decisions in the meeting. However, often par-
ticipants cannot break off from their discussions to search
for this material manually, and may indeed often not be
aware that the information is available at all. The IBM
Meeting Miner system seeks to automatically provide this
potentially useful information by processing the recognized
soundtrack of the discussions in real-time, forming search
requests from elements of the soundtrack, routing these to
search engines for the available archives, and passing re-
turned information to the participants (Brown et al. 2001).
The system thus builds on the ideas underlying interactive
question answering systems. This is a complex task involv-
ing issues of the poorly structured language in the type of
informal speech which takes place in a meeting and the poor
speech recognition performance in this noisy environment
making it difficult to form clearly structured questions and
search requests.

Another IBM system processes the soundtrack to TV
broadcasts, seeks to identify interesting points in the tran-
scription, and again poses questions to potentially related

information sources. It may for example seek information
related to events or individuals appearing in the broadcast
located in other broadcasts, web content, books, journals,
etc. Located additional or collateral content is then broad-
cast along with the original programme and can be accessed
if and when desired by the viewer (Coden & Brown 2001).

Mobile Information Delivery
Another environment where automated delivery of informa-
tion could be desirable is when a user is mobile. Technolo-
gies enabling widespread networked mobile computing are
developing rapidly. This network infrastructure can be used
to deliver information to users of mobile devices at any time
and location. However, it is important to realize that these
users will often be engaged in other activities and that the
physical dimensions of mobile devices restrict the ability
of the user to interact with the device and to browse de-
livered information. It is thus important to work towards
tools which automatically deliver only highly relevant infor-
mation to the user and in the most compact form possible
(Rhodes 1997).

One approach to providing high precision in these appli-
cations is to utilize context information in the information
retrieval selection process. Context can provide details such
as the user’s current location which can potentially be used
in conjunction with data of the location of places or other
users to determine whether the user will be interested in
some available information sources (Brown & Jones 2001).
Other sources of context may relate to time, weather con-
ditions, or travel conditions, all of which may influence the
appropriateness of information delivery decisions.

Depending on the sources used, delivering information to
a user in this way may be used to remind them of previous
experiences relevant to their current context or to give them
new information that may enhance their experience of their
current environment.

Concluding Remarks
The examples of applications for integrated knowledge man-
agement represent some of the ideas currently emerging in
this rapidly developing area. Other ideas might include use
of database content to augment text or multimedia docu-
ments, or cross-media information augmentation, e.g. using
an electronic diary entry to compensate for poorly recog-
nized voice mail messages.

Some integrated knowledge management applications
will be fairly easy to develop, at least in prototype form,
while others will be much harder to achieve in the labora-
tory or possibly even theoretically.
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