
Language generation and personality:
two dimensions, two stages, two hemispheres?

Jon Oberlander and Alastair Gill
School of Informatics

University of Edinburgh
2 Buccleuch Place

EdinburghEH8 9LW UK
{J.Oberlander|A.Gill}@ed.ac.uk

Abstract

We are interested in generating text in a way which helps
convey the writer’s personality. This has led us to consider
the relationship between language production and personality
from a Marrian perspective. We already have data to be cov-
ered at the computational level (comparative corpus analysis).
We consider that findings at the implementation level (cogni-
tive neuroscience) will help guide architectural explorations
at the algorithmic level (computational linguistics). This po-
sition statement indicates the data and processing hypotheses
which we have arrived at, and suggests that neurocognitive re-
sults concerning hemispheric asymmetry may be particularly
relevant.

Personality and language production
Personality traits lie at the more temporally-stable and less
intense end of scale of affective states and processes. There
are a number of approaches to personality (Matthews and
Deary, 1998). Two of the most prominent trait theories
are the five factor model (McCrae and Costa, 1987), and
Eysenck’s three-factor PEN model (Eysenck and Eysenck
1991, Eysenck et al. 1985). These agree that two main
factors are Extraversion (sociability) and Neuroticism (emo-
tional stability). The Five Factor Model sees three further
dimensions: Conscientiousness, Agreeableness and Open-
ness; PEN arguably conflates these into one dimension, Psy-
choticism (tough mindedness). In what follows, we focus on
the first two dimensions, common to both models.

In the past, simple approaches to our generation task have
involved two steps. First, checking the literature on indi-
vidual differences and language production (Pennebaker and
King 1999, Berry et al. 1997, Groom and Pennebaker 2003,
Campbell and Pennebaker 2003, Furnham 1990, Dewaele
and Furnham 1999, Dewaele and Furnham 2000, Dewaele
and Pavlenko 2002, Scherer 1979). Secondly, picking a
number of features associated with a personality trait, and
then ensuring that they either always or never appear in a
language generation system’s output. For instance, Nass et
al. (1995) manipulated dominance (a facet related to Ex-
traversion) by avoiding hedge-expressions such asperhaps,
and ensuring that the system initiated pairs of turns.
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However, we are interested in text generation, and the
great majority of work on language in personality psychol-
ogy has focussed on spoken language, and where it has con-
sidered written text, it has usually confined itself to counting
occurrences in a text of words listed in a pre-defined dic-
tionary (eg. Pennebaker and Francis 1999, Pennebaker and
King 1999). (Although Dewaele has gone further, and anal-
ysed part-of-speech and lemmatised word frequencies.)

Yet there’s clearly more to language generation than lex-
ical choice. So one obvious way of improving systems de-
signed to convey personality is to use more sensitive tech-
niques to detect subtle yet pervasive language-personality
patterns. That is exactly what we have been doing (while
also testing how good judges are at perceiving personality
from texts sampled from these corpora; cf. Gill and Ober-
lander 2003b). We have exploited more sensitive data-driven
techniques from corpus linguistics, and compared n-grams
(of words and punctuation, and additional meta-linguistic in-
formation) of various lengths, as well as part of speech and
semantic analysis and psycholinguistic measures on word
use (Rayson 2003, Argamon et al. 2003, Aarts and Granger
1998, Milton 1998, Thomas and Wilson 1996, Rayson et
al. 1997, Damerau 1993, Coltheart 1981). We have applied
these techniques to corpora collected from subjects whose
personality is measured via Eysenck’s EPQ instrument (cf.
Dewaele and Furnham 2000, Dewaele and Pavlenko 2002).
This has allowed us to gather and analyse a corpus of email
messages (amounting to 65,000 words from 105 subjects).
The techniques and tools from computational corpus linguis-
tics have allowed us to uncover more subtle relations be-
tween personality and language than has hitherto been pos-
sible (Gill and Oberlander 2002, 2003a, 2003b, 2003c; Gill
2003).

Language data to be explained
We have uncovered numerous surface cues to Extraversion,
Neuroticism and Psychoticism; to indicate the kind of work
we have been carrying out, this section briefly rehearses
some of the features which appear to vary by these dimen-
sions. On the one hand, we carried out dictionary-based
top-down regression analysis of our corpus of e-mail texts.
On the other, we carried out bottom-up comparative analy-
sis of sub-corpora, to isolate patterns of words (or parts of
speech) that were distinctive of personality types. We will



touch briefly on the first type of analysis, and go into more
detail on the second.

Results of top-down analyses
A series of multiple regression analyses were carried out on
the corpus, relating personality scores to prevalence of terms
in either Pennebaker and Francis’ LIWC dictionary, or in the
MRC Psycholinguistic database (Coltheart 1981).

Taking Extraversion and the LIWC dictionary first, com-
paring higher with lower Extraversion, we found fewer num-
ber expressions and more words overall (R2 = .08, p <
0.05). With the MRC dictionary, we found lower concrete-
ness overall (R2 = .05, p < 0.05). The former result fits
with the general finding that Extraverts speak more, and are
generally less precise. The latter finding suggests that they
also prefer less specific, more abstract language. This would
fit the idea that the need to seize or maintain the conversa-
tional floor leads to high Extraverts putting less effort into
precise lexical choice. See Gill and Oberlander (2002) for
more details.

Turning to Neuroticism, using LIWC again and compar-
ing higher with lower Neuroticism, we found more ‘Inclu-
sive’ words and more first person references (R2 = .11, p <
0.01). The use of inclusives likewith, andand include is
arguably consistent with a desire for attachment, and the use
of first person with a preoccupation with the self. With the
MRC dictionary, we found higher concreteness overall, and
higher mean verbal frequency (R2 = .14, p < 0.001). This
suggests fairly down-to-earth lexical choices, and language
that is more speech-like or immediate, overall. The latter
feature is consistent with another of our findings, to the ef-
fect that higher Neuroticism is associated with lower lexical
density (and hence, repetitiveness). See Gill and Oberlander
(2003b) for more details.

Results of bottom-up analyses
The original e-mail corpus of texts was divided into stratified
sub-corpora. High and Low personality group samples were
created by splitting them at greater than 1 standard devia-
tion above and below the EPQ-R score for each dimension.
The additional requirement was made that authors had to be
within 1 standard deviation on the dimensions other than the
one for which they were extremely high or low. Addition-
ally, all texts which were within 1 standard deviation across
all personality dimensions were assigned to the personality
‘neutral’ Mid sub-corpus. Thus, on any dimension, we have
three groups to compare (High, Mid, and Low).

The primary goal is to identify words (unigrams) or
strings of words (n-grams) which form reliable collocations
for one group, but not for another; these can then be con-
sidereddistinctive collocations. Here we present the re-
sults from the three-waylemmatisedanalysis for Extraver-
sion and Neuroticism, in Tables 1 and 2. By lemmatising
(or stemming), minor variants of words can be collapsed to-
gether, increasing the power of the analysis. In such a pro-
cessed corpus words such asplay, plays, played, or playing,
are all realised in the base form of the verb:play. More
importantly, in our data there are instances of proper nouns

being used, for example, names of places (Edinburgh), days
of the week (Saturday), or names of people (Dave), with
these providing too much specificity to allow broader pat-
terns of language usage to emerge, or for the results to be
easily generalised. The corpora were pre-processed using
the CLAWS tagger (Rayson 2003) to give vertical-output
lemmatised words and part-of-speech (POS) tags. Addi-
tional scripts were then used to convert this into the form
of lemmas, and in the case of the features being a proper
noun, this was replaced by the POS tag.

To identify robust collocations in the sub-corpora, and
then to identify those which distinguish one group from
another, we start by specifying that a feature should ex-
hibit a frequency in one of the three groups of at least
5 occurrences, and ordering the features by log-likelihood
(G2) value. Because we only examine expected frequen-
cies of 5 or more—which compare more reliably with the
χ2 distribution—we can here present results with a criti-
cal value of 10.83 or greater, taking this to be equivalent
to reachingp ≤ 0.001 significance, and those results with a
critical value of 15.13 or greater are taken to be equivalent
to reachingp ≤ 0.0001 significance (cf. Rayson 2003 on
adjustments which have to made if frequencies of less than
5 are to be considered). Note that if a feature is overused by
the Mid group, we do not report theG2 for this, and in cases
where the relative-frequency ratio orG2 is not available, we
replace this by ‘-’.

Tables 1 and 2 contain a lot of low-level data. Note that
a feature (such as the collocation [will be]) may be under-
used by one sub-group, compared to the two other groups,
or over-used by one group compared to the others. To help
characterise the linguistic habits of a group at one or other
end of a personality dimension, we can consider both which
n-grams they over-use, and also which n-grams are under-
used by the group at the other end of the dimension. Fig-
ure 1 presents just such a digest, for Extraversion and Neu-
roticism.

Putting the content of Figure 1 into other words, we can
say that there are a number of reliable collocations which
appear to be distinctive of the personality groups under dis-
cussion.

Punctuation is surprisingly differentiated. Multiple punc-
tuation (exclamation in particular, but also the multiple dots
of ellipsis) is particularly associated with High-N, and also
with High-E. Single hyphens are associated with Low-E;
commas with Low-N.

Several collocations involving the first person singular are
apparent for High-E, and a couple for Low-E ([i play], [that
i]); for High-N, we find [well i] and [i ca], where the latter
lemmatised bigram represents the initial subpart ofI can’t
or I couldn’t. There are none for Low-N. Interestingly, both
High- and Low-N use first personplural less than the Mid
reference group.

Expressions concerning ability or modality appear in dif-
ferent patterns for the groups. High-E have [i will ] and [will
have]; Low-E have [be supposed to be]; High-N have [i ca]
and [have to]; Low-N have [will be], [have be], and [have
not].

NPs appear in distinctive collocations for some groups.



Feature Rank High High Mid Mid Low Low High-Mid Low-Mid High-Low High-Mid Low-Mid High-Low High Mid Low
Freq. R.Freq. Freq. R.Freq. Freq. R.Freq. R.F. Ratio R.F. Ratio R.F. Ratio G2 G2 G2 Use Use Use

play 1 3 0.0004 2 0.0002 14 0.0052 2.42 30.31 0.08 0.97 35.63**** 22.53**** +
get a 2 15 0.0021 0 0 5 0.0019 - - 1.12 28.86**** 16.74**** 0.05 −
be so 3 14 0.0020 0 0 0 0 - - - 26.93**** - 8.88** +
i play 4 0 0 0 0 7 0.0026 - - - - 23.43**** 18.24**** +
christmas〈p〉 5 10 0.0014 0 0 3 0.0011 - - 1.24 19.24**** 10.04** 0.11 −
year〈p〉 5 10 0.0014 0 0 0 0 - - - 19.24**** - 6.34* +
week〈p〉 6 0 0 42 0.0036 7 0.0026 - 0.72 - - 0.69 18.24**** −
i will 7 28 0.0039 35 0.0030 0 0 1.29 - - 1.02 - 17.76**** −
〈p〉 take 8 9 0.0013 0 0 0 0 - - - 17.31**** - 5.71* +
with i 8 9 0.0013 0 0 0 0 - - - 17.31**** - 5.71* +
be supposed 9 0 0 0 0 5 0.0019 - - - - 16.74**** 13.03*** +
that be 9 0 0 0 0 5 0.0019 - - - - 16.74**** 13.03*** +
bread 10 0 0 3 0.0003 6 0.0022 - 8.66 - - 9.87** 15.63**** +
NP1 for 11 8 0.0011 0 0 0 0 - - - 15.39**** - 5.07* +
i really 11 8 0.0011 0 0 0 0 - - - 15.39**** - 5.07* +

then i 12 7 0.0010 0 0 3 0.0011 - - 0.87 13.47*** 10.04** 0.04 −
day〈p〉 12 7 0.0010 0 0 0 0 - - - 13.47*** - 4.44* +
will have 12 7 0.0010 0 0 0 0 - - - 13.47*** - 4.44* +
NP1 and 13 21 0.0029 22 0.0019 0 0 1.54 - - 2.00 - 13.32*** −
be supposed to 14 0 0 1 0.0001 5 0.0019 - 21.66 - - 11.75*** 13.03*** +
be supposed to be 14 0 0 1 0.0001 5 0.0019 - 21.67 - - 11.75*** 13.03*** +
supposed to be 14 0 0 1 0.0001 5 0.0019 - 21.66 - - 11.75*** 13.03*** +
supposed 14 0 0 1 0.0001 5 0.0019 - 21.65 - - 11.74*** 13.03*** +
supposed to 14 0 0 1 0.0001 5 0.0019 - 21.66 - - 11.74*** 13.03*** +
fairly 14 0 0 4 0.0003 5 0.0019 - 5.41 - - 6.03* 13.03*** +
〈p〉 although 14 0 0 7 0.0006 5 0.0019 - 3.09 - - 3.34 13.03*** −
that i 14 0 0 27 0.0023 5 0.0019 - 0.80 - - 0.22 13.03*** −
and i 15 20 0.0028 44 0.0038 0 0 0.73 - - 1.35 - 12.69*** −
and NP1 16 19 0.0027 13 0.0011 0 0 2.36 - - 5.84* - 12.05*** +
take 17 25 0.0035 13 0.0011 7 0.0026 3.11 2.33 1.33 11.79*** 2.93 0.48 −
cool〈p〉 18 6 0.0008 0 0 0 0 - - - 11.54*** - 3.81 +
from the 18 6 0.0008 0 0 0 0 - - - 11.54*** - 3.81 +
of it 18 6 0.0008 0 0 0 0 - - - 11.54*** - 3.81 +
today〈p〉 18 6 0.0008 0 0 0 0 - - - 11.54*** - 3.81 +
what i 18 6 0.0008 0 0 0 0 - - - 11.54*** - 3.81 +

Table 1: Lemmatised n-gram analysis, Extraversion.
Note.∗ = p < .05, ∗∗ = p < .01, ∗ ∗ ∗ = p < .001, ∗ ∗ ∗∗ = p < .0001, df = 1. In Use columns,+ indicates over-use,− indicates under-use.



Feature Rank High High Mid Mid Low Low High-Mid Low-Mid High-Low High-Mid Low-Mid High-Low High Mid Low
Freq. R.Freq. Freq. R.Freq. Freq. R.Freq. R.F. Ratio R.F. Ratio R.F. Ratio G2 G2 G2 Use Use Use

〈p〉 it 1 0 0 45 0.0039 38 0.0053 - 1.37 - - 2.00 34.37**** −
〈p〉 〈p〉 〈p〉 〈p〉 〈p〉 2 16 0.0039 2 0.0002 0 0 22.67 - - 31.66**** - 32.37**** +
NP1〈p〉 3 16 0.0039 57 0.0049 0 0 0.80 - - 0.68 - 32.36**** −
〈p〉 〈p〉 〈p〉 〈p〉 4 21 0.0051 10 0.0009 2 0.0003 5.95 0.32 18.37 23.50**** 2.65 30.70**** +
〈p〉 as 5 0 0 0 0 14 0.0020 - - - - 26.97**** 12.66*** +
〈p〉 〈p〉 〈p〉 6 43 0.0105 56 0.0048 23 0.0032 2.18 0.67 3.27 13.89*** 2.85 22.43**** +
film 7 11 0.0027 2 0.0002 0 0 15.58 - - 19.60**** - 22.25**** +
i go 8 8 0.0020 0 0 8 0.0011 - - 1.75 21.50**** 15.41**** 1.23 −
that be 9 7 0.0017 0 0 11 0.0015 - - 1.11 18.81**** 21.19**** 0.05 −
〈p〉 he 9 0 0 0 0 11 0.0015 - - - - 21.19**** 9.95** +
〈p〉 well 10 21 0.0051 12 0.0010 10 0.0014 4.96 1.35 3.67 20.43**** 0.48 12.53*** +
will be 11 0 0 39 0.0034 21 0.0029 - 0.87 - - 0.26 18.99**** −
have be 11 0 0 37 0.0032 21 0.0029 - 0.92 - - 0.10 18.99**** −
all the 12 9 0.0022 9 0.0008 0 0 2.83 - - 4.67* - 18.20**** +
〈p〉 so 13 0 0 34 0.0029 20 0.0028 - 0.95 - - 0.03 18.09**** −
be in 14 0 0 0 0 9 0.0013 - - - - 17.34**** 8.14** +
〈p〉 〈p〉 well 15 12 0.0029 4 0.0003 6 0.0008 8.50 2.43 3.50 16.67**** 1.94 6.78** +
film be 16 6 0.0015 0 0 0 0 - - - 16.12**** - 12.13*** +
the film 16 6 0.0015 0 0 0 0 - - - 16.12**** - 12.13*** +
well i 16 6 0.0015 0 0 0 0 - - - 16.12**** - 12.13*** +
year〈p〉 17 0 0 0 0 8 0.0011 - - - - 15.41**** 7.24** +
to do 18 0 0 11 0.0009 17 0.0024 - 2.50 - - 5.80* 15.37**** +

to the 19 0 0 24 0.0021 16 0.0022 - 1.08 - - 0.06 14.47*** −
though〈p〉 20 7 0.0017 12 0.0010 0 0 1.65 - - 1.06 - 14.16*** −
to NP1 20 7 0.0017 25 0.0022 0 0 0.79 - - 0.31 - 14.16*** −
we 21 18 0.0044 119 0.0103 47 0.0066 0.43 0.64 0.67 13.74*** 7.13** 2.21 +
still 22 0 0 30 0.0026 15 0.0021 - 0.81 - - 0.45 13.57*** −
about it 23 0 0 0 0 7 0.0010 - - - - 13.48*** 6.33* +
it do 23 0 0 0 0 7 0.0010 - - - - 13.48*** 6.33* +
rowing 23 0 0 0 0 7 0.0010 - - - - 13.48*** 6.33* +
and she 24 5 0.0012 0 0 0 0 - - - 13.44*** - 10.11** +
the film be 24 5 0.0012 0 0 0 0 - - - 13.44*** - 10.11** +
the time 24 5 0.0012 0 0 0 0 - - - 13.44*** - 10.11** +
experiment 24 5 0.0012 0 0 2 0.0003 - - 4.37 13.44*** 3.85* 3.54 −
〈p〉 which 25 0 0 15 0.0013 14 0.0020 - 1.51 - - 1.22 12.66*** −
have not 25 0 0 32 0.0028 14 0.0020 - 0.71 - - 1.20 12.66*** −
NP1 and 25 0 0 22 0.0019 14 0.0020 - 1.03 - - 0.01 12.66*** −
stuff 26 3 0.0007 3 0.0003 13 0.0018 2.83 7.02 0.40 1.56 12.48*** 2.38 +
〈p〉 〈p〉 we 27 4 0.0010 34 0.0029 5 0.0007 0.33 0.24 1.40 5.73* 12.45*** 0.25 +
i ca 28 6 0.0015 10 0.0009 0 0 1.70 - - 1.00 - 12.13*** −
of time 29 3 0.0007 0 0 6 0.0008 - - 0.87 8.06** 11.56*** 0.04 −
get a 29 0 0 0 0 6 0.0008 - - - - 11.56*** 5.43* +
go on 29 0 0 0 0 6 0.0008 - - - - 11.56*** 5.43* +
party〈p〉 29 0 0 0 0 6 0.0008 - - - - 11.56*** 5.43* +
stuff 〈p〉 29 0 0 0 0 6 0.0008 - - - - 11.56*** 5.43* +
have to 30 21 0.0051 30 0.0026 11 0.0015 1.98 0.59 3.34 5.47* 2.35 11.24*** +
thesis 31 6 0.0015 1 0.0001 3 0.0004 16.99 4.86 3.50 10.99*** 2.24 3.39 +
〈p〉 the 32 0 0 16 0.0014 12 0.0017 - 1.21 - - 0.26 10.85*** −
he be 32 0 0 22 0.0019 12 0.0017 - 0.88 - - 0.12 10.85*** −
well 〈p〉 32 0 0 18 0.0016 12 0.0017 - 1.08 - - 0.04 10.85*** −

Table 2: Lemmatised n-gram analysis, Neuroticism.
Note.∗ = p < .05, ∗∗ = p < .01, ∗ ∗ ∗ = p < .001, ∗ ∗ ∗∗ = p < .0001, df = 1. In Use columns,+ indicates over-use,− indicates under-use.



High Extraverts
[with i], [i really], [what i], [i will], [will have]; [NP for], [and
NP], [NP and], [and i]; [be so], [from the], [of it]; [today〈p〉],
[day 〈p〉], [year 〈p〉]; [〈p〉 take], [cool〈p〉]. Also (not apparent
in the lemmatised analysis): use of ellipsis; double exclamation.

Low Extraverts
[play] and [i play]; the n-grams composing [be supposed to be];
[fairly], [ 〈p〉 although]; [that be], [that i]; [week〈p〉]; [bread].
Also (not apparent in the lemmatised analysis): use of hyphens;
use of new clauses.

High Neurotics
[〈p〉 well], [〈p〉〈p〉 well], [well i]; the n-grams composing [the
film be]; [though〈p〉], [i ca], [have to]; [NP〈p〉], [to NP]; [the
time], [thesis], [all the], [and she].

Mid Neurotics
Characteristically using n-grams involving [we] more than either
High or Low.

Low Neurotics
[〈p〉 as], [〈p〉 he], [〈p〉 it], [ 〈p〉 so], [〈p〉 which], [〈p〉 the]; [well
〈p〉]; [be in], [get a], [to do], [it do], [go on], [will be], [have
be], [have not], [he be]; [NP and]; [about it], [to the]; [year
〈p〉]; [party 〈p〉], [stuff 〈p〉], [stuff], [still], [rowing]. Also (not
apparent in the lemmatised analysis): use of commas; use of
new clause followed by [also].

Figure 1: Summary of tokenised, lemmatised n-gram analy-
sis: characteristic language

High-E have [NP for], [and NP] and [NP and], showing use
of conjoined NPs; High-N have preposition-phrase form-
ing [to NP], as well as clause-final NPs (where we interpret
〈p〉 as indicating (at least) clause-level punctuation); Low-N
have one of the High-E NP+andpatterns.

Temporal expressions are also distinctive: clause-finalto-
day, day, yearfor High-E; clause-finalweek for Low-E;
Low-N also have clause-finalyear, as well asparty (which
can be considered an event).

N-grams indicating that a word typically occurs clause-
initially are a special characteristic of Low-N, and coveras,
he, it, so, whichand the. Low-N also have one bigram in-
volving clause-finalwell; none of High-N’s three colloca-
tions forwell are clause-final.

Finally, considering the phenomenon of hedging, it is
notable that low-E use [fairly] and clause-initialalthough;
the only other such connective collocation is clause-final
though, used by High-N.

In passing, we note that we also carried out stratified
comparisons of n-grams of parts-of-speech; for those anal-
yses, we considered the sequences of POSs, and once more
found that there were robust associations between personal-
ity scores and the over- or under-use of particular patterns of
POSs. There is no room to report these here, but we touch
on one aspect of the POS results in the final section of this
paper.

The issue now is: how can we use these results to guide

language production in an automatic natural language gen-
eration system?

Marr’s levels

But before trying to use these results to control more effec-
tively personality projection in generation systems, it is use-
ful to step back and take a cognitive science perspective on
these results. Marr (1982) distinguished three main levels of
investigation: computational, algorithmic, and implementa-
tional. Roughly, these correspond to determining: what is
being computed; how it is computed; and where it is com-
puted.

Building a system which produces the right behaviour
can, of course, be achieved by establishing the computation-
level specification, and meeting it. A personality-oriented
generator could be built which has nothing to do with human
personality, so long as it gets the surface behaviour right.

But we are interested in architectural possibilities at the
algorithmic level. What mechanisms underlie the surface-
level productions? If High-Neurotic and Low-Neurotic text
differ systematically, the question is: at which stage in a
natural language generation system do the representations
or processes in a high-neurotic generator differ from those
in a Low-Neurotic generator?

On the basis of our findings to date, we have hypotheses
about the the algorithmic level; they can be framed in terms
of Levelt’s (1989) architecture for human language produc-
tion, and also in terms of fairly standard natural language
generation systems.

First: Extraversion finds its effects at the stages of formu-
lation (surface realisation). That is, the process and repre-
sentations used in realisation differ between high and low
Extraverts. Table 1 furnishes some examples supporting
this, and as noted above, we have also found more gener-
ally that High-Extraverts’ tendency to use more words may
be counter-balanced by a tendency for those words to be less
lexically specific (Gill and Oberlander 2002).

Secondly, Neuroticism finds its effects at the stage of con-
ceptualisation (content selection). That is, the process and
representations used in content selection differ between high
and low Neurotics. Some of the evidence for this lies in lin-
guistic patterns in Table 2, and in work suggesting that Neu-
rotics tend to select more negative content, as well as more
self-involving content (cf. Gill 2003).

To determine whether these hypotheses are correct, we
need to actually specify the differences in detail, and
parametrise our generators to produce differing linguistic
behaviours. But before doing this, we should again con-
sider Marr’s levels. Whatever we claim is going on at an
algorithmic level, it must at least be consistent with what is
happening at an implementational level.

So, the critical question is: is what is now known about
human implementation consistent with the hypotheses that
Extraversion primarily affects surface realisation, and Neu-
roticism primarily affects content selection?



Implementational evidence
Eysenck’s PEN model explicitly makes biological claims:
there, Extraversion is related to levels of cortical arousal,
Neuroticism to activation thresholds in the limbic system,
and Psychoticism to mechanisms underlying aggression.
But these claims are not prima facie consistent with our hy-
potheses. However, by drawing on two kinds of work in
recent cognitive neuroscience, we would claim that what is
now known about human implementation is at least consis-
tent with our hypotheses.

On the one hand, there is work on hemispheric asymme-
try and emotion. There is much to discuss here. We can only
scratch the surface by pointing to the work of Davidson and
colleagues (for instance, Davidson 1992, 2001; Davidson
and Irwin 1999, Davidson and Rickman 1999). It has been
held that the left cerebral hemisphere is responsible for ap-
proach behaviours, and the right for withdrawal behaviours.
Evidence comes from unilateral lesion studies and imaging
studies with normals. For instance, with prefrontal cortex
lesions, it appears that while left lesions leave subjects with
excessive withdrawal, right lesions leave subjects with a ten-
dency to excessive approach. Or children with separation
anxiety tend to show higher levels of right hemisphere pre-
frontal activity. Converging evidence suggests that circuits
connecting the prefrontal cortex with the amygdala are as-
sociated with positive affect (in the left hemisphere), and
negative affect (in the right hemisphere).

On the other hand, there is work on hemispheric asym-
metry and language processing. Again, there is much to dis-
cuss; again, we only scratch the surface by pointing to the
work of Chiarello and colleagues (for instance, Chiarello
and Richards 1992; Chiarello et al. 2001). While ar-
eas within the left hemisphere (particularly Broca’s area)
have long been acknowledged to play a role in language
processing—and sequencing behaviour more generally—
the right hemisphere’s role is less well-understood. By pre-
senting word stimuli to the left or right visual fields, it is
possible to probe the differential contributions of the left
and right hemispheres to language interpretation and genera-
tion. For instance, in semantic interpretation, the right hemi-
sphere appears to hold broad/inferential associations, while
the left hemisphere narrows down the field. Or in genera-
tion, it has been argued that the right hemisphere may help
“activation of multiple responses”. There is thus some evi-
dence to suggest that the left hemisphere is most important
for timing and surface ordering, while the right hemisphere
is important for intonation and deeper semantic processing.

Pulling these two strands of work together, we can draw
the following speculative conclusions. Language production
processes involving semantic associations are linked to the
right hemisphere, which is responsible for withdrawal be-
haviours, and negative emotionality. Language production
processes involving surface sequencing are linked to the left
hemisphere, which is responsible for approach behaviours,
and positive emotionality. Thus, if levels of Extraversion
are associated with left hemisphere activity, it is reasonable
to assume that this affects surface realisation; and if levels of
Neuroticism are associated with right hemisphere activity, it
is reasonable to assume that this affects content selection.

Consequences and challenges
This is all rather speculative. Even so, there are some obvi-
ous wrinkles that need to be ironed out.

First, there is a question as to how to fit language varia-
tion associated with other personality dimensions. For in-
stance, we have found that High-Psychoticism is associated
with high levels of use of otherwise low-frequency (unusual)
words. Where in language generation—and the brain—does
Psychoticism have its effects? According to Eysenck, Psy-
choticism is associated with trait aggression. Evidence from
behavioural genetics suggests the situation may be complex,
but that levels of stress hormones and aggression may in-
deed implicated. Still, this suggests that localisation (hemi-
spheric or otherwise) of the effects of Psychoticism might
not be feasible or desirable. Indeed, behaviour genetics may
generally push us towards accounts in which all the traits are
associated with overall efficiency of production or uptake of
neurotransmitters—rather than particular brain areas.

Secondly, there is the fact that some of the language ef-
fects of the first two dimensions do not fit quite so neatly
into the hemispheres. High-Neuroticism, for instance, does
not lead to greater frequency of adverb use in our corpus; but
it does lead to adverbs being placed more “promiscuously”.
That looks like a surface realisation behavioural variation,
not a content selection variation.

We aim to explore a two-dimension, two-stage, two-
hemisphere architecture in sufficient detail to address these
problems. In the first instance, we can treat the computa-
tional model as a simulation, and determine to what extent
changes in the values of parameters at a given generation
stage produce behavioural variation of the kind that has been
observed in human subjects. However, thoroughly testing
the hypotheses requires more work on the direct relations
between asymmetry and affect, and between asymmetry and
language production—and on the perhaps less direct rela-
tion between affect and production. Methods for probing
the affect–production link go well beyond corpus studies,
and could involve a range of techniques short of imaging or
lesion studies. With Annabel Harrison, we have carried out
some initial psycholinguistic work on interpersonal priming,
and while the results are not yet ready for publication, they
are promising.

Thus, the Marrian perspective is helpful: implementation-
level findings (from cognitive neuroscience) give us confi-
dence that a possible algorithmic-level solution (from com-
putational linguistics) is worth pursuing in greater depth.
That solution is not necessary to meeting the computational-
level specification (from comparative corpus analysis), but
it is both sufficient and stimulating. We have no doubt that
computational linguistics has much to learn from cognitive
neuroscience.
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