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The Environment 
Large scale manufacturing facilities present interesting 
case studies for examining long term interactions between 
human operators and highly automated systems.   To 
understand the requirements and some of the special 
challenges presented by this domain first requires 
understanding the major elements of these systems.  Our 
specific experience and discussion centers on operator 
interactions with oil refineries, however the issues we will 
raise are not specific to that domain.  
Current economic pressures have forced oil refineries to 
increasingly employ automation to reduce costs.  As a 
result oil refineries have implemented highly advanced, 
largely autonomous control systems for the plants that run 
for long periods of time with only limited interactions with 
human operators.  In fact, these automated systems are 
often able to operate the refinery better than humans for 
steady state production operations, resulting in higher 
quality product and output.   
However, during significant changes in production, like 
system startup, shut down or re-calibration for a different 
product, humans oversee and control the changes in the 
system state.  Humans are also responsible for initiating 
system maintenance and repair actions.  As a result the 
humans can be thought of as acting as a supervisor to the 
automated system, but also having tending and 
maintenance interactions with the system. 
For all of these interactions there are very specific 
documented procedures/operation plans that are to be 
followed.  These procedures are vetted for safety and 
effectiveness.  However, for a number of reasons, these 
procedures have a high degree of variability: 
Inherent Flexibility of the Procedures: For these 
processes, there is some inherent flexibility in the order in 
which the procedural steps may be performed.  While 
there may be an optimal method for executing the 
procedure, it may depend critically on the state of the 

plant and the world.  Thus procedures are often written to 
reflect the fact that multiple possibilities are acceptable.  
System Design vs. Construction “Drift”: These systems 
are very large and expensive and operate for very long 
periods of time.  As a result, they regularly undergo 
significant system modifications and upgrades both to the 
control infrastructure and systems as well as the actual 
underlying physical-plant.  Since rewriting, verifying and 
validating and certifying operation plans is a time 
consuming task these procedures are often written with 
sufficient flexibility and generality to allow for changes in 
the system.  Further even when changes are made to the 
procedures, normal book keeping issues may allow 
previous versions of procedures to remain available 
leading to confusion about the current correct procedure. 
Implicit and Assumed Knowledge: Again since the 
operators of these plants are highly trained and expert in 
their areas the often the procedures in these systems are 
written with much of the assumed knowledge of the 
operators taken for granted.  For example, many of the 
formal written procedures do not model parallelism 
although it is used frequently in plan  execution. 

The Real World Problem 
As a result of this flexibility in the procedures even very 
experienced operators may drift from the formal written 
procedure to less than optimal operational plans.  This can 
result from a number of possible causes: 
• Previously optimal plans are made sub-optimal by 

changes to the plant. 
• Operators develop “short-cuts” that are equivalent to 

optimal plans in some (but not all cases.) 
• There may be sanctioned methods for extreme 

situations that are used more frequently than they 
should be. 

• Operators may have preferences for accomplishing 
tasks in certain ways that are legitimate but sub-
optimal in others. 



• Very experienced operators may be able to safely “cut 
procedural corners” but when they train less 
experienced operators significant degradation can 
occur. 

• Optional actions are left out due to required effort. 
There is therefore considerable interest in these settings in 
automatically verifying and validating the interactions of 
the operators with these autonomous systems.  
Note this is not designed to correct the operator’s 
behavior.  In these situations the operator is the final 
authority.  There is no interest in creating a “Big Brother” 
to watch the operators actions and tell them when they are 
not working correctly.  Instead the objective is to identify 
when the procedures are not representing the “best 
practices” of the operator community.  That is verifying 
and validating the existing and possibly new plans against 
the actions done by the system operators.  To do this we 
are using intent recognition/task tracking technology to 
identify the plans the operators are working on.  
It is important to recognize that these systems are operated 
by teams. Traditionally these teams are split into a 
hierarchy of at least three levels.  First are main operators 
working within a centralized control room that has overall 
visibility and control across the whole of the plant.  A 
second level, subsystem operators, move about the plant 
but are most often at one of the smaller control 
facilities/sheds.  These satellite facilities provide visibility 
and control of particular subsystems.  Third are field 
operators outside working on the actual hardware of the 
refinery that can affect individual control points for the 
refinery.   For the purpose of this discussion, we will 
assume a team of three members made up of one of each of 
these kinds of operators.  
There are some important points to note about this domain.  
First, the most reliable form of communication for this 
team is over a two-way radio.  While the main and 
subsystem operators are often at a computer console where 
they may take control actions, most of their 
communication and coordination is not done through the 
computer but instead by radio.  The field operator may and 
or may not have a connection into the computerized 
control system, but may always be reached by radio.     
Second, while it is not obvious from this description, there 
are very few actions that could not be performed by any 
one of the three operators.  While the different operators 
may make these changes through very different means, 
they are all able to take many of the same control actions.  

The Technical Problem 
Consider the case of the main operator closing a valve 
remotely via his control panel.  In this case, an intent 
recognition system watching the operator’s actions would 
“see” the control action taken and would be able to use it 
to infer the plans and goals of the team.  In contrast, 
consider the field operator closing the same valve by hand.  
While in a well-instrumented plant the main operator (and 
any intent recognizing computer system) will be able to 

observe the effects of this action, no control action will be 
seen by the system.  Instead this would simply be 
registered as a change in the system’s state.  The field 
operator's actions, even under instruction from the main 
operator, are not mediated by the control system.  To make 
matters worse, in less automated plants, the state of the 
valve and even the proximal effects of closing the valve 
may not be observable by the control system.  In this case, 
only the effects that the closing has on the system may be 
observed.  Those effects will be observed in parts of the 
plant that are causally "downstream." Thus the effect of the 
action may only be observed a considerable time after it is 
actually taken.   
In sum, the actions of our team members are not all 
mediated by a computer.  In fact, they are sometimes not 
even taking actions whose effects are directly observable 
by a computer.  We can not assume that a complete set of 
observations of the important actions will be available as 
input.  In this domain, and other team based domains, it is 
critical to infer the execution of actions that are not directly 
observed but are implied by other observations. In our 
previous work (Goldman, Geib & Miller, 1999, Geib and 
Goldman, 2001a 2001b, Geib and Goldman 2003.), we 
have put forward a theory and implementation of plan 
recognition that handles the issues of partial observability.   
We are continuing to look at the use of plan recognition as 
a method of verification and validation of existing 
operational plans on the basis of operator interaction with 
autonomous systems. 
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