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Abstract 

The rational-empirical process was first proposed by the 
pragmatic philosopher Peirce to describe the manner in which a 
rational agent’s hypotheses are empirically validated and 
functioning in a social context.  Sowa (2002) has updated and 
broadened these ideas as part of a knowledge cycle made up 
interacting abductive processes and a “knowledge soup” of 
micro-theories that are loosely assembled in lattices.  Abductive 
process select chunks of knowledge from the “soup”, evaluate 
their relevance to the situation/problem at hand, and form locally 
consistent theories to predict observations.  In this view the 
human mind is not a highly organized knowledge base so much 
as cognitive content that is assembled as needed into 
pragmatically consistent, local theory. This allows for a natural 
growth of knowledge flowing inconsistent, loosely organized, 
and in perpetual flux. The concept is captured by the term 
knowledge soup: fluid, lumpy, with adherable chunks of theories 
and hypotheses that float in and out of awareness.  This 
formulation, which is centered in agent’s intentions and empirical 
learning may be useful for designing cognitive architecture 
supporting interactive and inherently scruffy tasks, such as found 
in medicine and investigatory activities including planetary 
exploration. The paper connects Sowa’s framework with 
Bratman’s formulation of intention as a mental state that 
constrains future actions.   Intention-based models of clinical 
guidelines, such  as investigated in the Asgaard project, are 
discussed as  fruitful avenues of research on the interaction 
between abductive reasoning and the weighing of alternative 
courses of action. 

Introduction 
Supplementing human abilities with intelligent, multi-
agent assistance on both a symbolic and physical levels is 
an old story, which grows increasingly interesting as 
systems become truly autonomous and are employed in 
dynamic environments. My experience with 
implementations go back to DARPA’s efforts to develop 
Associate Technology systems. These agent/multi-agent 
systems assisted humans by performing delegated and 
routine tasks to achieve higher flexibility and adaptability.  
In the DARPA Associates Technology program, systems 
assisted human cognitive processes in hierarchically 
decomposable tasking found in warfighter environments 
by taking on a significant part of operational problems – 
usually the routine things that add to a human’s cognitive 

challenge. I helped design, implement and test one 
submarine associate application called SOAS (Submarine 
Operational Automation System), which developed sub 
path plans for attack and defense using a combination of a 
case library of submarine situations and a fast, reactive 
planner.  To handle variations, a set of adaptation rules 
was available along with a plan explanation facility so that 
humans and system could “share” planning ideas. There 
were both cognitive architecture and “pragmatic”1 
situational reasons that limited the scope of interaction 
between SOAS and humans.  As noted, for speedy 
responses we employed a layer of environmentally reactive 
agent whose fast action could be independent of high 
processes & controlled by simpler “perception” functions. 
Perception chose among different types of emergency 
behavior, such as rapid diving, from a pre-defined set.  
Most situations, however, employed the more deliberate 
process of iterative plans, representative of standard 
hierarchically decomposable human tasks.  In practice the 
boundary between these 2 was uncertain and pragmatically 
determined by an operator.  The human was not just in the 
loop but always in control of the plan, and needed to 
resolve knowledge boundaries and conflicts between these 
2 planners.  I subsequently employed this two level planner 
design in a care planning application, an area which has 
seen such advancement since then automating support for 
medical guidelines and planning protocol-directed therapy.  
Such efforts are now much more complex than SOAS and 
employ clinical data stored in an electronic patient-records, 
complex task specific reasoning modules, domain 
ontologies as well as provider entered information, which 
they use to  generate care plan recommendations for 
therapeutic interventions as well as laboratory testing that 
are defined by guidelines/ applicable protocols. It is my 
experience in this domain as well as in others, that  
increasingly the need had been for more abstract plans and 
for plans that are based on understanding goal-oriented 
intentions and not just behaviors.  Because many levels, 
modules and domain models are involved the system as a 
whole is a composite, too complex to describe in formal 
terms and becomes pragmatic and scruffy although parts 
may be individually neat.  In the remainder of the paper I 
explore some of the thoughts behind this observation. 
 
Pragmatics & the Rational-Empirical Knowledge Cycle 

 
Consider rational and pragmatic issues2 for a reactive agent 
working to assist a human with a simple task such as 
cleaning. What does it mean for such an agent to do the 
“right” thing? What constitutes success and can we define 
it as a simple performance measure?  Examples of a 
                                                 
1 Pragmatic views historically arouse out of rational 
analysis actions, so a rational approach to measuring 
success can be used to expose issues.   
2 I consider these together since pragmatic views 
historically arouse out of rational analysis of actions.   



performance measure might be the amount of dirt cleaned 
up by robot.  But this might be: 

• Relative to total amount and standards or the 
•  Number of clean squares or  
• Number of clean squares after each circuit.   Which is 
better? 

It depends on what my goals are as a rational agent.  
Different people may intend a different goal with a 
different performance metric.  Reactive systems have 
difficulties with such difference. Goal-planning agents like 
SOAR can handle this by employing abstract goals and 
adaptation/learning capability to allow new responses for 
new goals over time.  This gives an agent the possibility of 
using rational awareness of how goal performance is being 
measured.  As noted, a number of attempts are underway 
moving towards more automated, interactive patient care 
using agents that employ clinical protocol and health 
record knowledge.  These include the Asgaard/Asbru & 
EON projects (Shahar et al 1998, Gennari et al 2002) 
which employ pre-compiling sequences of actions, 
observations and decisions 1that are made to coordinate  
care planning and care delivery. These also emphasize 
capturing the intent of a caregiver in knowledge models , a 
central tenet of what many believe is necessary to allow 
agent cooperation.  One problem with such plans, as was 
true for SOAS plans, is they can only cover a small subset 
of the possible situations and possible paths through a 
solution space. In addition, medical experts have problems 
defining success/ failure metrics for an individual action 
(Miksch et al 1997). Good experts often use 
personal/pragmatic metrics to judge the success or failure 
of their action and these metrics can seem arbitrary, since 
they are based on their personal and interpersonal 
experiences. Thus, functional metrics of success will 
widely differ from one expert to another, which challenges 
KB building efforts. In practice the field has found that is 
useful to use general goals which can be empirically 
instantiated in a pragmatic fashion.  Studies suggest that 
care team works iteratively with what may be a sequence 
of diagnostic hypotheses about what is happening to the 
patient and the response to intervention. This is more like 
the abductive/ guess reasoning proposed as part of 
rational-empirical processes by the pragmatic philosopher 
Peirce2. In abductive reasoning we start with disconnected 
observations, guess (hypothesize) and finally propose a 
theory (diagnosis in healthcare) that relates them. In this 
view an agent works neither with explicit objectives, or 
strict logic to ensure that the overall healthcare team goals 
will be met and it is a larger, cyclical concept that 
                                                 
1 A clinical protocol contains experts’ knowledge distilled into a 
form of procedural knowledge. 
2 I find Peirce’s discussion of rationality very similar to that 
found more recently in Bratman et al.( 1988) which includes 
intentionality as a central feature of a very pragmatic discussion 
of rational behavior.  

constitutes “success” for a rational-empirical agent. 
Recently the rational-empirical process and learning has 
been updated by Sowa (2002) as a knowledge cycle 
(Figure 1) which includes abduction 
 

 
 

Sowa’s Knowledge Cycle Figure 1 
 

 as the process of generating hypotheses, whose 
consequences are later developed by deduction. Abduction 
works by selecting chunks of knowledge from a “soup of 
knowledge”, evaluating a soup mixes relevance to the 
situation/problem at hand. The cycle employs a mix of 
conjectures, theory, prediction all grounded against 
observations both at the formative and subsequent stages.  
Like Bratman’s (1987) theory of practical reasoning, 
intentions to Peirce and Sowa represent some goal (desire) 
that an agent has committed to knowing/achieving. Unlike 
Bratman, however, in  Sowa’s view, the human mind is 
neither a highly organized knowledge base nor a large set 
of fuzzy images.  Instead much of the human cognitive 
content is assembled as needed into a consistent theory. 
This allows for a natural growth of knowledge which is 
characterized by flow, inconsistency  loose organization, 
and perpetual flux. The concept is captured by the term 
knowledge soup: fluid, lumpy, with adherable chunks of 
theories and hypotheses that float in and out of awareness.  
In this pragmatic view then understanding is better 
represented as soup than by incremental growth piling up a 
storeroom of knowledge. Taken together I like this cyclic 
model of learning and knowledge – it provides a 
challenging way of viewing cognitive products for both 
humans and autonomous systems, and helps understand the 
several challenges of  cooperation and communication 
between both intellects, who have different knowledge 
soups.  It is particularly useful for tasks, such as found in 



medicine and investigatory activities including planetary 
exploration. What distinguishes a knowledge soup from 
large, ontology bases KBs such as Cyc would be the 
absence of a predefined, monolithic organization of the 
knowledge base that applied at all levels of an agent 
architecture all the time. Instead, empirical and hypothesis 
knowledge can be developed and organized incrementally 
in open-ended lattices of theories (chunks in the soup, if 
you will), each of which is consistent by itself, but possibly 
inconsistent with other theories/micro-theories in the same 
lattice. For any particular task, ontological and lexical 
resources can be used in a knowledge cycle system with 
information derived from the environment, documents or 
other agents. Learning takes place abductively via reflected 
“success” integrated with intentionality and traditional KR 
semantic and syntactic properties.  A new theory can be 
added to the lattice for detailed reasoning about the task. 
This Sowa believes is a workable approahces to human & 
autonomous system cooperation (Sowa &  Majumdar 
2003).  Interaction takes place through lattices of theories 
based on situated pragmatic models arising from a 
knowledge cycle.  I believe, further that a case can be 
made that the seven properties which  Cohen and Levesque 
(1990) proposed for a satisfactory reasonable theory of 
intention emerge nicely from Sowa’s knowledge cycle in 
the context of Peirce’s overall theory.  These properties 
are:  

1. Intentions pose problems for agents, who need to 
determine ways of achieving them. – that way 
being the rational-empirical cycle.  

2. Intentions provide a `filter' for adopting other 
intentions, which must not conflict. This is a  
process that gets more complicated as one agent 
hypothesizes about the intentions of other agents, 
but since agents employ hypotheses this can be 
managed as part of the process. 

3. Agents track the success of their intentions, and 
are inclined to try again if their attempts fail -  one 
tenet of pragmatic philosophy. 

4. Agents believe their intentions are possible.  
5. Agents do not believe they will not bring about 

their intentions.  
6. Under certain circumstances, agents believe they 

will bring about their intentions.  
7. Agents need not intend all the expected side 

effects of their intentions. (fallibility) 

As noted Sowa’s knowledge cycle adds to the role of fixed 
knowledge a soupy flux which is constantly adjusted by 
hypothesis driven observation and the resulting leaning.  
This seems to describe well, the type if cognitive landscape 
processed by the 7 principles.   

Scruffy Knowledge, BDI Architectures and Language 

While both lumps of knowledge and learning are necessary 
for a number of reasons, it seems more common in AI 

implementations to embed fixed knowledge in agents and 
give them problem-solving strategies rather than let both 
grow.  Useful architectural approaches to support the 
knowledge soup idea need to emphasize the heterogeneity 
and coordination of intelligence. Layered architectural 
approaches such as Zhang (2000) allow such coordination 
between low level domain independent intelligent 
processes along with scheduling modules that deal with 
detailed temporal and resource constraints and high-level 
controllers that focus on domain issues and domain state. 
Berg-Cross (2002, 2003) proposed three architectural 
layers to support growth based on rational-empirical 
process for flexibility and cooperation in uncertain 
environments – a behavioral component for quick, 
effective environmentally responses (embodiment has 
strong implications on the control strategies for generating 
purposive and intelligent behavior in the world), a 
traditional cognitive, decision making component for 
conventional goal-based planning, and a “knowledge 
soup” using, belief-oriented/ belief, desire intentional 
(BDI) component for coordination and coherence and a 
communication/ interface component. In combination such 
agents provide a good serviceable test basis for pragmatic 
agent. As the pragmatic philosophers noted, the ability to 
improve intentional behavior through hypothesis driven 
learning is one hallmark of true intelligence, and thus 
along with the related ability to communicate hypotheses 
and intentions is one the grand challenges of AI and 
robotics. Intentions, an integral part of the mental state of 
an agent, play an important role in determining the 
behavior of rational agents as they seek to attain their 
goals. Such architectures also support a range of useful 
interaction through the exchange of information between 
humans and robotic agents, the interpretation of this 
transmitted information, the coordination of the activities 
and the cooperation between independent system 
components.  That is, they offer the possibility of 
supporting the full range of human interaction from 
perceptual-motor, cognitive, to social phenomena. They 
also build on the idea of three main elements necessary for 
an agent to participate in social relations (Tomlinson  & 
Blumberg 2002): 

• an internal representation of an agent’s  
relationships with other agents, 

• a means of communicating  socially with those 
other individuals, and 

• a desire to achieve its goals. 
 
Language needs to be considered when addressing the full 
range of what should be supported in a layered 
architecture, I agree with Mataric (2000) that one of the 
stumbling blocks in scaling up agent capabilities to real-
world problems is due to the emphasis of mathematically 
pure rather than pragmatic/lumpy or “scruffy” approaches 
such as found in Sowa’s cycle of knowledge. Striving for 
the twin goals of formality and optimality risks 
disadvantaged such “scruffier” efforts to achieve a human-



like capability, which allows a common basis for 
communication. For example, it is not clear that formal 
agent systems and humans will be able to communicate 
about goals and objectives in an effective fashion because 
of the scruffy, social expectations and pragmatic focusing 
that abounds in human communication. Language is a 
useful, social and intelligent adaptation of limited, rational 
intelligent to the complexity of the real world and it has 
pragmatic meaning to the extent that some conventions 
rather than mathematical arrangements hold within a 
linguistic community.    An infamous example of literal 
concerns a person who asks “Where is the nearest gas 
station? “  He is told to “Turn left  at the corner and go 
about 3 blocks only to discover that it hasn't been open for 
years. For the philosopher Peirce every natural language 
utterance has three components, (s,p,b): Speech act s, 
which states the purpose at a performative/intention level, 
a Proposition p, which states the content at what we might 
call a conscious level and Background knowledge b, which 
is unstated, but assumed as the fluid within which the 
nuggets of propositions fit.  Thus a speaker may imply 
many things more than in the propositions of a sentence.   
These make up a sentences’ full “meaning” including the 
purpose for which a sentence is "used" (Grice, 1975).  In 
human experience different people have different 
background knowledge, views, theories, purposes, and 
vocabulary built up over their knowledge cycle. This is 
more a composite soup than an exact formula. Constant 
social interaction for common purposes helps keep such 
knowledge coordinated and makes our sentences mutual 
understandable in context.  Recall the principle that agents 
pragmatically track the success of their intentions, and are 
inclined to try again if their attempts fail – a heuristic, goal 
seeking function.  It is also perhaps worth noting in this 
context that shared backgrounds are part of the social 
knowledge of agents and that human interaction with 
computers, television, and other communication 
technologies look surprisingly like conventional social 
relationships as demonstrated convincingly by Reeves and 
Nass (1996).  Thus people interact politely with 
applications, respond to praise-like feedback from them 
and view them as teammates, something that makes sense 
as part of a “useful agent hypotheses” basis for interaction. 
 
In concluding, the attempt to pre-populate agent 
knowledge with formal knowledge rather than let it 
“develop” may not serve long-term, social human-
computer interactions that grow out of a practical, rational-
empirical process.  Thinking of knowledge as primarily a 
settled, rigid, and definite thing may be a strategic mistake, 
although concentration on fixed knowledge is 
understandable in the early phases of intelligent systems 
work1.  Further this approach seems counter to the way 
                                                 
3 As evidence, direct, logic-based views seem to have run into 
difficult issues within some practical problem areas including 

biological systems learn and agents that cooperate with 
such creatures need to keep this in mind.  Zadeh and 
Charles Peirce might agree on moving beyond fixed 
knowledge views - a better view is that  knowledge is 
approximate, developmentally, and epistemologically, 
hypothetical and tentative and that building fixed 
knowledge bases for autonomous agents reflect an 
unanalyzed  trade-off favoring a priori bias as opposed to 
one based on abductive processes centered around 
intentions and practical hypotheses.   
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