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Abstract 
Analysts supporting homeland security via threat network 
analysis have a wide range of data sets at their disposal, and 
many link analysis technologies are capable of generating 
useful analytical information. While each data set provides 
critical information, and each tool has a unique set of 
strengths, not all tools are applicable to all data sets, even if 
the data is formatted in a way that the tool can use. Link 
analysis technologies do not perform equally well on all 
data set types, yet we have only begun to scratch the surface 
of exploring how the various technologies available perform 
against the varying data types, and the most appropriate 
way to measure the effectiveness of these technologies. 
 
Further, we must understand the implications of combining 
these data sets, with and without noise models for the 
various data sets. It remains to be determined whether data 
sets should be merged before analysis—the current trend in 
the face of increased data sharing among agencies—or if 
better results emerge from combining results derived from 
the individual data sources independently. 

Introduction   
Analysts supporting homeland security via threat network 
analysis have a wide range of data sets at their disposal, 
each of which possesses its own unique characteristics that 
impact analysis on that data set. Link analysis technologies 
are those that are applied to structured data sets—those 
with individuals and relationships (“links”) connecting two 
or more individuals, where the data is highly formatted, as 
in a spreadsheet, comma-delimited text file, or structured 
database. Optionally, the data set may also contain 
attributes: descriptive information about the individuals 
and/or the relationships that exist among them. Depending 
on the data source, the relevance and reliability of the 
structured information will vary widely. 
 
Small, signal-rich data sets, such as those that are analyst-
vetted—i.e., those that contain information specifically 
identified or derived by analysts—typically contain the 
most accurate description of a threat group, but are 
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difficult to generate, are highly vulnerable to analyst-
drawn conclusions, and offer only a static image of the 
network. Automated extraction of unstructured intelligence 
reports can produce larger data sets that are more dynamic 
in nature, but contain large amounts of noise because of 
limitations of the current extraction technologies. Still 
larger data sets, such as large transactional databases, 
exist—noisy also, with noise now corresponding to non-
threat activity, rather than systematic errors. Further, each 
type of data set is vulnerable to human errors and 
intentional deception, but with different implications for 
each of the different data set types.  
 
Typically, link analysis technologies do not perform 
equally well on all data set types; we have only begun to 
scratch the surface of exploring how the various available 
technologies perform against the varying data types, and 
the most appropriate way to measure the effectiveness of 
these technologies; see [Tierno, 2005] for related work.  
 
Further, we must understand the implications of combining 
these data sets, with and without noise models for the 
various data sets. It remains to be determined whether data 
sets should be merged before analysis—the current trend in 
the face of increased data sharing among agencies—or if 
better results emerge from combining results derived from 
the individual data source independently.   

Differing Data Sources 
No single data model is rich enough to capture the 
complexity of data drawn from disparate sources—no 
single parameter set can serve as a one-size-fits-all 
description of the data found in different data sources. 
Consequently, performance analysis on a single data type 
does not represent the overall effectiveness of a link 
analysis tool. For the purposes of this paper, we consider 
data sets as falling into one of three main categories (see 
Figure 1): 

• Analyst-vetted data sets, which are smaller, 
signal-rich data sets produced by manual 
extraction of relevant information from 
intelligence reports, and from human 
interpretation of the threat situation, 



• Output from automated information extraction 
systems, which parse large collections of 
unstructured text documents to identify entities 
and links  

• Transactional (structured) databases, which 
usually contain a much lower signal level—i.e., 
containing many irrelevant transactions—and 
depict raw interactions among entities with no 
higher level reasoning or interpretation. 

 
Analyst-vetted data sets are produced by one or more 
analysts who comb through news sources and intelligence 
reports to find significant pieces of information. A 
business analyst, for example, may be interested in 
connections between Fortune 500 companies, and could 
sift through business reports and financial holdings 
information to find interesting links and add them to a 
structured database. Because the manual information 
extraction process is time intensive, it is unlikely that the 
analyst will spend much time adding information to the 
database that does not appear to be relevant or interesting. 
Consequently, these data sets are often “ready for viewing” 
in the sense that an analyst could find interesting structure 
in data by using a network visualization tool that offers 
simple filtering options. More-complicated analysis, 
however, such as finding shortest network distance 
between pairs of entities, may be difficult on such 
networks once they reach more than a couple hundred 
entities, since the calculations are time-intensive. 
 
Because of the level of manual effort needed to generate 
analyst-vetted data sets, analysts have turned to automated 
techniques to extract meaningful link information from 
larger collections of documents. Most information 
extraction systems perform best when trained on or tuned 
to the same or a very similar data corpus, but some offer 
lower level of performance systems when used “out of the 
box”. Intelligence reports often use only single case font, 
and the language may be very “telegraphic” or terse in 
nature, creating additional challenges to automated 
approaches. Additionally, automated extraction systems 
are unable to achieve the same level of understanding as a 
human reader, resulting in information capture that may be 
technically correct from a document parsing perspective, 
but is uninteresting or irrelevant from an intelligence 
perspective, such as an action about an innocent bystander, 
or of actions by generically-named people (the Irish), 
rather than specifically named persons (Patrick O’Shea). 
Consequently, because of errors produced by the 
automated system and because of the increased likelihood 
of including extraneous information, structured databases 
populated by automated extraction technologies tend to 
have a much higher noise level than analyst-vetted 
datasets. 
 
Transactional databases are the third category of data 
sources we consider in this paper. For our purposes, 
transactional databases include any database that stores 
communications, transactions, or interchanges between 

two or more people. Transactional databases may include 
credit card records indicating financial transactions 
between two parties, email logs indicating which of a 
company’s employees are communicating with one 
another, or flight records indicating which subsets of 
people are traveling together on any given flight. Noise 
due to system errors is typically low for these databases, 
since the errors correspond to activities such as 
misapplication of a credit card number or incorrect 
recording of a passenger’s name. These data sets can vary 
widely in volume, depending on the period of time over 
which an analyst chooses to review the data. Note that 
transactional data sets may include regular or frequent 
interactions among some individuals, such as a customer 
that regularly shops at the same store, or business 
associates that frequently travel together. Analyst-vetted 
and automated extraction datasets may be less likely to 
capture repeated interaction among individuals, since these 
low-level observables are typically not considered 
“newsworthy”, lessening the impact of technologies that 
require such observations. The greatest strength of 
transactional databases, however, is also their greatest 
weakness; they capture every observation, meaning that 
the “signal” in these databases—the small subset of critical 
activity to be observed—is very low compared to the 
overall data volume. 
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Figure 1. Comparison of noise levels and data volume 
for three categories of data sources 

Technology classes 
Link analysis technology typically encompasses research 
in many areas. A subset of these (non-exclusive) 
technologies includes: 

• Social network analysis, 
• Pattern identification and pattern matching, 
• Activity monitoring and anomaly detection, 
• Link clustering and group detection,  
• Classification and characterization. 

For some of these approaches to succeed requires that the 
data show evidence of evolving structures and behaviors. 
While these technologies, accordingly, may be relevant to 
large, transactional data sets, they may have limited 



relevance to temporally-static data sets, such as analyst-
vetted data sets. Conversely, other technical areas perform 
best with a very static intelligence assessment, and may be 
best suited to analyst-vetted data sets and “time slices” of 
automated extractions or transactional databases. 
 
Some social network analysis measures, for example, 
attempt to provide insight into the social and 
organizational structure of the underlying communities. 
Some of these same measures are very sensitive to errors 
in the data [Carley, Reminga and Borgatti, 2003]. 
Accordingly, some of these techniques may be relevant for 
analyst-vetted data sets or large transactional data sets, but 
may suffer in performance when operating against error-
prone data sets from automated extraction. Furthermore, 
most of traditional social network analysis has focused on 
static networks [Carley, 2003], implying that the dynamic 
aspects of transactional datasets may be underutilized. 
Newer research in the field focuses on the dynamic 
aspects, implying that some of the emerging tools may 
better support these data sets. 
 
Pattern identification and pattern matching is a very 
broadly defined class of technology, corresponding to an 
equally broad application space. One example of pattern 
matching technology is event detection, performed by 
BAE Systems’ CADRE [Pioch, et al, 2003; Pioch, et al, 
2004]. In CADRE, patterns are flexible enough to include 
or exclude temporal information, or other attribute 
information that may be available, making the tool very 
versatile. Similarly, Subdue, a graphical pattern 
identification tool developed at the University of Texas, 
Arlington, that identifies reoccurring substructures in link 
data, can operate on a wide variety of data sets. [Cook and 
Holder, 2003] The utility of these tools, however, may not 
be fully realized on small, analyst-vetted data sets, where 
such analysis is much easier to conduct by hand than it is 
on larger data sets.  
 
Some link analysis tools offer activity monitoring and 
anomaly detection; that is, they are designed to identify 
occurrences of unusual activity or behavior. An example of 
such system is described in [Fawcett and Provost, 1999]. 
These systems require temporal information for the links 
appearing in the data set. Also, as the authors indicate, the 
value of the system is best demonstrated by how quickly 
fraudulent activity is discovered, meaning that accurate 
temporal information at the finest granularity serves as the 
best input for such a system. Transactional databases 
clearly offer the best temporal information, assuming that 
the date-time stamp is one of the pieces of information 
recorded for each transaction. Analyst-vetted datasets often 
consist of longer ranging activities, and information that 
appears on a very uneven, course-grained timeline, such as 
when friendships may have existed, or when two 
individuals were roommates. Automated extraction 
systems are limited by the temporal information in the 
documents they process, which may also consist of very 
course-grained time information. Further complicating 

temporal processing is the fact that many automated 
extraction systems collect dates that are relative to the date 
of the document itself, such as “yesterday” or “last spring”. 
 
Some group and event detection technologies require that 
the dataset contains repeated observations of group or 
operative team member interactions [Kubica, et al, 2002]. 
In analyst-vetted data sets, this information typically is not 
captured, making these technologies less-suited for these 
datasets. Repeated observations or linkages in 
automatically extracted data, however, must be handled 
carefully, depending on how well information pedigree is 
tracked across the document corpus. Repeated reports of 
two individuals interacting, for example, could either 
correspond to multiple meetings between the individuals, 
or multiple reports of the same meeting between 
individuals, thus overweighting the significant of the 
single event in these systems. 
 
Some link analysis systems incorporate attribute 
information for the associated entities and links, such as 
Proximity, developed by UMass., which can be used for 
entity classification. [Neville, et al, 2003; Neville, et al, 
2003] Other systems for entity classification, such as 
NYU’s pRN [Macskassy and Provost, 2003] may use few 
if any attributes, and will consequently rely more heavily 
on observing links between associated individuals. 
Depending on the document corpus, automated extraction 
systems may provide very little attribute information, 
whereas analyst-vetted data sets are most likely to contain 
a rich set of attributes. In this case, technology selection is 
not just sensitive to the type of data source, but is also 
highly dependent on the individual data set itself. 
 
Data volume itself poses a performance challenge to many 
of the link analysis technologies. Anyone who has tried to 
view a very large link dataset in a traditional link 
visualization system, for example, knows that the massive 
amount of available data can quickly overwhelm a system, 
and make even basic operations against the data set very 
difficult. Some technologies have been developed to focus 
on large data sets and incorporate approximation 
techniques to derive results [Bidvuk and Dexter, 2003]; 
while larger data sets may require such techniques, results 
for smaller data sets may be poor due to the small 
associated sample sizes available, when the data sets are 
small enough for exact methods. 

Utility of Technology 
When considering the relevance of various technologies, 
the performance must be understood for each type of data, 
since acceptable performance on one type of data does not 
necessarily imply relevance to other data sets. 
• Does the tool require a data environment that does 

not exist? For example, does the tool require fine-
grained temporal information together with analyst-



vetted quality attribute information to produce 
meaningful results? 

• Will the tool be relevant if the quality or 
characteristics of the data sets change? For 
example, if information extraction technology 
achieves a 20% level of improvement over the 
current state-of-the-art, will the tool become 
relevant? If so, how likely are the requisite changes 
to occur? Every link analysis system has minimum 
data quality requirements, and these will vary 
widely from one tool to the next. While it is clear 
that the quality of extracted data produced by 
automated systems is insufficient for several link 
analysis tools, it is certainly not true for every data 
set and every link analysis tool. More research is 
needed to understand the potentially fruitful 
integration of information extractors with link 
analysis technologies. 

• Is the tool limited to processing data sets for which 
its results are transparent, or more easily derived 
via simpler alternative algorithms or procedures? 
In other words, does the tool only perform well for 
data sets in which the answer is obvious? Does the 
tool, for example, focus on finding structures so 
complex that the run-time of the system prohibits 
processing large data volumes? If so, does the 
overhead needed to prepare data and run the tool 
outweigh the amount of time needed to manually 
identify the same information? 

Merging Data Sources 
Analysts realize that a single data source rarely provides 
the complete analytical picture, and often see material in 
other data sources as having the potential to “fill the gaps” 
in their own single-source analysis. The current 
operational response is to better arm intelligence analysts 
by removing boundaries across agencies for the purposes 
of data sharing and increased collaboration, endorsed by 
the USA Patriot Act [www.lifeandliberty.gov/]. Yet in this 
“More is Better” realm of intelligence gathering, few if any 
are asking about the quality implications for multi-source 
intelligence derived by creating one large melting pot from 
the numerous sources. 
The keystone to successful multi-source analysis is the 
proper merging of intelligence from additional sources. 
The noise levels of different data sets will vary widely, and 
different noise levels call for different analysis techniques. 
A key unanswered question is whether the data should first 
be combined as a single data set and exploited as a single 
source, or if the data sets should be processed individually 
with intelligence exploitation tools, with the individual 
results incorporated into a unified interpretation. 
As an illustrative example, Figure 2 depicts a network in 
which link analysis on information from two merged data 
sources produces an incorrect interpretation of the 
underlying terrorist network; Figure 3 demonstrates how 
the merged results from analysis on the single data sources 

can provide a more accurate interpretation of the network 
structure. Figure 2 depicts data from two sources, A and B, 
which both contain a subset of ground truth links. Data set 
A also contains false links (in red). An analyst merged the 
datasets into a common dataset and applied a group 
detection algorithm to identify terrorist cells. After 
identifying the cells, the analyst explores data to find an 
individual serving as a leader across both cells. Because 
the analyst was unable to emphasize the value of the 
higher-fidelity data from source B, the noise from source A 
leads to an incorrect evaluation of the network structure. 
Figure 3 depicts the same data sources appearing in Figure 
2. Rather than merging all of the available data 
immediately, the analyst instead generates group 
information for each of the data sources separately, and 
merges the outcomes. By addressing the data sets 
separately, the analyst obtains contributions from each data 
set without obscuring information from any data source 
due to the noise from another. Although data set A 
contains more noise, some significant groupings emerge 
which, combined with groupings from higher-fidelity data 
set B, produce a better overall network interpretation. 

 
Figure 2. Merging data from multiple sources without 
prior analysis may produce false information about the 
key individuals in a terrorist network. 



Figure 3. Merging analysis results drawn from separate 
data sources may produce a better comprehensive 
analysis product. 

 
Information theory can guide the design of the data 
reduction process. From quantitative analysis we can 
derive efficient ways to reduce/merge the data while 
preserving the maximum amount of intelligence available. 

An Information Theoretic Approach for Multi-
Source Analysis 
We consider here the case of information available for 
pattern matching algorithms, one of the classes of link 
analysis technology described in the preceding section. We 
look at the specific example of making predictions about a 
pattern instance. One such example could be to identify 
instances of some key business activity, and then 
determine whether the activity is for a legitimate company 
or for a front company. Our goal is to determine the 
amount of information that is provided in the evidence for 
each identified instance of the pattern under investigation. 
Specifically, given a set of observations for an identified 
pattern instance, we measure the volume of additional 
information needed in order to consistently correctly 
classify it—that is, we want to determine how much 
information we have, and how much more information we 
need. We will use the formalism of Information Theory to 
define and quantify information. 
Brief Review of Information Theory 
Given a random variable X, with probability distribution 
function p(x), we define the entropy of X, measured in bits 
as: 

 
(1
) 

The entropy can be interpreted as a lower bound on the 
average number of bits necessary to encode the random 
variable X. 
Given two random variables X and Y, the conditional 
entropy of between X and Y is defined as 

 

(2
) 

The conditional entropy can be interpreted as a lower 
bound on the number of bits necessary to encode X if Y is 
known. This leads to the definition of mutual information, 
which captures how much of the variable X is known, by 
knowing only the variable Y and the joint distribution 
p(X,Y). The mutual information is defined as: 

 (3
) 

The mutual information is the difference between the 
information in X and the information left in X once Y is 
known.  
Applying the Bayes rule provides the following alternative 
expressions for the mutual information: 

(4
) 

The relative mutual information defined as: 

 
(5
) 

which measures the fraction of the information in X 
captured by Y. 

Characterization of Classifiers using Relative 
Mutual Information  
A special case of consideration is when X is a binary 
variable and Y is the output of classifier trying to detect the 
value of X. In this case the conditional probabilities in the 
last row of Equation (4) are the true positive, false 
positive, true negative and false negative rates of the 
detector. Besides depending on the characteristics of the 
detector, mutual information also depends on the 
probability distribution of X. 
For a given p(X), we can compute all the true positive-false 
positive rate pairs that correspond to a given relative 
mutual information. These values correspond to the 
Receiver Operating Characteristic (ROC) curve of a 
classifier with the given Relative Mutual Information. 
Figure 4 shows an example of these curves for a source 
with signal-to-noise ratio SNR = p(X=T)/p(X=NT) = 1/9. 
A common scalar figure of merit for a classifier is the area 
under the ROC curve (AUC). For a given input source 
SNR, we can plot the Area Under the Curve (AUC) as a 
function of relative mutual information. As can be seen 
from Figure 5, these two scalar characterizations of the 
classifier are highly correlated. 



 
Figure 4. ROC curves as a function of Relative Mutual 
Information for a classifier with input SNR = 1/9. 

 
Figure 5. : Area under the curve as a function of 
relative mutual information 

Characterization of Classification Features using 
Relative Mutual Information  
Frequently, we wish to detect a hidden characteristic of a 
source, such as whether or not the identified pattern 
instance corresponds to threat activity, by relying on some 
of its observable aspects or features. In this case we will 
have three random variables to consider. Variable X 
encodes the “ground truth” of the source as to whether it 
satisfies the hidden characteristic. Variable Y encodes the 
observation of whether the source contains the feature 
selected for characterization. Variable Z is the output of 
our classifier, i.e., our estimation of whether the source 
verifies the hidden characteristic.  
Since Z only depends on Y, we will have: 

 (6
) 

And thus the classifier based on Y can’t perform any better 
than Y. The relative mutual information of the feature Y 

with respect to the input source is thus an upper bound on 
the performance of the classifier. 

Comparing information in separate data sets 
versus a merged set 
The analysis in the previous section assumes that the 
evidence associated with a particular “identified pattern 
instance” has been already established. A fraction of the 
information present in the evidence is lost when this 
association is not available a priori. 

 
Figure 6. Labeled Information, identifies the individual 
pieces of evidence that are related 

 
Figure 7. Unlabeled information, does not group the 
evidence, increasing the probability of 
misinterpretation. 

The fraction of information lost can be cast into the 
information theory framework by introducing an additional 
variable, C, that encodes the pattern instance assignment of 
each individual piece of evidence.  
With this new variable the information contained in the 
combination of Y and C is equivalent to that contained in 
Ŷ=(Y,C). To quantify how much information is contained 
in C we can expand the preceding relation using mutual 
information’s associative property: 

 (7)

From Equation (7) we conclude that the information 
contained in the labeling of the evidence is 

 (8)
which can further be expanded as in Equation (9) 



 (9)

To minimize the information contained in the labeling 
variable we must minimize the difference between the 
entropy of the labeling variable given the evidence, and the 
entropy of the labeling variable given the evidence and the 
ground truth.  
Potential for loss of information by merging data 
rather than results 
Merging sources does not destroy information. However, 
increasing the amount of information can significantly 
affect the value of the correction term in Equation (9). This 
effect can be more noticeable when the models that relate 
the evidence and the underlying groups are uncertain. 
Within one source, errors in the model will affect all the 
evidence equally. However, when mixing evidence, errors 
in the model will add additional uncertainty to the labeling 
of the evidence. 
In this situation it may be advantageous to reduce 
(interpret) the sources before merging them. Although this 
may diminish the information in the source, it can allow 
for a much more efficient merging of the two sources.  
Information theory, and the analysis presented in this 
section, can guide the design of the data reduction process. 
From quantitative analysis we can derive efficient ways to 
reduce/merge the data. 

Conclusions and Recommendations 
Link analysis can support a network analyst in a wide 
variety of ways, but it is important to remember that every 
technology has some underlying assumptions about the 
type, quality, or volume of available; consequently, it is 
inappropriate to make blanket statements about the utility 
of a technology based on a small, focused sample of data 
set types. Each technology needs to be understood well 
enough to identify minimum processing requirements; 
while it is interesting to note the areas in which a tool 
performs best; proper use of that tool also requires a full 
knowledge of its performance limitations. 
 
Tool integration is more than a development task, since the 
performance impact of upstream processes on downstream 
applications may be complex. There are research issues to 
be addressed in performance analysis of systems, not 
simply of the individual tools themselves. To start, better 
metrics are needed that focus on the quality of input of 
downstream processes, rather than just the output quality 
for the initial objective.  
 
Finally, we emphasize that the goal is to provide the best 
analytical information to the individuals who need it to 
make the greatest use of available information. It is 
important, then, to recognize the implications of merging 
data, both in terms of the net collection of tools that are 
appropriate for the data set, and for the preservation of the 
greatest amount of intelligence within the data set itself. 

More research is needed, and can be conducted using real 
and synthetic data sets, for real insights into merging data 
of differing data types and from differing data sources, to 
maximize information use. 
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