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Abstract

We discuss the threats posed by attacks on computer infras-
tructure, and particularly attacks from distributed, stealthy
sources. We propose that these attacks would best be de-
tected by distributed networks of sensors, and that these dis-
tributed networks must protect the privacy, confidentiality and
anonymity of their members. We briefly outline a network at-
tack detection technique we are working on that is based on
privacy-preserving collaborative filtering, and discuss some
related work.

An Emerging Threat
In the Spring of 2003, a new sort of trojan horse was dis-
covered that puzzled security analysts. Dubbed “Stumbler”
(aka 55808 and Typot), this malware did not fit any of the
standard categories. Stealthier than typical (not designed
to spread automatically), Stumbler seemed to be designed
to quietly map the internet, and return results to a (quickly
defunct) IP address. It hid its probing in a tidal wave of
chaff, emitting 1000 spoofed addresses for every real in-
fected host. If Stumbler detected that its host network was
disconnected, it attempted to erase itself, probably to avoid
capture. Nonetheless, it was captured, and some basic facts
about it were extracted. Security experts speculated that
Stumbler was part of a distributed network operated by some
person or persons unknown who were intent on testing dis-
tributed mapping technology. The ultimate intent of this in-
telligence gathering is unknown.

Stumbler had a number of clumsy aspects that enabled
it to be detected by vigilant analysts, e.g. it was caught in
large part due to an idiosyncracy in its protocol parameters.
However, more adroitly crafted malware of its class may be
operating now, and utterly evading detection. Indeed, initial
press reports on Stumbler inspired at least one copycat tro-
jan. Of great concern is the scenario in which a network
of thousands, or hundreds of thousands of Stumbler-like
agents, could compile and forward a vast list of vulnerable
targets for a coordinated attack. They may even particpate in
the execution of such an attack, as we have seen with several
generations of distributed Denial of Service (DDoS) tools.

Distributed probing techniques like Stumbler pose a spe-
cial challenge for intrusion detection systems (IDSs). Work-
ing low and slow from dispersed compromised hosts, they
evade conventional alarms on probed systems, and make

tracing a challenge. The full behavior pattern of such a threat
is not visible to any one site. We need a new paradigm to de-
tect such attacks: we must oppose distributed attackers with
distributed defenses.

Correlation between distributed IDSs has a much better
chance of spotting such stealthy activities. But making a
distributed system operate across a wide range of existing
networks must overcome both technical and administrative
challenges. The distributed system must, of course, pick out
signals from inherently noisy detection channels; the statis-
tics of pooled data show great promise in this. But in trans-
mitting information about suspicious activity, the network
must also respect the privacy and security of contributors.
Contributing networks want the attackers to be caught, but
do not want to draw attention to their own potential vulner-
abilities, or reveal information about their traffic that they
may be obliged to protect for legal, military, or financial rea-
sons.

More generally, with the emerging broad distribution of
common software installations and configurations, it is clear
that sharing information across a broad application commu-
nity will provide enormous leverage in the identification of
both failure modes due to internal problems, and stealthy
distributed network attacks as in the example above. The
challenge is to get the widest possible participation in such
information sharing efforts. This is difficult for (at least)
two reasons. First, commercial enterprises will be key par-
ticipants in any such information-sharing network. In or-
der for them to participate, we must provide assurances that
they will not leak information to their competitors that will
put them at a disadvantage in the market. A second issue is
that the information that one needs to identify attacks could
be exploited by a malicious insider. So any information-
sharing approach must preserve strong anonymity; not just
not directly exposing information, but also resisting traffic
analysis.

Requirements for a Solution
We are beginning work on a system that will fuse cyber at-
tack information from widly distributed hosts and networks
across many domains. The system will allow its members to
securely and anonymously exchange information on poten-
tial attacks. In the process of formulating our approach, we
have reached the following conclusions about the nature of a



distributed, information-sharing approach to identifying and
responding to failures and attacks:

• The presence of malicious participants must be assumed.
Malicious participants provide bad data, could provide
bad recommendations, could in a worst-case usurp or
spoof a centralized role should a thing exist.

• Information exchange should be peer-to-peer, for several
reasons. First is the need to tolerate malicious behavior as
described above. Second, since community members are
in many cases business or bureaucratic competitors, trust
is not assumed. Third, scale is critical—these solutions
must function with very large numbers of participants to
be effective. Finally, robustness will be greater in an ar-
chitecture that does not include a single, central point of
failure.

• Information hiding or anonymizing is required, and feasi-
ble. People only want to share so much data.

• Determination of the likelihood of the local presence of a
failure or attack must be made locally.

These properties place some requirements on the form of an
effective solution. Things we see as a particular challenge at
this point include:

• Scale. Detecting stealthy network-wide attacks will re-
quire information sharing across large communities.

• Identifying the relevant configuration information to sup-
port “population reasoning” regarding the relationship be-
tween local properties and vulnerabilities and effective
countermeasures.

• Including sufficient information to allow failures to be
identified, without giving away sensitive information (in-
cluding your own vulnerabilities).

• Quantifying the degree of rejection of malicious input
(how many compromised community members can be
tolerated? how can the presence of malicious participants
be detected?) and ensuring some form of graceful degra-
dation.

• Guaranteeing convergence in a reasonable time, under
reasonable assumptions regarding communication band-
width.

Our approach to addressing these issues involves a novel
integration of collaborative filtering (similar to recom-
mender systems) and advanced cryptographic privacy. This
approach has the striking advantage of performing better as
the scale increases. Unlike any previous techniques, our ap-
proach will operate over very wide areas of the internet, such
as across the Continental U.S., potentially spanning multiple
enterprises, government and business.

This approach will provide correlation that is scalable,
and that protects the identity and private information of net-
work participants. Because network participants will gain
useful information, at low cost in bandwidth and computa-
tion, while preserving private information, the filtering net-
work can grow rapidly to cover large areas.

Existing Approaches to Collaborative Threat
Identification

While our approach involves a novel combination of tech-
niques, there has been considerable previous work in re-
lated areas. One of our interests in a forum such as this
Symposium is in exploring the connections and comparisons
among these different threads of work.

For example, approaches that are sensible for collabo-
ration between Intrusion Detection Systems (IDSs) in the
same domain or between highly trusted peers, such as
Quicksand (Krügel & Toth 2002), or Scyllarus (Goldman
et al. 2001) are attractive when the goal is to assemble the
steps in an attacker’s plan in real time. Unfortunately, these
techniques do not naturally provide the privacy protection
required and often explicitly work against privacy.

Existing approaches to automatic collaboration between
IDSs in different domains often rely on a trusted central
analysis center. For example, the Internet Storm Center
(DShield) takes reports from a wide variety of existing fire-
walls, and does port trend analysis over time (from real-
time to weeks).1 DShield analysis personnel perform fur-
ther interpretation of the data, e.g. ”the increased port 9898
trend is likely to be due to exploitation of the dabber back-
door” (Yegneswaran, Barford, & Jha 2003).

Other proposed peer IDS systems, such as DOMINO
(Yegneswaran, Barford, & Jha 2004) which is geared
towards worm detection, have not made strong pri-
vacy/anonymity guarantees a primary goal. Locasto et
al.(Locasto et al. 2004) propose using Bloom filters (Bloom
1970) as a method for compactly sharing intrusion informa-
tion in a distributed IDS network. These one-way hashes
provide only limited security however; an attacker able to
probe the reports of of different parties could extract infor-
mation about what was reported by whom.
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