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Abstract

By employing hybrid dynamical systems-oriented techniques
for reasoning about dynamical systems, it is possible to for-
malize some typically informal meta-intelligence about real-
time intelligence of embodied agents. Furthermore, this
meta-reasoning could be straightforwardly implemented in
an embodied agent, forming a basis for meta-intelligent plan-
ning or deeper logical reflection. This paper concretely illus-
trates the underlying concepts, discussing a specific dynam-
ical system for navigation intelligence, a specific system for
meta-level reasoning, and a hypothetical case of their integra-
tion in an embodied agent. The paper also suggests that the
fundamental ideas generalize to other, similarly expressed in-
telligence models, and that some high-level meta-reasoning
over dynamical intelligence could thus be straightforwardly
reduced to meta-reasoning over logical representations.

Introduction
This paper describes a framework for implementing meta-
intelligence over dynamical intelligence in an embodied
agent. As an illustrative example, consider a hypothetical
agent, such as a mobile robot or an autonomous animated ac-
tor, that has a dynamical system-based, continuous-response
model for navigation (see (Arkin 1998) for an overview).
Further assume that, other than the differential equations that
encode its navigational intelligence, the agent possesses no
noteworthy intellectual power. Therefore, the agent’s dy-
namical intelligence is essentially sub-propositional; the un-
derlying differential equations encode reactive intelligence,
guiding wayfinding in real-time response to the world, but
no proposition-level planning or inference is performed.

Reasoning about such dynamical, low-level intelligence is
frequently informal and performed by observers, not by the
agents themselves; for example, a mission analyst might use
knowledge of a robot’s navigation system to decide which
of several possible scenarios would be least difficult for that
robot. If navigating robots could consider their own intelli-
gence and analyze the relative difficulties of their own pos-
sible environments, however, they could perform more in-
formed, intelligent autonomous wayfinding. More directly,
if a robot could reason about relative difficulties using the

Copyright c© 2005, American Association for Artificial Intelli-
gence (www.aaai.org). All rights reserved.

same methods that humans would, it could effectively ap-
proximate bringing an analyst along on its trips.

Such relative difficulty analyses have the character of
meta-cognition —they are the results of intelligent reason-
ing about the intelligence of the agent— but before they
could be performed by a meta-intelligent actor, two distinct
steps would need to be taken: the analyst-level intelligence
must be formalized, and that formalism must be integrated
into the dynamical agent system. That first step, compu-
tationally encoding what is meant by a judgment such as
“relative difficulty” and thus enabling propositional reason-
ing about sub-propositional intelligence, requires sidestep-
ping the severe undecidability barriers that preclude direct
reasoning about the general reachability problem for trajec-
tories of dynamical systems (Alur et al. 2000). The sec-
ond step, integrating such propositional, meta-level judg-
ments into the dynamical agent system, seems in many
ways to be more straightforward than formalizing the meta-
intelligence; this paper argues that, for the state reacha-
bility-based approach presented in the paper, there are no
significant semantic, meta-linguistic complexities to impede
that progress. Indeed, implementing meta-intelligence over
dynamical intelligence could be even more straightforward
than formalizing and implementing logical reflection over
purely proposition-level intelligence: With proposition-level
reasoning about sub-propositional intelligence, there is an
inherent distinction between continuous (object-level) and
discrete (meta-level) abstractions that can simplify the se-
mantic inter-relationships between levels.

This paper describes a feasible, hybrid dynamical sys-
tems-oriented framework for implementing a kind of meta-
intelligence over dynamical, real-time intelligence. The pa-
per discusses a concrete example system for reasoning about
dynamical intelligence —a verification-based formalization
of relative difficulty computations for autonomous agents in
various navigation scenarios— and it suggests that a meta-
cognitive agent could employ this system to improve its own
wayfinding methods. The paper does not, however, present
a full implementation of reflexive reasoning; as of this writ-
ing, there have not been enough tests of this framework to
merit discussion of fully implemented agents with limited
meta-intelligence, much less agents with the more extensive
reflection mentioned briefly in (Aaron & Metaxas 2002).
Nonetheless, it describes a first step toward meta-cognitive



agents with dynamical intelligence, illustrating a general un-
derlying theory that can apply to a variety of dynamical and
hybrid dynamical intelligence systems.

Methodology
Overview: Hybrid Dynamical Systems,
Reachability, and Relative Difficulty Analysis
The underlying methodology of relative difficulty analysis
is based on techniques for analyzing hybrid dynamical sys-
tems (hybrid systems, for short), systems with mixed con-
tinuous and discrete dynamics. Hybrid systems have been
used to model a wide range of processes, from air-traffic
management systems (Tomlin, Pappas, & Sastry 1998) to
biological processes (Alur et al. 2001a) and beyond. There
are severe restrictions on direct analysis of hybrid systems
(Alur et al. 2000); correspondingly, there have been sev-
eral approaches used to approximate hybrid systems and
thus make analysis feasible (Asarin, Dang, & Maler 2002;
Chutinan & Krogh 1999).

Unlike previous applications of hybrid systems-oriented
techniques to analyze navigating actors (Aaron et al. 2001;
Koo & Sastry 2002), the present approach does not require
significant a priori restrictions on the differential equations
that govern actors’ navigation. Given the geography of a
model —including the initial region in which actors may be-
gin as well as the positions of all entities in the model— and
a dynamical system (i.e., differential equations) describing
how that model will evolve over time, the relative difficulty
analysis procedure does the following:

1. Creates an abstraction of the model by decomposing the
domain space of the dynamical system into simplices;

2. Computes a piecewise linear approximation of the model,
i.e., for each simplex, constructs a linear approximation
of the dynamics over that simplex;

3. Performs state reachability analysis on the approximated,
abstracted model, estimating the likelihood that the actor
will reach its target before colliding with an obstacle;

4. Utilizes the results of reachability analysis to quantify the
relative difficulty of that modeled world.

The foundations of this framework are general, applicable
to various kinds of reasoning in both animation and robotics
applications, allowing for comparisons among different nav-
igation methods and among different world configurations.

This method is substantially based on state reachabil-
ity analysis (see, e.g., (Clarke, Grumberg, & Peled 2000)),
which is commonly employed to verify properties of some
classes of dynamical or hybrid dynamical systems. In such
a verification, the system model is decomposed into dis-
crete states, and each state is identified as either satisfy-
ing or falsifying particular properties of the system (e.g.,
whether the values of variables are within a certain pre-
scribed range). To verify that a model satisfies a given
property, an automated tool such as (Alur et al. 2001b;
Asarin, Dang, & Maler 2002) computes whether the sys-
tem could evolve into a state that falsifies the property. If
no such falsifying state is reachable, then the system must
always satisfy the property.

Figure 1: An example agent employing the dynamical navi-
gation intelligence described in this paper. The actor (white
mouse) stays far from the flying saucer obstacle on its
left but passes close by the friendly-looking obstacle (toy
mouse) on its right when navigating around it.

A similar state reachability approach is employed in the
method presented here; undecidability restrictions that ap-
ply to reasoning about complex dynamics are avoided by
instead reasoning about approximations to the original navi-
gation system. Each simplex is considered to be a state, and
a state is considered to be reached if the system evolves into
that state, as controlled by the navigation functions. When a
single actor is the only entity relevant for system evolution,
discussion may often equate the concepts of state reachabil-
ity for the actor and for the system.

This is a significantly abbreviated overview of a more
complex system; details such as the mechanism for gener-
ating the linear approximations that enable the method to
escape undecidability restrictions, for example, are outside
the scope of this paper. For more detailed information, see
(Aaron 2004).

A Reactive Model of Navigation Intelligence
This section introduces a dynamical, real-time navigation
intelligence model upon which meta-intelligence could be
built. The complexity and realism of this system suggest
that the overall framework could also apply to other dynam-
ical intelligence models.

For the illustration in Figure 1 (originally from (Aaron
et al. 2002)) and the examples in this paper, agent navi-
gation is determined by the method of (Aaron et al. 2002;
Goldenstein et al. 2001), a scalable, adaptive approach to
modeling multiple actors in dynamic environments of obsta-
cles and targets. These components provide a general con-
ceptual palette that can be used to express a broad range of
behaviors. For instance, an actor performing a multi-part
task could be represented by its reaching a series of targets
in sequence, each corresponding to a component subtask.



At the core of the mathematics underlying navigation in
the example worlds are non-linear attractor and repeller
functions that represent the targets (e.g., the cheese in Fig-
ure 1) and obstacles (e.g., the flying saucer and toy mouse
in Figure 1), respectively. Another non-linear system com-
bines their weighted contributions in calculating an actor’s
angular velocity, dynamically adapting to real-time changes
in the environment. Together, these non-linear systems form
the navigation functions for the actors, generating intel-
ligent, natural-appearing motion while avoiding collisions
and other undesirable behaviors. The agent heading angle φ
is computed from a non-linear dynamical system of the form

φ̇ = f(φ, env) = |wtar|ftar + |wobs|fobs + n, (1)

where ftar and fobs are the attractor and repeller func-
tions for the system, and wtar and wobs are their respective
weights on the agent. (n is a noise term, which helps avoid
local minima in the system.)

The weights themselves are determined by computing the
fixed points of the non-linear system{

ẇtar = α1wtar(1 − w2
tar) − γ12wtarw

2
obs + n

ẇobs = α2wobs(1 − w2
obs) − γ21wobsw

2
tar + n

, (2)

where the α and γ parameters are designed to reflect sta-
bility conditions of the system. Other parameters are also
concealed in the terms presented above. For instance, a re-
peller function fobs depends on parameters that determine
how much influence obstacles will have on an actor.

This is only an overview of one significant part of the nav-
igation system; there is considerably more detail, including
extensions to three-dimensional environments and modeling
of low-level personality attributes such as aggression and
agility (Goldenstein et al. 2001). This overview gives a feel
for the mathematics, however, suggesting the complexity of
reasoning about it.

Quantifying Relative Difficulty
For the purposes of relative difficulty analysis, below, a state
is considered to contain an agent (actor, obstacle, or target)
when some relevant, user-specified portion of its x-y pro-
jection is contained within the x-y projection of the state.
Then, if the system is in a state containing both an actor and
an obstacle, a collision is considered to have occurred be-
tween that actor and that obstacle. Similarly, if the system
is in a state containing an actor and its target, that actor has
reached its target.

A Framework for Metrics of Relative Difficulty
Given an actor and its dynamical navigation system, and
given an initial region of the world that bounds the actor’s
initial state (e.g., φ, x, y ∈ [−π .. π, 0 .. 1, 0 .. 4]), relative
difficulty analysis is based on approximated likelihoods that
the actor will collide with an obstacle before reaching its tar-
get. Intuitively, the difficulty of that world is directly related
to those likelihoods.

As essential components, relative difficulty analysis em-
ploys the state reachability method described above, along
with notions of bad and good states. A bad state represents

a localized judgment that, for an actor in that state, collision
is more likely than reaching a target: A state S is bad if ei-
ther state S contains an obstacle or, when the system is in
state S, it is more likely to evolve into a bad state than a
good state as its next (i.e., immediate successor) state. Anal-
ogously, a good state represents a localized judgment that
reaching a target is more likely than collision, and it has a
similar, inductive-feeling conceptualization. A neutral state
is one from which neither collision nor target achievement is
more likely, including potential cases where an actor would
never collide or reach its target.

A state reachability analysis assigns values to states,
which are then used to compute relative difficulty. The
reachability analysis begins with all initial states, states that
are at least partially contained in the actor’s initial region.
Proceeding from them to all states that might be reachable
by the actor, states in the initial region are assigned a value
by a stack-based, depth-first traversal of the overall state
space. At the end of the procedure, all states in the initial
region will be assigned either good, bad, or neutral values.

Once all states in the initial region have been assigned
values, relative difficulty is computed as the difference:

reldiff = safeweight ∗ sb
sz

− liveweight ∗ sg
sz

. (3)

The variables refer to the following quantities / parameters:

• sz is the total number of states in the initial region.

• sb is the number of states assigned value bad.

• sg is the number of states assigned value good.

• safeweight is a user input parameter indicating how much
emphasis to place on the system not entering a bad state.
(It is called safeweight in reference to general safety prop-
erties of systems.)

• liveweight is a user input parameter indicating how much
emphasis to place on the system eventually entering a
good state. (It is called liveweight in reference to liveness
properties of systems.)

If both weights are positive, a greater number indicates
more bad states and greater difficulty, whereas a lower num-
ber indicates more good states and lower difficulty. It is not
an absolute difficulty measure, but it can enable more edu-
cated judgments about navigation missions.

An Example Application

This section presents and discusses an experimental analysis
of relative navigation difficulty in simulated worlds. In the
experiment, the weights safeweight and liveweight were 1,
the actors’ size was 0.05, the actors’ forward velocity was
0.2, and the domain space was divided into 213 sub-boxes.
In principle, relative difficulty values could range from -1
(least difficult) to 1 (most difficult), with negative values of
greater magnitude indicating greater likelihood of reaching
the target without colliding with an obstacle.

The image in Figure 2 represents an example world con-
figuration. The decision that x, y coordinate spaces would
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Figure 2: One world used for experiments. It contains five
stationary obstacles, a target located at (3.75, 3.95), and a
rectangular initial region, {x, y ∈ [0 .. 1, 0 .. 4]}.

be x, y ∈ [0 .. 4, 0 .. 4] made expressing obstacle loca-
tions convenient but was otherwise arbitrary, simply creating
some bounded region to decompose into states.

Experiments were performed on five different virtual
world configurations (see Figure 3), which differed in the
positions of stationary obstacles. The target location was
the same in all experiments. The outermost possible bounds
on actors’ initial regions were the same in all worlds, as
well, but experiments examined different sub-regions as ini-
tial regions, to explore the role of starting position on nav-
igation difficulty. For the actors’ intelligent wayfinding in
these worlds, the navigation method was intentionally tuned
so that some actors would collide with obstacles; it was pos-
sible to implement collision-free navigation, but such per-
formance would not yield interesting relative difficulty data.

Using the metric given by equation (3), relative difficul-
ties were computed for several different initial regions in
each world. The resulting relative difficulty values range
from -0.098 to -1; the span indicates that the experiments
covered a wide range of difficulties but that in every experi-
mental condition, reaching the target was considered to be
more likely than colliding with an obstacle. Experimen-
tal results are detailed more completely in (Aaron 2004);
the present paper simply contains an example of the pro-
posed method for reasoning about real-time intelligence and
illustrates the kind of formalized, heuristic meta-intelligence
captured in the relative difficulty analysis.

A General Result One common consideration is the role
of the initial region in relative navigation difficulty. Would
difficulty vary if actors were restricted to start only in some
sub-portion of the initial region x, y ∈ [0 .. 1, 0 .. 4]? In par-
ticular, it seems intuitive that actors starting in sub-regions
with greater y values (e.g., x, y ∈ [0 .. 1, 2 .. 4] or x, y ∈

[0 .. 1, 3 .. 4]) would have a clearer path to the target and
hence an easier navigation task.

Experimental reachability analysis results are consistent
with this intuition: When considering the full range y ∈
[0 .. 4] or the subrange y ∈ [0 .. 2], the relative difficulty
results are substantially greater than over y ∈ [2 .. 4] or
y ∈ [3 .. 4]. Across all worlds, the relative difficulties
over the full initial region range between -0.387 and -0.649.
When considering only y ∈ [2 .. 4], every world except
world w4 had relative difficulty value -0.724, indicating a
substantially easier navigation task. Furthermore, when con-
sidering only y ∈ [3 .. 4], every world except world w4
had relative difficulty value -0.935, substantially easier still.
World w4 lacked the obstacle at position (2, 3) common to
all other worlds, and its relative difficulty reading, -0.994
over y ∈ [3 .. 4], indicated even easier navigation.

Simulation data support these results: Simulations of
1000 actors on some worlds suggest that y ∈ [0 .. 2] was
more difficult than y ∈ [0 .. 4] but less difficult than y ∈
[2 .. 4], which was in turn less difficult than y ∈ [3 .. 4]. Eval-
uation of these results is discussed further in (Aaron 2004).

Discussion and Extensions: Implementing
Meta-Intelligence over Dynamic Intelligence

Two levels of analysis have been demonstrated in the previ-
ous sections. On one level, actors perceive the world around
them and intelligently, dynamically adjust their navigation
behavior (e.g., “turn more sharply now”). On another level,
the relative difficulty analysis reasons about the way that ac-
tors intelligently respond to their worlds, deriving judgments
of how difficult one navigation scenario is when compared
to others (e.g., “using the current metric, scenario A is 0.2
more difficult than scenario B”). As part of its procedure, the
relative difficulty analysis creates approximations (heuristi-
cally, one might say) of the sub-propositional, reflex-level
intelligence of the actors and uses those approximations as
bases for propositional, meta-level judgments.

However this distinction between levels is viewed —
reactive / deliberative, sub-propositional / propositional,
object-level / meta-level— there is a crisp distinction be-
tween them. The clarity of this distinction may be a rea-
son that it seems conceptually straightforward to imple-
ment this framework of meta-level reasoning in a dynami-
cally intelligent agent, thus creating a meta-intelligent agent.
The concrete examples in this paper were in the context of
proposition-level reasoning being performed by an outside
intelligence, but the relevant meta-level analysis does not
require any information, meta-logical complexity, or com-
putational power beyond that which an animated actor or
mobile robot could already reasonably possess.

For such meta-intelligence to be feasible, the agent would
need access to only the relative difficulty functions (and data
structures) and their arguments. Access to the functions
themselves is straightforward to provide. The functions’ ar-
guments are simply the velocity of the agent itself and the
positions and sizes of all entities that affect the agent’s per-
ception and navigation. For animated characters, such infor-
mation is immediate; for mobile robots, mapping and local-



0 0.5 1 1.5 2 2.5 3 3.5 4
0

0.5

1

1.5

2

2.5

3

3.5

4

World w1
0 0.5 1 1.5 2 2.5 3 3.5 4

0

0.5

1

1.5

2

2.5

3

3.5

4

World w2
0 0.5 1 1.5 2 2.5 3 3.5 4

0

0.5

1

1.5

2

2.5

3

3.5

4

World w3

0 0.5 1 1.5 2 2.5 3 3.5 4
0

0.5

1

1.5

2

2.5

3

3.5

4

World w4
0 0.5 1 1.5 2 2.5 3 3.5 4

0

0.5

1

1.5

2

2.5

3

3.5

4

World w5

Figure 3: The five worlds used for experiments. Obstacle configurations vary from world to world. The example initial region
and target location in each world, as well as the axes, are identical to those in the example world detailed in Figure 2.

ization concerns are significant but no more burdensome in
this context of meta-intelligence than in other applications.
Therefore, in dynamical system-based navigating agents, a
first-level meta-intelligence that arises from reasoning about
sub-propositional intelligence (as exemplified by the rela-
tive difficulty reasoning) is implementable without inher-
ent conceptual difficulties. Interestingly, this kind of meta-
intelligent agent could reason about its reactive navigation
process using exactly the same analysis methods that human
observers do. Agents could use such meta-level information
as part of improved heuristic wayfinding, incorporating low-
level navigation intelligence with relative difficulty analysis,
map management, and other higher-level path planning.

Furthermore, note that there is nothing exclusive to the
example dynamical intelligence or relative difficulty rea-
soning presented in this paper that is necessary for such
meta-intelligent unification. As long as the real-time intel-
ligence is expressed by differential equations and the meta-
level intelligence is directly expressed as reachability anal-
ysis, the implementation of meta-intelligence over dynami-
cal intelligence seems to remain conceptually and semanti-
cally straightforward. Indeed, there is no restriction of the
cognitive domain even to be about navigation intelligence;
the fundamental topics could be any dynamically changing
aspects of embodied agents, such as intensities of biases,
emotions, affinities or disinclinations toward elements of the
world — anything that could be modeled over time by dy-
namical systems, given environmental inputs. Supplying a

reachability-based semantics for meta-level knowledge does
not always seem straightforward, but in some cases, it could
be done for both state-oriented properties of variable values
in a world (e.g., “Is it ever true that an agent prefers cold
to heat?”) and for more global properties of worlds over-
all (e.g., “Is the development of cold-aversion more likely in
world w1 or world w2?”). In addition, although this paper
considers only agents in fixed worlds, the underlying the-
ory also exists for both the intelligence (e.g., navigation)
and meta-intelligence to apply to dynamic worlds; none of
the details of the extensions (Aaron 2004) alter the theoreti-
cal underpinnings of meta-cognition. Indeed, the underlying
model of low-level navigation intelligence could be hybrid
dynamical instead of purely dynamical (Aaron, Ivančić, &
Metaxas 2002), and meta-intelligence could be implemented
within the same reachability framework (see, e.g., (Asarin,
Dang, & Maler 2002)).

There are, however, some unresolved difficulties with
such a unification. For example, the time scales of the reac-
tive intelligence and the relative difficulty analysis are sig-
nificantly different —the relative difficulty analysis proce-
dure, as currently implemented in MATLAB 6.5 and run on
a 3.06GHz Xeon processor, takes about three minutes to pro-
cess a 57344-state initial region in the 196608-state overall
space of the above example— and it is not yet clear how
to best accommodate both time scales in an actor; more ex-
perimentation is required. In addition, implementing this
first level of meta-intelligence does not yield a fully reflex-



ive agent. An agent capable of reasoning about reasoning
about relative difficulty (etc., to arbitrary meta-levels) still
requires meta-cognition over logical representations.

These difficulties, however, do not seem unmanage-
able with respect to the path-planning example described
above, which illustrates a feasible application of meta-
intelligence over dynamical intelligence. Unlike graph-
based path-planning approaches (see (Murphy 2000) for an
overview) that essentially ignore moment-by-moment guid-
ance, this example recognizes real-time reactivity as part of
a meta-reasoning system. It does not exemplify full meta-
cognition, but it does suggest that for some kinds of real-
time, sub-propositional intelligence and propositional meta-
intelligence, practical meta-intelligent agents could be con-
structed, and the problem of creating reflexive agents over
dynamical intelligence could be reduced to the problem of
creating reflexive agents over logical intelligence.

Conclusions
Low-level, dynamical intelligence is an important compo-
nent of both human cognition (Port & van Gelder 1995) and
machine intelligence (Arkin 1998), and a total realization
of meta-cognition would incorporate dynamical intelligence
in its framework. Toward that goal, this paper discusses
a hybrid dynamical systems-oriented approach to formaliz-
ing and implementing computational, meta-level reasoning
about low-level, sub-propositional intelligence. In partic-
ular, the paper presents meta-intelligent relative difficulty
analysis over intelligent wayfinding; the underlying theory
can be generalized to other instances of both the dynamical
intelligence and state reachability-based meta-intelligence
levels. Furthermore, it seems conceptually straightforward
to implement both levels in a single embodied agent, thus
providing a foundation of meta-cognition over dynamical
intelligence. The results and demonstrations here do not
directly address logical reflection, but they suggest that, in
some cases, the problem of creating a reflexive agent over
a dynamical or hybrid intelligence system could be reduced
to the problem of creating a reflexive agent over a purely
propositional intelligence system.
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