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Abstract

Developing and testing intelligent agents is a complex task
that is both time-consuming and costly. This is especially
true for agents whose behavior is judged not only by the final
states they achieve, but also by the way in which they accom-
plish their task. In this paper, we examine methods for ensur-
ing an agent upholds constraints particular to a given domain.
We explore two significant projects dealing with this problem
and we determine that two properties are crucial to success in
complex domains. First, we must seek efficient methods of
representing domain constraints and testing potential actions
for consistency. Second, behavior must be assessed at run-
time, as opposed to only during a planning phase. Finally,
we explore how abstract behavior representations might be
used to satisfy these two properties. We end the paper with
a brief discussion of the current state of our self-assessment
framework and our plans for future work.

Introduction
As members of the Artificial Intelligence (AI) community,
one of our long term goals is to provide the theoretical and
technical framework to support agent development. Al-
though this goal has been a priority for quite some time,
there remain few, if any, systems with the type of general
intelligence that was predicted to be just around the corner
in the late 1950s and 1960s. In past two decades, researchers
have been more successful at demonstrating how it is possi-
ble to develop systems which reason or act intelligently so
long as the domain is suitably constrained. However, even
given the progress of the last twenty years, agents that per-
form complicated tasks with the skill of human experts re-
main relatively few.

To understand why agents are not more prolific, we look
to the conditions of their operating environments. In many
domains, success is measured not only by the final state
achieved (as in the classic planning sense), but also by the
degree to which the agent’s behavior is consistent with that
of a human expert. Consider, for example, the TacAir-Soar
project (Jones et al. 1999) in which the design goal is to
build agents to fly tactical military aircraft as part of a sim-
ulated training exercise. In this setting, teammates may be
either other intelligent agents or human counterparts. The
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ultimate purpose of the simulation is to train human pilots
for situations that may occur in the real world (where teams
will consist entirely of humans). As a result, it is critical that
the agents used in the training simulation produce behavior
consistent with that of human experts. The problem, how-
ever, is that it can be extremely difficult (if not impossible) to
precisely specify the behavior of these human experts in this
and many other complex domains. As a result, designing
and debugging such agents is an extremely time-consuming
and costly process.

We hypothesize that, at least to some extent, the difficulty
and high costs associated with the designing and testing pro-
cess has a negative impact on the number of expert-level
agents being produced. To help mitigate these problems, we
have suggested that abstract behavior representations could
be used to help validate an agent’s knowledge base by com-
paring the agent’s behavior against a gold standard which
might be derived, for example, from observations of human
experts (Wallace & Laird 2003). However, case-based vali-
dation, in which the agent’s behavior is examined on a spe-
cific set of test scenarios, is incomplete by nature. As a re-
sult, it is difficult, if not impossible, to obtain complete con-
fidence in the quality of the agent’s performance in domains
of any real complexity. For this reason, we are looking for
methods to continue assessing (and potentially correcting)
the agent’s performance after it leaves the laboratory.

In a more general sense, the problem of ensuring that an
agent behaves like its human counterpart can be viewed as
the problem of ensuring the agent upholds a set of operat-
ing constraints appropriate for its domain. We will refer
to this as the behavioral correctness problem, or BCP. As
noted earlier, if this problem is addressed during or at the
end of development, it is known as validation. If the BCP is
addressed after the agent leaves the laboratory, there are at
least two different ways to assess the agent’s behavior. First,
the agent may play an active role reasoning about the qual-
ity of its behavior with respect to explicit and declarative
domain constraints. In this case, the assessment process is
cognitive and we call the agent reflective. The second way
assessment may be conducted is within the agent’s frame-
work itself. For example, the agent may be built using an
architecture designed to ensure specific domain constraints
will be upheld. In this case, the process is pre-cognitive in
the sense that the agent itself may have no explicit knowl-



edge or representation of the domain constraints. We con-
sider such agent architectures to be protective of the domain
constraints. Furthermore, we consider an agent safe to the
degree the agent can guarantee domain constraints will be
upheld (either through cognitive or pre-cognitive processes).

The remainder of this paper begins with an examination
of previous work on the problem of ensuring intelligent sys-
tems meet domain constraints. Following this examination,
we discuss Behavior Bounding, a method for using abstract
behavior representations to classify the quality or correct-
ness of an agent’s behavior. Next, we present a plan for
extending Behavior Bounding so an agent can assess (and
modify) its own behavior during task performance. Finally,
we close the paper by describing the current state of our
project, a self-assessment framework, and commenting on
work remaining to be completed.

Related Work
In this section, we examine earlier work on behavior assess-
ment, focusing on one protective agent architecture and one
system that combines characteristics of reflective agents and
protective agent architectures. Weld and Etzioni (Weld &
Etzioni 1994) use Isaac Asimov’s first law of robotics1 as a
motivational tool for discussing the inherent dangers of in-
telligent systems and the need to ensure that their behavior
obeys constraints appropriate to their operating domain. In
their article, Weld and Etzioni examine a number of poten-
tial methods to help ensure agents uphold constraints appro-
priate to their domain. The authors acknowledge that prov-
ing each action will not violate a constraint is likely to be
computationally infeasible in domains of any real complex-
ity and focus their efforts on more tractable methods.

The approach Weld and Etzioni pursue is to modify a
planner such that successfully generated plans uphold a set
of pre-specified constraints. Their plan representation is
built on an action language which allows universal quan-
tification and conditional effects. Constraints are specified
as logical, function-free sentences and come in two flavors.
The first is a hard constraint dont-disturb(C) which
ensures that no action scheduled by the planner will make
C false (unless C was false in the initial state). The second
type of constraint is softer in nature, requiring only that the
planner meet the conditions once the plan is complete (i.e.,
they do not have to be met during all plan steps). These
soft constraints are formulated in a similar manner using the
restore(C) identifier. Given a set of operators and do-
main constraints, Weld and Etzioni’s modified planner at-
tempts to construct action sequences that will satisfy the
agent’s goals while maintaining the constraints of the do-
main. This is done through a series of techniques that in-
clude backtracking through potential action sequences until
an acceptable solution is found.

This approach to ensuring agent safety is pre-cognitive
in nature. In effect, Weld and Etzioni’s modified planner is

1In Asimov’s science fiction stories (e.g., (Asimov 1942)), three
laws were built into each robot’s brain. The first of these laws
ensured that the robot would never act in a manner that would harm
a human.

a protective agent architecture. The planner prescribes be-
havior consistent with the domain constraints, and the agent
need only carry out such a plan (assuming one can be found).
The benefits of this approach, and architectural based meth-
ods in general, is that there is a clear distinction between the
domain knowledge (i.e. the constraints and operators) and
the mechanisms which enforce safety. As a result, it seems
relatively clear that this method could be reused across dif-
ferent domains with minimal effort. However, Weld and Et-
zioni’s approach also suffers from two serious shortcomings.

The first shortcoming is that safety is only enforced at
plan time. This is acceptable given their assumptions of
a simple world model (e.g., the agent is the sole cause for
change in the world state, and all actions are deterministic).
However, if non-deterministic actions were possible, it is
likely that their planning method may become computation-
ally intractable quite quickly. Perhaps even worse, the un-
predictable nature of exogenous events in worlds where the
agent is not the sole cause of change means that plan-time
safety assurances may break down at execution time. The
ability to deal gracefully with exogenous events is critical
in domains of increased complexity. The desire to support
this capability suggests that safety may be better enforced
closer to execution time since plans generated significantly
in advance may need to be modified as the task is pursued.

The second main problem is the manner in which domain
constraints are specified. Both hard and soft constraints
are specified using an identifier and a logical sentence, ef-
fectively of the form dont-do(C). Although their lan-
guage allows universal quantification within the sentence C,
this construction still means that significant enumeration of
prohibited behavior is likely to be required. Instead, what
we would like to do is develop structures that allows us
to classify larger regions of behavior space (i.e., action se-
quences) as either consistent or inconsistent with the domain
constraints without necessarily enumerating the contents of
these spaces.

The second project we examine, is the work on plan ex-
ecution by Atkins and others (e.g., (Atkins, Durfee, & Shin
1997; Atkins et al. 2001)) using the CIRCA real-time archi-
tecture (Musliner, Durfee, & Shin 1993). This body of work
is motivated by the desire to create autonomous agents that
can safely pilot real-world aircraft. All of the agent’s ac-
tivities are scheduled with real-time guarantees. One of the
major problems in this domain is dealing with unanticipated
events and avoiding actions that will causes catastrophic sys-
tem failure (e.g., crashing).

CIRCA, and Atkins’ extension to the framework, ad-
dresses the behavior correctness problem using knowledge
of the world states produced by temporal and action tran-
sitions as well as knowledge about possible failure states.
Based on this information, CIRCA attempts to create a plan
that leads the agent from its initial state to a goal state while
avoiding any known failure states. To do this, CIRCA exam-
ines the state space that could be accessed during the agent’s
task via temporal or action transitions, attempting to find
an action sequence that cannot fail. With long action se-
quences, the size of this search space may grow prohibitively
large. To mitigate this effect, probabilities are associated



Unsafe
(U)

Safe
(S)

All Possible Behavior
(P)

Figure 1: Identifying Regions of the Behavior Space

with each transition allowing CIRCA to prune highly im-
probable states and maintain a manageable search space.

CIRCA’s primary mode of avoiding failure states is by
constructing a safe initial plan. Because the authors assume
a relatively complex world model, however, behavior assess-
ment must also continue during task execution. As a result,
CIRCA interleaves sensing and acting (both of which occur
through scheduled processes) as well as replanning (which
occurs only if CIRCA enters a state that is not associated
with a plan). Conceptually, CIRCA relies primarily on pre-
cognitive processes (the planner) to ensure safety. However,
the agent’s ability to sense unplanned-for states and initiate
replanning adds some aspects of cognitive behavior assess-
ment. CIRCA’s main benefits are that it provides assurance
that the planner will avoid failure states (at least with some
known probability) and that it allows the agent to replan dur-
ing task execution, effectively reacting to unanticipated sit-
uations.

Although CIRCA enforces domain constraints at execu-
tion time, and thus begins to resolve one of the main prob-
lems with Weld and Etzioni’s work, CIRCA does not go
quite far enough. In this system, sensing must be deliber-
ately scheduled by the planner, and may not occur for rela-
tively long periods of time. A second concern echos another
problem identified in Weld and Etzioni’s work. This is that
CIRCA requires explicit enumeration of failure states. In
CIRCA, this may be of heightened concern, since it is un-
clear if they can leverage any sort of universal quantification
for identifying failure states, or whether they must enumer-
ate all such states explicitly. As we noted before, this is
likely to become particularly important as domain complex-
ity increases.

Behavior Bounding
Both projects we examined in the previous section suffered
(to different extents) from two problems: the need to enu-
merate domain constraints or failure states and the inabil-
ity to enforce domain constraints at execution time. In this
section, we examine how abstract behavior representations
(ABRs) can be used to concisely describe a space of possible
behaviors, potentially freeing us from the need to enumerate
failure states or domain constraints explicitly.

Conceptually, we can think of the entire set of potential
agent behavior as a multi-dimensional space. In Figure 1,
we have projected this space on to two-dimensions. The
large gray region and the two sub-regions within it contain
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Figure 2: Hierarchical Behavior Representation

all behaviors that an agent may generate. We call this space
P . The goal of any assessment system is to identify specific
regions in P that are either consistent or inconsistent with
the domain constraints. In other words, we want to iden-
tify two sub-spaces in P , a region of behavior that is safe,
S, (i.e., consistent with the domain constraints) and another
region that is unsafe, U , (i.e., inconsistent with the domain
constraints). Given an ability to identify these regions, the
assessment system must then be able to determine the region
within which the agent’s behavior falls.

Clearly, we want to avoid defining the sub-spaces S and
U by explicitly enumerating their contents since the size of
the subspaces may in fact be infinite (e.g. when real valued
sensors are used). The original intent of Behavior Bounding
was to support two properties: efficiently delineating regions
of potential behavior space using an abstract behavior rep-
resentation (ABR); and efficiently comparing two ABRs, or
in effect, two regions of behavior space. In previous work,
we have shown how this is possible to do using hierarchical
behavior representations (Wallace & Laird 2003).

Briefly, in Behavior Bounding, behavior is represented at
an abstract level of description using a hierarchical behav-
ior representation (HBR) inspired by AND/OR trees, HTN
planning (Erol, Hendler, & Nau 1994) and GOMS model-
ing (John & Kieras 1996) to encode the variety of ways in
which particular tasks can be accomplished.

An example HBR is illustrated in Figure 2. The hierarchy
is an AND/OR tree with binary temporal constraints repre-
senting the relationships between the agent’s goals and ac-
tions. The HBR is defined as a node-topology (a hierarchical
relationship between nodes) and a set of constraints (unary
AND/OR constraints and binary temporal constraints)2. In
the HBR, internal nodes correspond to goals and leaves cor-
respond to primitive actions. A node’s children indicate the
set of sub-goals or primitive actions that are relevant to ac-
complishing the specified goal. For example, in Figure 2, the

2Note that the node and temporal constraints that exist in the
HBR are distinct from what we have previously been referring to
as domain constraints. To keep the meanings clear, we use the
term hierarchy constraints when referring to node or temporal con-
straints in the HBR and continue using domain constraints as a
general term to denote general limitations on acceptable agent be-
havior.



sub-goals Destroy-Lead and Destroy-Wingman are
relevant for completing their parent goal, Engage-Enemy.
The manner in which sub-goals should be used to achieve
their parent goal is encoded by the parent’s node-type con-
straint (AND vs OR) and the ordering constraints between
sub-goals. In Figure 2, AND and OR nodes are represented
with ovals and rectangles respectively. Binary temporal con-
straints are represented with arrows between siblings. From
examining the figure, we can determine that the hierarchy
specifies Engage-Enemy may be correctly accomplished
by first accomplishing Destroy-Lead and then accom-
plishing Destroy-Wingman.

To see how the HBR encapsulates a region of the pos-
sible behavior space, consider the partial hierarchy repre-
sented in Figure 2 and rooted at the node Engage-Enemy.
In this partial HBR, there are three nodes correspond-
ing to the goals Engage-Enemy, Destroy-Lead, and
Destroy-Wingman. The agent’s behavior is defined by
which goal or action it selects at each point in time. So
given this partial HBR, there are three possible choices for
each time point. If we know that the agent’s behavior lasts
between two and three time steps, then there are 36 (33+32)
possible behaviors the agent might generate. Note that these
36 possible behaviors are in fact abstractions of the agent’s
actual behavior. As a result, this relatively small set size
may correspond to a very large (potentially infinite) number
of specific behavior sequences or state-space transitions.

The partial HBR delineates a specific subset of these
36 possible abstract behaviors. Specifically, it en-
capsulates the three step abstract behavior in which
Engage-Enemy is followed by Destroy-Lead and then
Destroy-Wingman. If the partial HBR was more gen-
eral, it would correspond to a larger portion of the 36 ele-
ment space. Consider, for example, if the AND constraint
was removed from Engage-Enemy. The structure would
now encapsulate two new sequences from the space of 36
possibilities. As is clear from this simple example, the HBR
can be used as a classifier, effectively distinguishing be-
tween behaviors consistent and inconsistent with its struc-
ture. By tuning hierarchy constraints in different parts of
a complete HBR, it is possible to control set of behaviors
encapsulated by the HBR.

Modifying the HBR’s hierarchy constraints is useful for
more than simply delineating a portion of the possible be-
havior space. It also allows us to define a specific to gen-
eral ordering over a set of HBRs as illustrated in Figure 3.
In particular, given an HBR, H , represented with node-
topology T and hierarchy constraints set C, we define the
HBR, H ′ = (T ′, C′), to be more general than H if T ′ = T
and C′ ⊂ C. The ordering relationship among HBRs forms
a lattice and allows us to divide the space of possible behav-
iors into three regions and efficiently check which region a
particular behavior belongs to in a way that is reminiscent of
Mitchell’s Version Spaces (Mitchell 1982). An overview of
this approach is described below.

Given a single HBR, Hs, corresponding to behavior
known to be safe, we can create a boundary in the behavior
space that encapsulates all safe behavior. We do this simply
by identifying the node it occupies in the ordered space (call
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Figure 3: Imposing Order on the Behavior Space

this node A in Figure 3). This node (the upper boundary
node) allows us to easily determine if the agent’s behavior is
likely to be safe. Because safe behavior must be consistent
the behavioral description captured by Hs, an agent whose
behavior representation is a specialization of the Hs (i.e. lies
above A in the generalization lattice) exhibits behavior that
is likely to be safe.

If we remove from Hs all node constraints and tempo-
ral constraints were are left with a new HBR, Hp, which
is a generalization of Hs and provides a lower boundary.
In Figure 3, Hp corresponds to node B. Hp contains the
most basic specification for what may constitute safe agent
behavior and as a result could be used to identify behavior
representations that are known to be unsafe. Such represen-
tations would have a goal decomposition structure that was
inconsistent with (i.e. contained different parent/child rela-
tionships than) this lower boundary (nodes in the right side
of Figure 3).

Using the upper and lower boundaries described above we
can efficiently classify any representation of agent behavior
as: safe (a specialization of Hs); possibly-safe (a special-
ization of Hp); and unsafe (inconsistent with Hs and Hp).
The ordering relationship among hierarchical behavior rep-
resentations provides a powerful tool for assessing the qual-
ity and safety of a particular agent behavior. In (Wallace
& Laird 2003) we demonstrated that these representations
could be used to compare behavior of two entities as part
of a validation process. In related work (Wallace 2003), we
demonstrated that not only can these structures be used to
identify differences in behavior, they can also significantly
decrease time required to debug an agent’s knowledge base.
However, all previous work has been performed under the
assumption that the agent’s behavior is assessed after it com-
pletes a series of testing tasks. Currently, there is no method
for leverage the HBRs at execution time to ensure that an
agent’s behavior remains consistent with the domain’s oper-
ating constraints. In the following section, we examine how
this might be done.



Execution-Time Self-Assessment
As noted earlier, Behavior Bounding has only been used for
validating an agent’s behavior. As a result, it is currently im-
plemented as a stand alone system that uses HBRs generated
from observations of an agent performing a task multiple
times. To provide execution time assessment of the agent’s
behavior, we must couple the assessment system much more
tightly with the agent implementation. This requirement
means that a first step in moving forward must be a selection
of an appropriate agent architecture within which to design
and test our new assessment mechanisms.

A good candidate architecture for this purpose is
Soar (Laird, Newell, & Rosenbloom 1987). Soar is a
forward-chaining rule based system that uses a modified
RETE algorithm to permit fast execution of very large rule
bases. A Soar agent stores long term knowledge as a set
of rules. These rules manipulate a set of working memory
elements which effectively define the agent’s internal state.
Interaction to an external world (either real or simulated)
occurs through input and output links which provide a sym-
bolic representation for sensory information and a method
of delivering control instructions (e.g., to a robotic arm) re-
spectively.

A typical Soar agent performs tasks by repeatedly decom-
posing high-level goals into a combination of lower level
sub-goals and primitive actions. As an agent performs its
task, goals are selected that are appropriate to the current op-
erating context (i.e., based on higher level goals and the cur-
rent world state). So long as goals and actions can always be
applied to the current context, the Soar architecture assumes
that the task is completing in a normal fashion. If however,
a state is encountered in which there is no appropriate goal
or action to select, or the architecture cannot choose between
competing options, an impasse is generated which allows the
system to perform meta-level reasoning based on this newly
detected context.

Self-Assessing Soar Agents
There are three possible methods of implementing Behavior
Bounding assessment into a Soar agent. The first method
would be to perform assessment as a cognitive processes us-
ing explicit and declarative representations of domain con-
straints (based on a safe HBR, Hs). In this approach, the
safe HBR would be represented as a structure in working
memory. As the agent performed problem solving, it would
dynamically construct a new HBR, Ha, based on its past
behavior and its current selection of the next goal or action
to pursue. A fixed (domain independent) set of rules would
then be used to compare Hs to Ha, assuming no domain
constraints were violated (i.e., Ha was consistent with Hs),
the agent would then commit to the selected goal or action.
If a constraint was violated, the selected action would be re-
jected, and the next best choice would be considered.

This approach may have the largest impact on the agent’s
run-time performance, but it is likely to be the easiest to im-
plement and the most flexible. It offers the agent maximal
information about how its current behavior corresponds to
safe behavior, and this could be leveraged not only by the

assessment framework, but also by the agent’s own knowl-
edge base. So, for example, an agent could use information
about how a chosen action violated domain constraints to se-
lect an alternative action. The key element here, is that these
uses would not have to be built into the assessment system.
Instead they could be built directly into the agent’s knowl-
edge base.

The second approach would be again to implement Be-
havior Bounding as a cognitive, reflective process, but this
time to maintain no explicit representation of the safe HBR,
Hs, in working memory. Instead, we would attempt to com-
pile Hs into a set of rules. These consistency rules would
continually look for domain constraint violations by exam-
ining the agent’s past behavior and the goal or action the
agent intends to pursue next. If this selected goal or action
were in conflict with the domain constraints, the consistency
rules could either reject the selected action and the next best
candidate would then be considered as in the first approach.

This second approach may result in a less dramatic impact
on the agent’s run-time performance than the first method.
However, it is also much less clear how to translate the hier-
archical behavior representation Hs into a set of consistency
rules. In addition, since both HBRs would not be explicitly
represented in working memory, the agent’s knowledge base
would not be able to leverage information about how these
structures compared to one another. Although this limitation
might be avoided if the consistency rules could add informa-
tion to working memory when violations were detected, this
would mean that the assessment system would need to know
in advance what types of information to make available.

The third approach would be to embed the self assessment
process within the Soar architecture itself. This would re-
sult in a new, protective, version of Soar. Assessment would
be completely invisible to the agent, which would have no
representation of the domain constraints at all. Instead, the
architectural mechanism responsible for selecting an appro-
priate goal or action to pursue at each point in time would
be modified to take the domain constraints into account,
again by comparing a dynamically constructed model of the
agent’s behavior, Ha to a model of safe behavior, Hs.

In the third approach, the major benefit is also the major
drawback. Here, assessment is performed completely within
the architecture, and is therefore invisible to the agent. The
result of this is that we are not limited to the constructs
defined by the architecture for representing or comparing
HBRs. Instead, we can use the most efficient methods. In
addition, this approach makes it relatively clear that the as-
sessment mechanism is independent of the agent implemen-
tation. However, because of this, the agent has no way to
integrate information about the domain constraints into its
own behavior. It is relegated to simply purposing the goals
and actions that seem best, and waiting for the architecture
to determine if in fact they are acceptable.

Enhancing Self-Assessment
In the above discussion, we have presented three distinct
methods to construct a self-assessment framework for Soar
agents. In all three cases, we discussed only a simple way of
detecting behavior constraints: checking the agent’s current



behavior, Ha, against a model of safe behavior, Hs. In this
subsection, we explore three additional methods to enhance
the self-assessment process.

A straight forward improvement to the assessment meth-
ods described above, would be use use three HBRs instead
of two. This would follow the original lines of Behavior
Bounding more closely, by using Hs, a representation of
safe behavior, and Hp, a generalization of Hs representing
the bound between potentially safe behavior and unsafe be-
havior. This would refine our ability to distinguish between
safe and unsafe, by adding the intermediate category of po-
tentially safe. Based on such information, the agent (or the
architecture itself) might pursue different courses of action.
For example, if the action were clearly unsafe, it could be
rejected out right. If it was potentially safe, the agent might
consider evaluating its effects using a simulation before de-
ciding to accept or reject the action. By refining the regions
of behavior space, the agent may be able to make better de-
cisions about how to commit its own resources.

Along these same lines, we might try a second improve-
ment by adding an explicit HBR indicating unsafe behav-
ior. Recall that Hp is the least specific generalization of
Hs, it does not explicitly refer to behaviors that are unsafe.
We simply induce that behaviors inconsistent with Hp must
be unsafe, since they are clearly relatively dissimilar from
Hs. Instead, we might introduce two new HBRs—an ex-
plicit model of unsafe behavior, Hu, and its least specific
generalization, Hpu. In situations where it is hard to draw
a clean distinction between safe and unsafe behavior, these
added representations might be useful to determine how the
agent should allocate its cognitive resources.

Finally, the third improvement we might make is to lever-
age information in the HBRs for making decisions when the
agent cannot identify a goal or action which conforms to the
domain constraints. Since Hs describes a set of safe behav-
ior sequences, it should be possible to query this model for
a viable goal or action. If the agent’s knowledge base was
incorrect, for example due to a programming error, then the
agent may have overlooked a subset of viable options. As
a last resort, the agent may pursue an option proposed by
the HBR with the hope that this may allow the agent to re-
sume performing its task and with knowledge that the action
should be safe. Whether or not such a last resort effort would
improve the agent’s robustness to unanticipated world states
or internal programming errors is likely to be highly depen-
dent on the specific circumstances of the situation.

Project Status & Continuing Work
Currently, this project is still in the early phases of design.
We have recently implemented an initial version of the self-
assessment framework which stores explicit HBRs in a Soar
agent’s working memory. As in the first approach we de-
scribed above, one of these models represents safe behav-
ior and the other represents current behavior. Over the next
few months, we plan to continue development with the hope
of implementing at least two of the approaches described
above. Given these basic implementations we would then
hope to devote further time to examining what types of do-
main constraints are most appropriate for our representa-

tions, and how we might modify or augment the HBR to
support new types of domain constraints. Of course, a pri-
mary desire that must be weighed heavily when considering
any potential changes to the representation, is the effect such
a change would have on the overall efficiency of the system.
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