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Abstract 
Coping with rapid changes in technologies in professional 
lives requires tools that can persistently train the users.  An 
important task for humans is to control the physical system 
behaviors with prediction. Though humans learn to 
perform this task with relative ease over several natural 
physical systems, engineered physical systems pose a 
problem as they are often inaccessible for natural 
interaction.  Our research proposes a new architecture of 
autonomous agents, which allows them to be persistent 
assistants. These agents learn to perform a given Control 
based Prediction task over the physical systems by 
applying a modified Q_Learning algorithm. During this 
learning the state and actions spaces of physical system are 
acquired, which are projected as perceptual spaces in 
which the user can explore to learn to perform the given 
task. While facilitating such an exploration, the agent 
learns to support learning by the user by applying a 
modification of the TD(λ) algorithm.  In this paper, we 
present the architecture of the agent, the learning 
algorithms, and a solution to some complex 
implementation issues. This agent is being tested on 
examples from a number of domains such as electronics, 
mechatronics and economics.   

Introduction 
Humans need to frequently perform complex tasks over 
engineered physical systems in their professional lives. 
Due to rapid changes in the technologies one needs to use 
and the techniques one needs to learn, the training 
assistants need to adapt to technologies and techniques, 
and to the changing demands of the users.  Persistent 
assistants based on a fixed library of abstract models may 
be limited in addressing this dynamic situation. 

In order to address these issues we use an insight gained 
by observing the contrast in human learning from natural 
and engineered systems. Humans learn to deal with 
complex tasks over natural physical systems with relative 
ease and with little prior training. For example, children 
learn to build castles on sandy beaches by combining 
large number of sand grains and water. They figure out 
how to assemble complex “machines” with Lego building 
blocks without having the knowledge of how the real 
machines work. The main characteristic of such 
interaction is exploration in perceptual spaces. The 
natural systems provide wide ranging opportunities to 
learn perceptually – the humans can select from a large 
set of perceptual actions, and can observe consequences 
by receiving a large range of percepts. From these 

interactions, humans learn generalizations required to 
make decisions as variations to the situations they have 
encountered before. This process of perceptually 
interacting followed by generalizing, forms a basis for the 
ability to cope with natural systems.  

While humans are successful with several natural systems, 
the synthetic or engineered complex systems pose 
problems. Synthetic systems can be opaque to human 
perceptual interactivity. For example, the user does not 
have perceptual access to large number of states or 
actions of an electronic circuit. Further, the form of the 
data available from the engineered systems may not allow 
perceptual interaction to support generalization by the 
user. Often, the data is presented as values of a set of 
parameters. The user may want to see the data as  

The adaptive perceptual interfaces make the engineered 
systems perceptually interactive. They provide perceptual 
information and perceptual action spaces for synthetic 
physical systems that can make them seem natural to the 
user. That is, the interfaces provide not only perceptual 
spaces in which the user can explore, but also the means 
by which the user can generate generalizations required 
for the control based prediction task.   

Perceptual Spaces 
A perceptual space is defined by the perceptual states it 
contains and the perceptual actions it supports. A 
perceptual state is a mapping of data onto a modality that 
can be readily received by the users and does not require 
application of knowledge.   

In this paper, we focus upon visual modality which 
represents spatial, temporal and structural aspects of data. 
A simple example of a visual perceptual state is a line 
whose length corresponds to the strength of a parameter. 
The perceptual actions in this case are increasing or 
decreasing the length of the line. A more complex 
example of a visual perceptual state is a 3D mesh showing 
the relationships between several parameters over a time 
interval. The perceptual actions in this case can be 
changing the shape of the mesh. In this paper, we restrict 
our discussion to simple perceptual spaces of individual 
parameters.  

Design for Perceptual Interactions 
To address the issue of supporting perceptual interactions, 
we have developed a basic framework as illustrated in 



    

Figure 1. We use an autonomous agent to implement the 
Adaptive Perceptual Interface. The agent learns a policy 
for performing a given task over the physical system, by 
interacting with it. In that process, it acquires the state 
space of the physical system and the actions it can 
perform on that space. The agent then views the user as a 
learner and plays the role of an environment for the user 
in order for the user to learn to perform the given task. It 
transforms the state and action spaces it has acquired from 
the physical system to visual spaces and visual actions. 
The agent assists the user to learn an optimal policy by 
generating differentiable rewards.  

 
Figure 1. An agent as an interface to support perceptual 

interactions between physical system and the user 

To mediate such modality transforming interactions 
between the physical system and the user, we have 
developed a new architecture for the agent. In order for 
the agent to learn a policy from the physical system, we 
have developed a modified q_learning algorithm (Sutton 
1998). We have developed an Adaptive Reward 
Generation algorithm for the agent to learn an optimal 
policy to support user learning to perform the given task. 

The work presented in this paper describes the first phase 
of our effort to build adaptable perceptual interfaces. In 
this paper, we focus upon Control based Prediction tasks 
for training the users. Further, we focus upon learning 
state and action selection in our algorithms. Learning to 
generate the visual forms of perceptual state and action 
spaces is considered in another paper.   

In order for the agent to interact with synthetic system as 
an environment, we developed a framework based on 
System Dynamics principles (Karnopp, D. C., et al 2000). 
This allows us to model several synthetic systems such as 
electrical, Mechatronic and economic systems. In order to 
support simulation of physical systems as a linear process 
in time for interaction with the agent, we have developed 
a Sequential Algebra.  We have developed a concurrent 
control that uses multi-threaded and event based 
implementation. The implementations of the physical 
system and the agent are in Java and have been completed. 
The implementation for visualization is progressing. The 
testing of our system on examples from the domains of 
electronics, Mechatronic, mechanical engineering and 
economics is progressing.  

Control based Prediction Task 
Teaching simulation of physical systems such as 
electronic circuits and mechanical devices is a common 
task in several undergraduate curricula. One of the main 
objectives for simulating a physical system is to make the 

student develop an ability to produce desirable behaviors 
from that physical system. Control based Prediction 
covers such tasks. The user selects a sequence of 
parameter values, as the simulation progresses, in order to 
produce a complex behavior at the output. These tasks 
require the user to have optimal control over his/her 
perceptual abilities, as well as predictive abilities over a 
class of physical systems. This task is illustrated using an 
electronic circuit example (figure 2).  

 

 
Figure 2. An electrical circuit with variable inputs and 

complex output behaviors 

The electrical circuit in figure 2 has several inputs from 
the user: closing or opening the switch (Sw), changes in 
capacitance (c1), resistances (r1, r2) and inductance (l1). 
The outputs that are perceptually given to the user are the 
buzz sound from the speaker (S), and the light emitted 
from the light bulb (Bb).   

Control with Predictions task for Adaptive Perceptual 
Interfaces has three main aspects.  
1. The Control based Prediction task is a classic problem 

of control. For each perceptual state the user encounters 
the user selects an action that drives the physical 
system to the sequence of states that satisfies the goal 
condition.   

2. The task the user needs to get trained in, can be quite 
complex. It can be a sequence of states satisfying some 
properties. For example, a task for the electrical circuit 
in figure 2 is to produce a repetitive behavior where the 
glowing of the bulb and the buzzing by the buzzer 
alternate over different time intervals. The user 
identifies a task for the physical system and gives it to 
the agent to begin the training.  

3. In a class room, the student learns to perform prediction 
on a physical system. Given a new starting state and a 
sequence of actions for the physical system, the user is 
able to predict the consequences of such actions.  

Environment States. Several physical systems have 
discrete components. The output state of a component is 
the set of parametric values at a time instant.  Not all 
component states are accessible to the agent. In the 



    

electrical circuit shown in figure 2, only the output states 
of the bulb (Bb) and the speaker (S) are accessible to the 
agent. Each output state is a sequence of parameters. For 
example the output state of bulb at time instant is: 
{(luminosity, 5.0), (heat, 3.0)}. An environment state is 
the set of the output states of all components that are 
accessible to the agent. For the circuit in figure 1, an 
environment state is: {(B, (luminosity, 5.0), (heat, 3.0)), 
(S, (sound_level, 3.2))}.  This state follows the notation: 
{(component, (parameter_name, parameter_value)* )*}, 
where the * indicates that the pattern can repeat any 
number of times.  

Control based Prediction Task. The task that needs to 
be accomplished by the agent on the physical system is 
represented using a temporal sequence of environment 
states. We define this sequence formally using parameters. 
A pattern P is defined as a set of environment states, {(τ0, 
s0), (τ1, s1,), …, (τn ,sn)}, where si is an environment output 
state that is present over the time interval τi.  Not every 
time instant needs to be included in the behavior. Every 
state need not include all the components which are 
capable of producing accessible parameters. For example, 
in Figure 1, a task is to switch the light on at 5 lumens for 
five seconds, followed by turning the light off and making 
the buzz sound for 2 seconds with 10 decibels, followed 
by turning the speaker off, and turning the light on with 
10 lumens for 1 second. This can be shown using the 
notation: {(5, {(B, (luminosity, 5))}), (2, {(S, 
(sound_level, 10))}), (1, {(B, (luminosity, 10))})}. 
Agent Actions. The agent executes its actions by 
assigning an input state to the environment. An input state 
of the environment is a set of parameters along with 
values. For example, for the circuit in figure 1, an input 
state is: {(Sw, (open, 0)), (c1, (capacitance, 2.3)), (r1, 
(resistance, 100))}. Generation of actions for the agent is 
equivalent to assigning various values to the parameters.  

Architecture of Autonomous Learning Agent 
The simulations of physical systems typically are 
associated with parametric and non-visual state and action 
spaces. On the other hand, humans learn effectively in 
visual spaces. Further, physical systems may not adapt 
well to user’s requirements to reinforce behaviors. The 
autonomous agent can play the role of an interface 
between the physical system and the human user.  

Figure 3 illustrates the architecture of an interface agent.  
The agent interacts with the physical system to build an 
optimal policy for performing a given control based 
prediction task. While building the policy, it also acquires 
the state and action spaces associated with the physical 
system. In order to achieve these two objectives, the   
agent uses a variation of q_learning algorithm. 

After acquiring them, the agent transforms the state and 
action spaces into a rewarding visual space so that a 
human user can learn an optima policy for the task. The 

rewarding visual spaces have two aspects: the visual 
forms for data and the associated actions; and 
differentiated rewards that support the user to learn 
quickly. The visual state and action spaces allow the 
human user to explore in a perceptual space in order to 
learn to perform the control based prediction task.  
 

 
Figure 3. The architecture of Interface Agent. 

The behavior of humans for learning to perform the task 
can be likened to that of a learner trying to acquire an 
optimal policy. The agent supports the human to 
behaviorally acquire more rewarding actions than the less 
rewarding actions.  In order to support human learning, 
these rewards have two parts. The first is the reward 
generated by the environment. The agent plays the role of 
a satisfied or dissatisfied teacher, and provides measures 
for satisfaction and dissatisfaction as differentiated 
rewards over the applicable actions and repeated 
performances of the human learner. This allows the user 
to adapt his/her performance.  

The agent models the support of the user, to acquire an 
optimal policy, as another learning problem. Even though 
the agent can select the optimal set of actions, they may 
not be optimal for the user for two reasons. First the user 
may not be comfortable with the perceptual space 
generated from a parametric space. Second the user may 
learn the values, such as q_values, at a much faster rate 
compared to exhaustive visits of all the states.  

The parametric state spaces acquired by the agent from 
the physical system can be mapped onto a large set of 
visual spaces. The agent needs to learn to the visual space 
the user prefers. This problem is not addressed in this 
paper.  

The user’s learning of perceptual state and action values 
can be different from a reinforcement learning algorithm 
like q_learning. One of the differences lies in the 
frequency with which a state and action pair is visited. 
The users often compare among the relative merits of 



    

their visits. The agent simulates this behavior in its 
learning algorithm. The differential rewards it provides 
view the user behavior as choosing from the relative 
merits of previous visits.  
The rest of the section describes two algorithms used by 
the agent.  

Learning from the Environment  
By interacting with the physical system, the agent 
acquires the parametric state and action spaces possible 
on the environment, and a policy that allows the agent to 
perform the control based prediction task on the 
environment. For this, the agent uses a modification of 
Q_learning algorithm (Sutton 1998, Mitchell 1997). 
Using the q_learning algorithm, the agent learns an 
optimal policy, which maps any given state onto an action 
that helps achieve the desirable task for the physical 
system.  
Our q_learning algorithm incorporates the following 
changes from the standard q_learning algorithm. 

1. Reward Generation: The environment with which the 
agent interacts has the physical system and a reward 
generator. The agent receives a sequence of 
termination states, called a behavioral pattern, which 
satisfies a goal condition. The reward generation is 
done based on a state belongs to the behavioral 
pattern or not. If a state visited belongs to this 
behavioral pattern (task), then a maximum reward is 
generated otherwise a 0 reward is generated.  The 
reward for encountering all the states in the desired 
behavioral pattern, in the same sequence, is larger 
than encountering just one of the terminal states. This 
makes the agent look for the desired behavioral 
patterns. 

2. Conditional 1-step backup: The agent has a sequence 
of   termination states. This requires changes to 1-
step backing up of the reward that is used in the 
standard q_learning algorithm. The modified 
q_learning does a conditional back up. Let s be the 
current state and s’ is a state that results from the 
current state by executing action a. If both s and s’ 
belong to the task and all the states in the task are 
visited prior to s’, then algorithm does a 1-step back 
up of rewards from the pattern to the state preceding 
the pattern. Otherwise, it behaves like standard 
q_learning. In order to accomplish this, the algorithm 
keeps track of the successive states encountered in 
the desired behavioral pattern in a history.  

3. State space accumulation: Before starting to learn, 
the agent does not have the state space or the action 
space available to it. During the execution of the 
q_learning, as it encounters new states, it stores them 
to build a state space. This state space is in the 
parametric form as discussed earlier. The values are 
discrete to differentiate states at different time 
instances.  

4. Action space generation: The agent identifies its 
action space by modifying the parameters of the input 
states. For example, in figure 2, the input state 
parameters are: (Sw, open), (c1, capacitance), (r1, 
resistance), (r2, resistance), (l1, inductance). The 
bounds for each of these parameters are known and 
the parametric values are discretized. This allows the 
agent to generate a discrete set of actions by 
modifying the parameters. 

5. Event Driven Reward Generation: The components 
in the real physical system can produce continuous or 
discrete behaviors. An action executed at a time t 
may result in the physical system to generate 
behaviors continuously without further action 
executions. This poses problem for using the 
q_learning algorithm. Since the agent can receive 
only discrete states, we developed an event handling 
mechanism that discretizes the physical system 
behaviors and then informs the agent of their 
availability.   

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 
Figure 4. Modified q_learning algorithm for interface 

agent. 

The modified q_learning algorithm is shown in figure 4. 
After instantiating all the data-structures, the algorithm 

1. StateSpace = ∅, QValues = ∅, MaxQChange = -
100, Policy = ∅, Task = ℘, History = H, Changes = 
∅ 

2. Repeat until  (MaxQChange  <  ε  && 
MaxQChange > -100)  

2.1. s  generateRandomInitialState() 
2.2. StateSpace  StateSpace ∪ {s} 
2.3. If s ∈ ℘ 

2.3.1. H  H + s 
2.4. Repeat (for each step of episode) 

2.4.1. A  generateActions(s) 
2.4.2. a  selectAction(Policy)            
2.4.3. (s’, r)  executeAction(s) 
2.4.4. If s’ ∈ ℘ 

2.4.4.1. H  H + s’ 
2.4.5. StateSpace  StateSpace ∪ {s’} 
2.4.6. If (H =℘, s’ ∈ ℘, s” ∉℘) 

2.4.6.1. QChange(s”) = αR 
2.4.7. Else  

2.4.7.1. QChange = α [r  +  γ Q(s’,   
β(Policy, generateActions(s’)))  –  Q(s,a)] 

2.4.8. Q(s,a)  Q(s,a) + QChange 
2.4.9. MaxQChange  max(Changes, 
QChange) 
2.4.10. QValues  QValues + Q(s,a) 
2.4.11. s  s’ 

2.5. end_of_episode 
2.6. MaxQChange = -100 

3. end 



    

tries to minimize the q update of all states to a small 
quantity ε, which acts as the convergence condition for 
the algorithm. For this, the algorithm iterates over a 
number of episodes. In each episode, the algorithm starts 
by randomly generating the first state. The 
generateActions function generates all applicable actions 
on the state. The selectAction function selects an action 
that allows the exploration and exploitation by the agent 
within the sate space. The algorithm uses the softmax 
action selection method for selecting an action that does 
exploration or exploitation. The softmax method uses 
Boltzmann distribution (Sutton 1998). This allows the 
probability of choosing an action to be varied as a graded 
function of the estimated q_value.  

Adaptive Reward Generation  
After acquiring the optimal policy for the given task from 
its environment, the agent interacts with the user to train 
him/her to perform the desired task. In order for the agent 
to train the user, it may not be sufficient to present the 
users with rewards of the states or the q_values of the 
state action pairs. For large state and action spaces, the 
q_values are large in number. Presenting large number of 
numerical values for memorization by the user is not an 
effective strategy. The user may not be able to build 
optimal policies from the rewards, as it requires a large 
number of visits to the state action pairs.  Visiting state 
and action pairs exhaustively forms the condition for the 
convergence in q_learning. Further, humans may use 
generalizations over the states they have seen and the 
actions that are applicable on them. Such generalizations 
speed up the learning process.  
We take an approach based on a behavioral model of the 
user for rapid learning. The user explores in an 
increasingly differentiated environment. As the user 
interacts with the environment, he/she develops a model 
of the environment that is increasingly selective of 
rewarded states and actions. This selection is based on the 
results encountered in previous visits and the frequency of 
such visits.  Further, the user may apply generalization 
that may avoid some states he/she may not have seen 
before or frequent some state action pairs that may not 
yield large rewards.  
In order to assist the user under these conditions, the 
agent needs to provide some feedback on user’s 
generalization. For this the agent develops some 
differentiated rewards over all competing state action 
pairs. The failure of the user to select the best possible 
state action pair leads to the agent generating a reward 
specifically to correct the situation.  
In order to capture this behavior, we distinguish between 
the reward an environment provides to a user and the 
satisfaction he/she associates with a state-action pair.  The 
rewards the environment provides are fixed and are 
independent of the user behavior. The satisfaction, on the 
other hand, is strongly tied to the user behavior. It 
represents the success the user had in selecting the state-

action pair with highest q_value from among all possible 
choices. Dissatisfaction represents the failure to avoid the 
state-action pairs with worst rewards from among all 
possible choices. Every state-action pair can have 
satisfaction and dissatisfaction values that are between 0 
and 1.  
 

 
Figure 5. The interactions between various modules for 

Adaptive Reward Generation 
The goal of the user is seen as trying to maximize the 
satisfaction while minimizing the dissatisfaction. The 
satisfaction and dissatisfaction measures help the user 
with speeding up of learning for two distinct reasons. First, 
they provide the statistical measure of the effectiveness of 
each action selection, relative to the other choices 
available. Second, they indicate to the user, after several 
interactions, the effectiveness of selecting the same action. 
The satisfaction and dissatisfaction measures improve 
with repeated selection by the user. The changes in 
satisfaction measure, after repeated selection of an action, 
encourage the user to pursue that action more vigorously, 
compared to other competing actions. Similarly, the 
dissatisfaction measure discourages the user to pursue 
actions that have negative rewards, compared to other 
actions. This differentiation among various actions is the 
source for speeding up of the user learning. 
Figure 5 illustrates an architecture that supports 
interactions between the user, interface agent and the 
physical system for Adaptive Reward Generation. The 
agent starts with a policy (policy_ps), which it has learnt 
by interacting with the physical system. The agent 
generates perceptual state and action spaces, and 
satisfaction and dissatisfaction measures using the 
policy_ps. The user’s perceptual actions are received by 
the agent and then applied on the physical system.  
While training the user, the agent learns a new policy 
(policy_sd), which reflects the user’s learnt behavior. The 
new policy has not only the q_values for state-action pairs, 
but also the satisfaction and dissatisfaction measures. This 
policy is displayed to the user as it is built and it guides 
the user to select actions. Based on the actions selected by 



    

the user, the policy_sd is updated. Due to this, adaptive 
reward generation is an on-line algorithm. 
While learning the policy_sd, the agent guides the user to 
select better actions as he makes mistakes and successful 
moves for the desirable task. The interaction ends when 
the user consistently selects the actions with maximum 
satisfaction measures for all states, while keeping the 
dissatisfaction scores low and constant.       
While interacting with the agent, the goal of the user is to 
maximize the reward and satisfaction, and minimize the 
dissatisfaction. The satisfaction and dissatisfaction depend 
not only on the selection of best and worst actions, but 
also on the satisfactions and dissatisfactions gained in the 
traces of past events. For this, our algorithm uses a 
modification of the concept of eligibility traces (Sutton 
1998).  The eligibility traces allow implementation of 
TD(λ) algorithm mechanistically(Sutton 1998).  
The visiting and non visiting of a state by the user forms 
its eligibility trace. If the user visits a rewarding state, not 
only the satisfaction of that state, but also the satisfaction 
of its preceding states is increased. Similarly, if the user 
visits non-rewarding or negatively rewarding state, the 
dissatisfaction of the state is increased along with the 
dissatisfaction of its preceding states. The eligibility trace 
for a state(s) visited is incremented by 1, and the 
eligibility traces of all preceding states decay by λγ, 
where γ is discount factor and λ is trace-decay parameter. 
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Figure 6. Adaptive Reward Generation Algorithm 
In contrast to the standard backward view of TD(λ), the 
adaptive reward generation algorithm maintains three 
eligibility traces, one for each of the reward, satisfaction 

and dissatisfaction. Before we present the algorithm, we 
present equations that compute the TD (temporal 
difference) errors for state satisfaction (ηt) and TD errors 
for state dissatisfaction (ωt). Let Nt(s) is the satisfaction 
value of a state s at instant t, and let Wt(s) is the 
dissatisfaction value of the state s at instant t. We assume 
that the same discount rate γ can be applied on all the 
three updates.  
 1 1( ) ( )t t t t t tn N s N sη γ+ += + −         (2) 

 1 1( ) ( )t t t t t tw W s W sω γ+ += + −         (3) 

The global TD errors can be computed as follows.  
 ( ) ( ),     for all s St t tN s e sαη∆ = ∈         (4) 

 ( ) ( ),     for all s St t tW s e sαω∆ = ∈         (5) 

The rewards rt are provided by the physical system. The 
satisfaction (nt) and dissatisfaction (wt) are computed by 
using the policy_ps. The algorithm for adaptive reward 
generation is given in figure 6.  

Visualization of Parametric Spaces 
In order to train the user for the task, the agent needs to 
support two forms of interaction. The first is supporting 
his/her generalization by providing a feedback. This is 
done using the adaptive reward generation. The second is 
to present the parametric spaces acquired from the 
physical system in a visual form. The visual form is not 
known before hand and requires further interaction with 
the user and learning a form of in interaction. This work is 
still under progress.  Currently, we use a simple 
preexisting model for interaction.  
 

 
Figure 7. An electronic circuit with perceptual projections 

Figure 7 illustrates the use of a simple model for visual 
percepts for the electrical circuit shown in figure 2.  The 
model used here has a predefined set of visual elements. 
To select an action, the user moves the handles on the 
bars, which simulates the sliders in physical world. For 
providing the perceptual information, each component has 

1. Initialize N(s) and W(s), e(s) = 0, for all s ∈ S 
2. While W(s) changes when N(s) is maximal or N(s) is 

not maximal, for all states 
3. Repeat for each episode 

3.1. Initialize s  User selection 
3.2. Repeat for each step of episode 

3.2.1.  a  action selected by the user 
3.2.2. s’  Execute action(a, s) 

3.2.2.1. n  computeSatisfaction 
(policy_ps(s)) 

3.2.2.2. w  computeDissatisfaction 
(policy_ps(s)) 

3.2.2.3. η  n + γN(s’) – N(s) 
3.2.2.4. ω  w + γW(s’)-W(s) 
3.2.2.5. e(s) e(s)+1 
3.2.2.6. For all s: 

3.2.2.6.1. N(s) N(s)+αηe(s) 
3.2.2.6.2. W(s) W(s)+δωe(s) 

3.2.3. s s’ 
4. end 



    

a bar graph associated with it. This gives the discrete 
value of a parameter at a time. For example, a parameter 
can be the intensity of light. A component can be 
associated with more than one visual element.  

Implementing Physical System as an 
Environment 

The physical system can be complex and can have 
continuous behaviors. Many numerical simulations of the 
physical systems are present in literature. We need a 
incremental simulation that responds to an agent action at 
any point of time, and produces the output at discrete time 
intervals. Even though some reinforcement learning 
algorithms learn policies from continuous signals (Sutton 
1998), perceptual space generation and supporting the 
user training requires discrete data. For example, the 
perceptual states and actions need to be generalized for 
complex perceptual interactions. Discrete data allows 
such flexibility. Our solution has three parts.  
1. System Dynamic Modeling: This allows modeling of 
physical system as having components where each 
component is modeled as a system with inputs and 
outputs.  
2. Sequential Algebra: This enables incremental 
simulation of the physical system. Each component is 
viewed as adding changes to a signal passing through 
them.  
3. Asynchronous Control: The agent needs to perform an 
action on any component and is able to observe the output 
at any component that can show output.   

System Dynamic Modeling 
System dynamic modeling views the components as 
having flow and effort variables. We assume that a single 
flow variable is present in a loop. In each component, the 
flow variable influences the effort variables. Figure 8 
illustrates a system dynamic model for a simple circuit 
with a battery, switch and two resistors.  
 

 
Figure 8. A system dynamic model of a simple electrical 

circuit. 
 
In figure 8, the flow variable is the current and the effort 
variables are voltages. The flow variable as a signal is 
propagated and the modifications to effort variables are 
accumulated in each component. After the signal has been 
propagated through all the components, at least once, the 
modifications to effort variables are solved to arrive at the 
value of flow variable. This eliminates the need for 
solving simultaneous equations in non-linear systems.  
 

Incremental Algebra 
In system dynamics, the flow variable is propagated thus 
causing changes to effort variables. If an output effort 
variable of a component is an input to the next component, 
the changes are added. These additions pose two 
problems. The numerical values of these changes may not 
be known until the signal is propagated through all the 
components at least once. Second, an addition of a change 
need not be a simple arithmetic addition in non-linear 
systems. In order to address these two problems, we 
developed a new mathematics we call incremental algebra. 
This algebra has a single variable called modifier and an 
operator called modification. There can be different types 
of modifiers to reflect complex mathematical operations. 
For example, a mathematical expression a + (b * (c + d + 
e) * f)) is represented using the following expression. 
AM[+,  (m(+, a) !  MM[+, (m(+, b) ! AM[+, (m(+, c)! 
m(+, d) ! m(+, e))] ! m(+, f))])]. 
Here, m is a Basic Modifier and is atomic, AM is 
Additive Modifier, and MM is Multiplicative Modifier. 
This mathematics is not only extendible to various 
mathematical operations, but also can be easily 
implemented using object-oriented programming. This 
has been fully implemented in our system using Java. 

Asynchronous Control  
Making the agent interact with a physical system requires 
an asynchronous control for the implementation. While 
the simulation is progressing, the agent should be able to 
access any component and perform an action on it. While 
the agent is performing action, the physical system should 
be able to provide it with the reward to a state.  

We implemented asynchronous control using multi-
threading and event handling mechanisms of Java. The 
components are processed concurrently as illustrated in 
figure 9. At each time instant, each component is 
simulated for its input. All the components collectively 
produce an environment state. The agent can apply input 
on the physical system. This input state is divided into 
inputs to various components. During the next processing 
cycle, the components are simulated taking its input into 
consideration.  
 
 
 
 
 
 
 
 
 
 
 

 

Figure 9. An event handling implementation of 
continuous physical systems 
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Implementation Results 
We have completely implemented the physical system 
and the agent in Java. This complex implementation uses 
a number of programming techniques like event handling, 
multi-threading and Swing. We are in the process of 
implementing the visualization aspect using Java bindings 
for OpenGL (JOGL). After completion, this program will 
be tested on a number of students. Our objective is to 
measure the effectiveness of Adaptive Reward Generation. 
We measure it by comparing it with a standard q_learning 
that does not generate satisfaction and dissatisfaction 
rewards adaptively. The physical systems currently 
include examples from the domains of electronics, 
mechanical engineering, mechatronics and economics.  

Related Research 
Several symbolic teaching and training programs are 
present, especially in the areas of Qualitative Reasoning 
and Model based Reasoning. Typically, they use a library 
of abstract domain models, such as causal models 
(Prabhakar and Goel 1998). These are precompiled to 
teach the students specific concepts. The interactions 
assume that the user already has some generalized 
knowledge, and he/she shares the level of generalization 
with the model used (Graesser, et al 2001). While this 
approach is effective, precompiled library development is 
resource intensive. Further, the user may not share a 
generalization with the domain models. The requirements 
of the user may be changing with time. This limits the 
applicability of the training program. 
Another common strategy adapted for assistants 
communicating with users is to use images of virtual 
environments (Johnson et al 2000). For interactions with 
complex physical systems, different visualizations of data 
are required. For adaptive perceptual interfaces, work on 
adaptive visualization is in progress. In the current work, 
we use adaptive reward generation to support the users.  
The vision based interfaces present the vision data for the 
user to interact with (Turk and Kolsch 2005).  Our work 
differs from vision based interfaces in that we use 
parametric data in order to adapt it to the requirements of 
the user.  
In this paper we presented variations of reinforcement 
learning (RL) algorithms (Sutton 1998) for the task of 
assisting humans to learn to control based prediction task. 
This is a new application of similar RL algorithms. The 
agent architecture combines two reinforcement learning 
algorithms in a novel way. This allows dual adaptability 
of the agent: to the environment and the user.  

Conclusions 
Agents that can train humans to perform complex tasks 
can play a significant role in assisting humans to deal with 
engineered physical systems. These agents are persistent 

as the technologies change rapidly and humans need 
constant support to learn to deal with them. This research 
work presents the design of such agents and addresses a 
number of major issues required for the design of 
persistent assistants.   
1. The assisting needs to be done at the level where the 

human user is comfortable and effective. The 
interface agents train the user at the perceptual 
interaction level. 

2. In the absence of theories for how the humans behave, 
we still need good ways to measure and control the 
training provided to the user. The algorithms 
presented in this paper are evaluative and have well 
defined convergence conditions.  

3. Humans experiment and generalize. The assistants need 
to address both of these issues. The agent architecture 
presented addresses this issue. It supports the user to 
draw generalizations by providing the data for the 
consequences of his/her actions.  

4. Humans fail and they learn from their failures. The 
assistants should cope with such behaviors. The 
adaptive reward generation algorithm provides 
differential measures such as satisfaction and 
dissatisfaction to let the user use his/her failures to 
improve the performance.  

This research work does not address an important issue.  
Humans generalize. Interacting with the generalizations 
humans make is an important research direction we hope 
to address in our future research.  
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