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Abstract 
Control automation can reduce human workload by 
automating routine operations such as system 
reconfiguration and anomaly handling.  Humans need 
assistance in interacting with these automated control 
agents.  We have developed the Distributed Collaboration 
and Interaction (DCI) system, an environment in which 
humans and automated control agents work together.  
Within this environment, we provide Ariel agents for each 
human in a group to assist them in performing the duties 
associated with the roles they perform for that group.  We 
have deployed the DCI system at NASA’s Johnson Space 
Center (JSC) to assist control engineers in performing 
duties associated with crew water recovery systems.  In this 
paper we describe the water recovery system in the Water 
Research Facility (WRF) at JSC, the DCI system we 
developed, and our experiences in deploying DCI for use in 
the WRF. 

Introduction   

In manned space operations, control automation can 
reduce human workload by automating routine operations 
such as system reconfiguration and anomaly handling.  
The use of such automation in space operations requires 
that humans be cognizant of automation performance and 
be available to handle problems outside the capabilities of 
the automation.  These human tasks are infrequent, 
typically require little time, and may be performed remote 
from the system being controlled.  To accomplish these 
tasks, humans need support for persistent, distributed 
control operations with autonomous control agents.   
 We have developed the Distributed Collaboration and 
Interaction (DCI) system, an environment in which 
humans and automated control agents work together.  
Within this environment, we provide Ariel agents for each 
human in a group to assist them in performing the duties 
associated with the roles they perform for that group 
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(Schreckenghost, et al., 2002).  We have deployed the DCI 
system at NASA’s Johnson Space Center (JSC) to assist 
control engineers in performing duties associated with 
evaluating crew water recovery systems (WRS).  These 
WRS tests operate for months at a time, and require 
engineers to be on-call and available to handle anomalies  
while performing their other duties.  In this paper we 
describe the water recovery system in the Water Research 
Facility (WRF) at JSC, the DCI system we developed, and 
our experiences in deploying DCI for use in the WRF.   

Water Research Facility 

The Crew and Thermal Systems Division (CTSD) 
performs ground-based testing of regenerative water 
recovery systems in the Water Research Facility (WRF) at 
JSC.  It consists of a waste water collection facility, a 
water analysis laboratory, and a post processing hardware 
subsystem. Currently the Post Processing System (PPS) is 
being evaluated in long duration ground testing.  The PPS 
is a water “polisher” used to bring relatively clean water to 
within potable limits. It removes the trace inorganic wastes 
and ammonium in recycled water using a series of ion 
exchange beds and removes the trace organic carbons 
using a series of ultraviolet lamps. 
 The PPS is controlled by the 3T automated control 
software (Bonasso, et al., 1997). The 3T architecture 
consists of three tiers of parallel control processing:  
• Deliberative Planner. hierarchical task net planner 

to coordinate multi-agent activities with resource or 
temporal constraints,  

• Reactive Sequencer.  reactive planner to encode 
operational procedures that can be dynamically 
constructed based on situational context, and 

• Skill Manager. traditional closed loop control 
managed as modules that can be differentially 
activated in support of a given step in a sequence. 

This approach is designed to handle the uncertainty 
inherent in complex domains.  Control commands flow 
down through the hierarchy and feedback flows back up 



through the hierarchy to close the control loop. If a 
command fails at any level, it can initiate a repair action 
(e.g., replanning at the deliberative level, selection of an 
alternative sequence at the reactive level). Each layer 
operates at a different time constant, allowing high speed 
controllers at the lower level of the architecture to operate 
in parallel with the slower, deliberative algorithms at the 
high level.  The 3T architecture has been used extensively 
during ground tests of life support systems for regenerative 
water recovery (Bonasso, et al, 2003) and air revitalization 
(Schreckenghost, et al, 1998). 
 The control engineers in the WRF fulfill three roles:  
Prime, Backup, and Coordinator.  The Prime is the person 
responsible to handle anomalies that cannot be handled by 
the control automation.  This requires going to the WRF 
where both the control software and the life support 
equipment reside.  The Backup is responsible to handle 
problems when the Prime cannot.  The Coordinator is the 
most knowledgeable about the PPS system and is 
responsible to ensure the overall health of the PPS.  Each 
week the roles of Prime and Backup shift among the 
control engineers.  The role of Coordinator, however, is 
assigned to a single person and does not change. 
 The most common problem requiring human 
intervention in the WRS tests is the Loss of RAPS 
Communication (LORC), a distributed process 
communication problem.  The LORC anomaly occurs 
when the Reactive Sequencer (implemented using RAPS; 
Firby, 1995) loses communication with the Skill Manager 
that links it to the PPS hardware.  When a LORC occurs, 
the Sequencer can no longer monitor and control the PPS 
hardware.  In response to the LORC anomaly, the Skill 
Manager reconfigures the PPS hardware to a safe state and 
issues a LORC anomaly flag.  Since safing the PPS 
hardware stops the processing of water, the PPS test is 
interrupted until the PPS can be restarted.  Restarting the 
PPS in this situation requires manually restarting the 
Sequencer. 

Distributed Collaboration and Interaction 
System 

The DCI System provides an environment for 
collaboration and interaction among a group of humans 
and highly autonomous control agents.  Within this 
environment, each human in the group has an Ariel agent 
to assist him or her in working with other members of the 
group.  To manage communication and coordinate 
activities within the group, each Ariel agent models its 
user’s location, activities, group roles, and health.  It uses 
this information to customize the services it provides its 
user.  Additionally which services are used can be 
configured depending on the needs of the group. The 
following services are available for use by the Ariel agent 
• Notification Service: filters and annotates incoming 

notices by pattern matching a set of notice 
specifications associated with the user’s role to 
ontology-based descriptors in the incoming notice.  

The annotation identifies how much latency can be 
tolerated in notifying the user and how much of the 
user’s attention should be focused on the notice. 

• Location Service:  receives user logins/logouts to 
the DCI system and translates them to the user’s 
most likely location using a belief net.  As the 
elapsed time since the login/logout increases, the 
likelihood associated with the measurement decays 
and the assessment of location becomes more 
general.  When the user interacts with the DCI 
system from a location, the Location Service 
receives this as an updated reading of user location. 

• Task Status Service:  assesses the completion status 
of the user’s activities and transmits changes to the 
Conversion Assistant for Planning for use by the 
automated planner in updating the plan.  The TSS 
also issues notices requesting the user to 
acknowledge the assignment of critical tasks. 

• User Interface Service:  manages the presentation of 
all information to the user, including displays, 
paging, and the sending of emails. 

• State Management Service/State Data Service:  
manages the user’s state model, makes that state 
available to other services, and ensures that updates 
to that state are handled consistently.  Uses a 
blackboard memory model.   

 In addition to the services internal to the agent, the DCI 
environment makes the following set of centralized 
capabilities available to all Ariel agents: 
• Activity Planner (AP):  uses a hierarchical task net 

planner to automatically build and update the daily 
duty schedules for all humans in group. 

• Conversion Assistant for Planning (CAP):  manages 
plan monitoring and execution for the Activity 
Planner, including both environmental monitoring 
and information exchange between the Ariel agents 
and the Activity Planner.  The CAP also monitors 
for events from the embodied agent indicating a 
need for replanning. 

• Simple Event Detection Assistant (SEDA):  
recognizes simple warning signals from the control 
agent and translates these signals into human-
understandable events such as Caution & Warning 
events and failure impacts using simple pattern-
matching software. 

• Complex Event Recognition Architecture (CERA):  
applies language recognition principles to detect 
event patterns in domain data.  Event patterns are 
hierarchical and temporal in nature.  CERA was 
developed by I/Net (Fitzgerald, et al., 2003).   

• Situation Viewer:  provides a user interface for the 
situations produced by the CERA software.  This 
viewer also retrieves data from parameter logs 
associated with the situation and shows it in a plot. 



Related Work 

 Similar to the DCI System, the Electric Elves system 
(Chalupsky et al., 2001) was designed to support 
distributed human groups perform their duties.  
Specifically, it assists professors and students in 
scheduling meetings, designating speakers, and identifying 
where to meet for lunch.  Also like the DCI System, the 
Electric Elves was deployed for extended use at the 
University of Southern California.  A key difference, 
however, is that the agents of the Electric Elves are 
designed to aid human-human interaction, while the agents 
of the DCI System assist human interaction with 
autonomous control systems, such as crew life support.   
 The DCI approach of developing software agents that 
mediate interaction among humans and autonomous 
control systems is most similar to recent work by Scerri et 
al (2003) and Bradshaw et al (2001).  Scerri et al. have 
successfully extended the results of the Electric Elves 
project to aid teams of humans, robots, and agents by 
dynamically adjusting control responsibility.  Bradshaw et 
al (2001) have investigated human-agent teamwork for 
NASA’s Personal Satellite Assistant,  a robotic assistant 
designed to aid crew when operating inside a space 
vehicle.  Neither of these approaches, however, provide 
mediating software agents to aid interaction with 
autonomous agents, nor do they address such issues as 
coordination with automated activity planning and 
complex event detection that are essential for such 
interaction with autonomous space systems. 

Interaction among the Human-Agent Team 

In previous ground tests of systems in the WRS, control 
engineers were required to maintain situation awareness by 
checking system state and status three to four times a day.  
The Prime engineer would first review schematics 
displaying current system state to look for problems 
(Figure 1).   
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 1.  PPS Schematic Used for Current State 
 

If he perceived a problem, he would then bring up tables of 
logged data to try and identify the problem.  Both of these 
tasks could be performed remote from the WRS.   If 
additional information was needed, or if a recovery action 
was required, he would then go to the site of the WRS to 
resolve the problem.  If for some reason the Prime could 
not handle the problem, he would coordinate with the 
Backup engineer and the Coordinator using the phone. 
 We developed the DCI agent system to improve control 
operations by providing personal agents that assist humans 
in performing their duties.  The Ariel agent monitors for 
problems requiring human intervention so users do not 
have to periodically check on system status.  This agent 
also coordinates human response when problems are 
detected to minimize the time spent coordinating by phone.  
Specific challenges addressed by these agents for the PPS 
test include the following: 
• Aiding human awareness of control situation for 

remote, asynchronous operations,  
• Notifying the proper users based on assigned roles 

when human intervention is needed, and 
• Aiding team awareness for distributed groups. 

We describe our approach for addressing each of these 
challenges below.  

Situation Awareness 
The Ariel agent provides its user with information about 
the ongoing control situation.  This includes visibility into 
the activities of the PPS control agent and the state changes 
in the underlying PPS hardware resulting from those 
activities.  One type of information monitored by the Ariel 
agent and provided to its user is alerts and alarms issued by 
the PPS control agent.  These messages indicate states in 
the PPS that are outside normal limits, such as low feed 
tank weight or a drop in input water pressure when a water 
sample is taken.  In previous tests, a control engineer could 
only monitor these warnings from the control station near 
the water recovery hardware where the control agent was 
running.  The DCI system makes it possible to distribute 
these warnings to control engineers in their offices or at 
home. 
 The DCI system also aids situation awareness by 
providing the capability to build summaries of important 
control situations for review by control engineers.  These 
summaries consist of sets of temporally ordered, 
hierarchically structured events.  They use the hierarchical 
structure of events to provide optional access to an 
increasing level of detailed information about the event.  
At the lowest level, events are associated with plots of the 
relevant raw telemetry data.  Since more than one set of 
low level events can satisfy the definition of a complex 
event, it is necessary to show the events that occurred in 
the context of all possible events.  Events that were 
observed are shown in black text while events that were 
not observed are shown in gray text.  An important 
function of these summaries is to translate to the human’s 
mental model of important domain events.  We annotate 
the states and events comprising a complex event with 



labels associated with  this mental model for the situation.  
This serves as a useful reminder when revisiting situation a 
user has not seen for awhile.  For example, cd06  >= .9 * 
cd04  is labeled as Bed Breakthrough for Reverse Osmosis 
Mode. 
 For the PPS, the DCI system monitored for Loss of 
Communication (LORC) anomalies and for both nominal 
and off-nominal End of Test conditions.  Figure 2 
illustrates an off-nominal End of Test condition.   
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 2.  Off-nominal End of Test – Late Safe 
 
In this case, the PPS beds were used up (called a bed 
breakthrough) which should trigger a safing operation of 
the PPS hardware by the control agent.  However, in this 
case, the PPS safe does not occur which is documented in 
the event summary titled End-of-Test Point – AES Manual 
–No Auto Safe.  This summary is distributed by the DCI 
system, which notifies the control engineer that he needs to 
go to the WRF and manually safe the PPS.  About 3 hours 
later, a control engineer arrives at the lab and manually 
safes the system which is documented in an event 
summary titled End-of-Test Point – AES Manual –Late 
Safe.  

Notification for Intervention (Human On-call) 
The PPS control agent operates autonomously most of the 
time.  There are anomalies, however, that the control agent 
cannot resolve by itself and a control engineer must come 
into the WRF to fix the problem.  Thus, the humans are 
on-call to handle anomalies from which the control agent 
cannot recover.  The Ariel agents enable the humans being 
on-call by notifying them when problems occur requiring 
human intervention.  When an anomaly requiring human 
intervention occurs, the DCI system responds as follows.  
The activity planner replans to assign the anomaly 

handling task to the appropriate person.  Once the task 
assignment is made, the Ariel agent for the person who has 
the new task notifies its user of a change in schedule and 
requests the user to acknowledge the new task.  If the user 
is not logged into the DCI system, this interaction will 
occur via pager; otherwise, the interaction will occur 
through the DCI interface.  If the user declines the task, the 
planner will replan again to find another person who can 
do the task.  This will result in an acknowledgement 
request to the new person.  This replanning and 
acknowledgement cycle will continue until an available 
human is found.  The planner uses the assigned roles to 
determine which users are the best candidates.  For the 
PPS, there are two types of anomalies requiring human 
intervention: (1) a loss of communication between the 
control agent and the PPS hardware, and (2) end of test 
conditions without stopping water processing (PPS safe).   
 The ability to accept or decline a task assignment via 
pager was added after the initial deployment in the WRF.  
This feature was added at the users’ request and improved 
user trust in the agent’s task assignment capabilities.  
Formerly, without explicit task acknowledgement, we had 
to allocate sufficient time for a person to travel to the WRF 
before we could look for evidence that the person was 
handling the problem.  If our estimate of travel time was 
wrong, this could result in situations where the planner 
would reassign the task before a person could get to the 
WRF.  Additionally, in cases where the assigned person 
could not handle the task, we had to wait until this travel 
time had elapsed before the planner could conclude it was 
time to reassign the task to someone else.  In the interim, 
the user received a number of increasingly urgent pages 
requesting him or her to handle the problem.  Thus, adding 
task acknowledgement decreased false task reassignments, 
eliminated nuisance messages when a person could not 
accept a task assignment, and reduced the time for the 
planner to reassign a task by a factor of three (i.e., from 
around 20 minutes to 6 minutes per person). 

Group Awareness 
The human-agent team for the PPS ground test is 
distributed.  Control engineers work in offices located both 
onsite and offsite JSC.  Engineers are on-call 24-7, so they 
also must access information from their Ariel agents while 
at home.  Because the test extended over the course of 
nearly a year, people were occasionally on travel or 
vacation.  An important part of coordinating the team was 
providing information about members of the distributed 
team, particularly where team members were located, who 
performed anomaly handling activities, and who is 
fulfilling the Prime and Backup roles for a given week..  
To support this concept of distributed group awareness, we 
provided the display shown in Figure 3.   
 To illustrate how control engineers used the group 
awareness display, we give the following examples.   
 A false indicator of a Loss of Communication (LORC) 
anomaly can be caused by the Coordinator when he is 
performing nominal maintenance on the control system in 



the WRF.  As a result, when notified of the LORC 
anomaly, the Prime has learned to first check the Location 
tab of his group awareness view to see if the Coordinator is 
working in the WRF before responding to the anomaly.  If 
he is, the Prime calls and discusses the situation with the 
Coordinator to determine what, if anything, the Prime 
should do.  Since the Coordinator is already in the WRF, 
he usually takes any action that is required to resolve the 
problem.   
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 3.  Group Awareness View, Location Tab 
 
 The History tab shown is useful in reconstructing what 
happened after an anomaly.  For example, the Prime 
engineer would occasionally forget to carry his pager.  
Once he realized he had been out of touch, he would check 
for missed pages, then bring up his agent display.  If he has 
received a LORC message, followed by a RORC message, 
he knows a problem occurred that was handled by another 
engineer.  One way of quickly reconstructing who handled 
the problem is to bring up the group awareness display.  
From the Activity tab he can see who was assigned the 
anomaly handling activity.  From the History tab he can 
track location changes to see who actually went to the 
WRF to fix the problem.   

Persistent Operations 

The human-agent team for the WRF consists of three 
control engineers, three DCI software engineers, a control 
agent for the PPS subsystem, and six Ariel agents, one for 
each control engineer and software engineer.  This team 
has operated for a year, starting on January 28, 2004.  
During that period, it has supported a total of 41 PPS tests.  
The first 21 tests evaluated the effectiveness of the 
substrate in the PPS beds in removing trace inorganics in 
water.  The next 20 tests evaluated the effectiveness of the 
UV lamps in removing trace organics in water..  Recently 
we completed a second series of tests to evaluate the PPS 
ultraviolet lamps.  Between tests, the Ariel agents 

continued to monitor the quiescent control agent to detect 
loss of communication errors (LORCs). 

Anomaly Response 
 We evaluate DCI anomaly response performance by 
comparing the anomaly response time for the PPS test with 
the DCI System to the anomaly response time for previous 
WRS tests without the DCI System.  We monitor 
performance for the LORC anomaly because it was a 
common problem in previous WRS tests.  We measure the 
LORC anomaly response time as the time from detection 
of the anomaly until the time the anomaly is repaired.  This 
LORC response time is computed as the sum of (1) the 
time to detect the LORC anomaly, (2) the time to locate 
someone to fix the problem, (3) the time to travel to the 
WRF where the WRS hardware is located, and (4) the time 
to restart the 3T system.   
 In previous WRS tests with no DCI support, the 
minimum LORC response occurred when the Prime 
Engineer was monitoring the WRS schematics at the time 
the LORC anomaly occurred and was able to immediately 
go to the WRF to fix the problem.  In this case, the time to 
detect the problem and to locate someone to fix the 
problem were nearly zero.  Thus the minimum average 
LORC response time in previous tests was one hour, since 
it took an average of 30 minutes to travel to the WRF and 
30 minutes to restart the 3T system and the WRS.  If the 
Prime engineer was not monitoring the WRS system when 
the LORC occurred or if the Prime engineer could not 
respond immediately, the LORC response time increased 
quickly.  In the worst case during previous tests, when the 
LORC occurred at night over the weekend, it took over 10 
hours to respond.   
 The anomaly response objectives for the DCI System 
during the PPS test were (1) to reduce the time to detect 
the LORC anomaly to a few minutes and (2) to minimize 
the time to locate someone to fix the problem.  Thus the 
best possible response time with the DCI System was 
expected to be around one hour, the minimum average 
LORC response time from previous tests.  Before we 
added the ability for the users to accept or decline a task 
via pager (January 28 – May 11, 2004), we shifted 
anomaly handling responsibility from Prime to Backup 
after 30 minutes with no response and shifted 
responsibility from Backup to Coordinator after an 
additional 30 minutes with no response.  This resulted in 
an expected worst case response time of around 2 hours 
(i.e., locating a person to handle the problem added up to 
one hour to the minimum average response time).  Once 
the users could accept or decline a task via pager (May 12, 
2004 – present), the expected worst case response time 
dropped to 1.5 hours (i.e., locating a person to handle the 
problem added at most 30 minutes to the minimum 
average response time).  In the event that the DCI System 
failed to work, such as the cases where users were not 
reachable via their pagers, we expected the LORC 
response time with the DCI System to be around 10 hours, 
comparable to the previous WRS tests.   



 We have observed a total of fourteen LORC anomalies 
during the PPS test.  These LORC anomalies may be 
further categorized as (1) real LORC anomalies, (2) false 
LORC anomalies caused by the Coordinator when 
performing maintenance on the control agent, and (3) 
simulated LORC anomalies induced for testing.  Figure 4 
summarizes the DCI anomaly response times for all three 
types of LORCs   
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 4.  LORC Response Time 
 
For ten of the LORCs in Figure 4, the response time was 
an hour or less.  For the remaining four LORCs, the 
response time ranged from 1.65 to 10.95 hours due to 
persistent problems with pagers, including (1) dead 
batteries, (2) pagers turned off, and (3) forgotten pagers.  
Based on our experience in this test, it has become 
apparent that alternate notification strategies, such as 
phone, are advisable for critical operations.  Also when 
LORCs occurred outside of test, engineers tended to wait 
to respond until it was convenient, which sometimes 
increased response time, because there was no urgency in 
getting the anomaly resolved.  This was particularly true 
for anomalies that occurred overnight.  In a very few cases, 
a DCI problem impeded quick response by not reacting as 
expected.  For example, we upgraded the Notification 
Service in the Ariel agents during the test to use a pattern 
matcher developed by another project; during one LORC it 
stopped functioning in a way that meant only half the users 
received notices. 

Efficiency 
We define Ariel agent efficiency as minimizing the use of 
computer resources and human time to operate and 
maintain the agent system.  The metrics that we use to 
measure agent efficiency include:  (1) the number of agent 
processes and (2) the time to start or turnaround the agent 
system.  The original DCI system had approximately 140 
server and client objects.  To reduce the use of computer 
resources we modified the agent system to execute most 
Java processes in a single Java Virtual Machine (JVM) for 
each computing platform and to execute most Lisp 
processes in a single Lisp image for each computing 

platform.  This reduced the number of server and client 
objects by a factor of ten to 13 processes.  To reduce the 
time a DCI administrator spent starting up or turning 
around the system, we implemented the ability to spawn 
DCI objects remotely using object factories.  A factory is a 
design pattern for instantiating objects on request. In this 
case, a software process contacts a factory running on a 
remote machine, asks it to instantiate an object of a 
particular type on that machine, and the factory returns a 
reference to that object once it has been instantiated.  
Using object factories, has reduced the startup time for the 
DCI system by a factor of 5, from around 25 minutes to 5 
minutes on the Pentium III class computers used in the 
WRF. 

Stability 
We define Ariel agent stability as minimizing agent 
downtime and maximizing agent availability.  The metrics 
that we use to measure agent stability include (1) the 
frequency of restarting the DCI system, and (2) the time 
between restarting the DCI system.  From June 2004, we 
were typically restarting the system about once every 2-3 
weeks, as shown in Figure 5.   
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
Figure 5. Restarts of the DCI System 

 
 For the first few months after initial deployment, we 
restarted the DCI System frequently, sometimes multiple 
times per week.  This was due to both detecting and fixing 
software errors as well as restarting to clean up memory 
buffers.  It was necessary to clean up memory buffers 
because we had insufficient RAM in computers running 
DCI (Pentium III  computers operating at 366MHz to 650 
MHz; 128MB RAM).  The average time between restarts 
prior to June 2004 was 3.9 days, with a minimum time of 1 
day and a maximum time of 12 days.  By June 2004, many 
of the system errors had been fixed and we had doubled 
the RAM in our computers (from 128MB to 256 MB).  
From June 2004 through January 2005, the average time 
between restarts was 11 days, with a minimum time of 1 
day and a maximum time of 30 days.   
 Because our approach to deploying automation includes 
adding new and revised techniques based on use results, 
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the deployed DCI System frequently includes immature 
components.  We often have to restart the system when 
deploying a revised component, as well as in response to 
errors discovered in the initial use of that component.  
Thus we do not expect the time between restarts to 
decrease significantly in the future. 
 There is a tension between minimizing downtime while 
taking adequate time to fix problems and test them before 
deployment.  When possible, we fix and deploy problem 
solutions as soon as possible.  In some cases, however, 
implementing a fix can take awhile and it is important to 
keep the system operational while the fix is being 
implemented.  One strategy for reducing the downtime in 
this case is the workaround.   A workaround is a code 
change or an operational protocol change that minimizes 
the effect of the problem while a fix is being worked out.  
For example, we had a persistent planning problem that 
causes duplicate tasks to be placed temporarily in our 
schedules.  This problem only occurred when the plan 
updated on the day after a LORC anomaly and it “fixes” 
itself at the subsequent plan update.  We implemented a 
procedural workaround where the Coordinator activates a 
manual plan update the morning after a LORC until we 
fixed the problem. 

Conclusions 

Using the DCI System to detect anomalies and assign 
anomaly handling tasks to control engineers, we reduced 
the LORC anomaly response time to under one hour, the 
minimum average response time from previous tests.  This 
anomaly response time was consistently achieved when 
control engineers used and maintained the pagers that 
notify them of anomalies.  We determined, however, that 
paging is not a reliable means of notification for infrequent 
but critical notices.  Control engineers frequently forgot to 
carry, check, or change batteries in their pagers.  We 
believe this problem was exacerbated by the fact that 
engineers did not use these pagers for other duties, and 
thus only rarely interacted with them. 
 We found that Ariel agents reliably notified control 
engineers about important events based on the roles they 
fulfill.  The approach of selecting notice filters and 
presentation media by roles permitted automatically 
adjusting what and how notices are received when the 
users’ roles changed each week.  Users received the 
correct messages and, with some initial adjustment, notice 
specifications stabilized quickly.   Using an assessment of 
whether the user was online or offline (i.e., logged into 
DCI) was sufficient for selecting among presentation 
media (e.g., pagers, email, etc.).  One of the difficulties we 
encountered was creating and editing the notice 
specifications represented as complex XML strings. We 
added an editor that manipulates these specifications as 
graphical objects to improve the user’s ability to visualize 
and adjust these specifications. 
 For persistent distributed software architectures, careful 
management of asynchronous communication among 

components of the architecture is essential. We 
experienced problems due to improper message buffering 
that only manifested themselves after extended use and 
that were difficult to isolate and recreate because they were 
dependent upon message timing affected by system 
loading 
 As expected, the operational protocols for control 
engineers were changed by introducing the DCI System.  
As engineers began to trust the system, periodic checking 
of system state and status was replaced by reliance on 
event detection to notify engineers of important control 
events.  These protocols continued to evolve with use, 
which often resulted in a need to adjust DCI capabilities.  
For example, after using the DCI system for awhile, 
engineers requested an alteration in assigning anomaly 
handling tasks.  They wanted to be able to accept or deny 
anomaly handling responsibility, requiring a change to the 
way the automated planner behaved.  This change reduced 
average response by around 30 minutes in cases where the 
Prime engineer could not respond. 
 We found incremental deployment of automation 
effective for long duration persistent operations.  Initially 
we focus on getting the system to function as intended 
(i.e., operate correctly).  During this period the emphasis is 
on fixing software functionality errors and omissions in 
components and communication infrastructure.  Once the 
system is working correctly, the emphasis shifts to correct 
functioning over extended operations (i.e., operate 
reliably) and to adjustment of the system to better support 
the job (i.e., operate effectively).  During this period we 
find and fix asynchronous communication problems (e.g., 
buffering messages exchanged between the planner and the 
agents to ensure coherent state updates), memory leaks, 
and buffer sizing problems.  For example we found and 
fixed a combinatoric memory growth problem in the 
CERA software that slowed processing significantly in 
some cases.  We also discover and change techniques that 
do not work well, and add new capability resulting from 
evolving operational protocols.  For example, our initial 
location tracking algorithm did not work reliably and we 
changed to a Bayesian network that interpreted location 
readings using a priori knowledge about where the user 
was typically located.  Once the system has been changed 
to be more reliable and effective, we focus on improving 
system performance and timing, and reducing system 
maintenance time (i.e., operate efficiently).  For example, 
we changed to a graphical editor for notice specifications 
that improved human understanding of these long XML 
strings and simplified making changes to them.   

Future Work 

 Future work planned for this project includes: (1) 
improve agent reliability by providing health management 
software for the agent architecture, (2) make the DCI 
System easier to maintain, and (3) add new capability to 
support human procedure execution.   



 During the PPS test we gained insight into the types of 
errors experienced by the components of the agent 
architecture. For example, we encountered component 
failures in the 3T Skill Manager when a new sensor passed 
it erroneous readings and the CERA Event Detection 
software when a combinatoric problem consumed 
memory.  In the future we plan to add health monitoring 
capability for the agent architecture to detect when a 
component is no longer communicating and take action, 
such as restarting components or notifying DCI 
administrators of the problem.   
 For long duration operations, it also is necessary to 
support maintaining and updating the automation.  The 
definition of situations for CERA was a work-intensive 
process for the DCI System because definitions change to 
reflect hardware and configuration changes, and 
requirements for new situations continue to arise as the 
users utilize the system.  Currently software engineers 
define new situations.  An area for future investigation is 
tools for user definition of situations, including user-
guided learning, to shift knowledge maintenance from 
software engineers to the users. 
 Finally the PPS test had few requirements for human 
interaction with the PPS hardware to support manual 
procedures.  In future tests of more complex life support 
systems, however, we expect to need such a capability.  
We will extend the DCI System to include procedure 
support software such as improved activity tracking and 
support for adjusting control autonomy for manual 
procedures. 
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