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Abstract 
While much has been written on the difference between 
diagrammatic and sentential representations (sometimes 
also called propositional or symbolic representations), the 
explanations don’t address the fact that, when viewed as 
marks on paper, interpreting the marks in both cases 
involves use of visual perception that takes account of the 
spatial arrangement of marks.  This paper takes account of 
the sense in which both – sentential representations and 
those that are generally taken to be diagrams – are indeed 
diagrams but of different things.  This paper identifies the 
different roles played by the causality of the physical 2-D 
space in providing support for the representations.   

The Problem  
A fellow researcher in diagrammatic reasoning told me of 
a conversation with a well-known logician, who wanted to 
know what was so different about diagrams from predicate 
calculus sentential representations.  After all, he said, both 
types of representations are made up of marks on paper, 
and in both types visual perception is used to interpret the 
marks to get at whatever is being represented.  The symbol 
tokens and their sequencing are also kinds of diagram, 
since after all their spatial properties and relations play an 
essential role in their interpretation.  What makes a bunch 
of marks on a piece of paper a diagrammatic 
representation, whereas another bunch of marks a 
sentential or symbolic representation?   Of course, many of 
us have intuitions about the distinctions between 
diagrammatic and sentential representations, and much has 
been written on the general issue of the distinction between 
diagrammatic and sentential representations (see survey by 
[Shimojima 2001]), but they don’t emphasize the physical 
nature of the representations, as spatially distributed marks 
on paper in both cases.  Thus the specific question that the 
logician asked has not been satisfactorily answered in the 
literature so far.  This paper is an attempt to provide an 
answer. 
 

A specific issue to clarify is the role of perception.  To 
what degree is the status of an external representation as a 
diagram depend on the contingencies of human perception 
in general or individual perception?  If someone claims 
that he can just look at the equation, “5x – 10 = 0”1 and 
“see” the expression2 “x = 2”, does it mean that, for him, 
the representations are diagrams?  Is there a clean way to 
characterize where perception stops and reasoning starts in 
characterizing a representation as diagrammatic?   
 
In addition to representations as marks on external 
physical surfaces, in perceiving which external perceptual 
machinery is involved, people, in everyday thinking, often 
make use of diagrams in their heads, and claim to be 
performing perception-like operations on them to solve 
problems.  Most of my focus will be on the physical nature 
of external representations, though towards the end, I’ll 
make an attempt to address the application of the proposed 
framework to the case of such mental images.  

Informal Account of the Solution 
A physical representation involves three elements: a 
domain about which information is to be represented, some 
physical matter that is to bear the representation, and a 
scheme by which two way mappings can be done between 
the domain information and the representations.  How does 
a piece of physical matter support its use as a 
representation?  The only thing the representer can do is to 
set selected physical variables to certain values.  When an 
architect builds a scale model of a building, he is setting 
certain variables, height of a piece, e.g., to a certain values.  
When we write the expression x = 2 on paper, we are 
setting some points in 2-D space to value 1, say, and others 
to 0, or, at a higher level of description, certain variables 
corresponding to the presence of specified strings of letters 
to value 1 and others to 0.   
                                                 
1 Arial Black font is used to indicate ink marks on paper.   
2 That is, by “seeing” the results of moving tokens around in his mind.   



 

 
The representer has to set up a scheme in which there is a 
way to systematically map from the information to be 
represented to the values of the variables and vice versa.   
To be practical, the variables should be such that the 
representer can set their values to the ones desired, and the 
user of the representation can “read” or access the values 
of the variables that are used in the representation.   
 
When representations are used during problem solving, 
certain additional requirements come into play.  Problem 
solving can be described as a task in which we are given 
some information about a domain, and we seek specified 
information about the domain.  The given information and 
the constraints that describe the domain together determine 
the information that is sought.  The problem solving 
process is intended to help the problem solver obtain the 
desired information.  Thus, if we are given the 
information, “three times the weight of the box plus 5 lbs 
is 11 lbs,” and the required information is the weight of the 
box, the problem solving process is to help us to arrive at 
the required information that the weight of the box is 2 lbs.  
To support problem solving, the given information is 
represented in the physical representational system chosen, 
and the representation may be transformed in various ways 
– such as by applying rewrite rules in algebra – until we 
arrive at a representation such that the values of a set of 
specified variables can be accessed and mapped back to 
the domain information needed.   
 
A physical piece of matter can carry information by virtue 
of certain of its variables having certain values.  We model 
representation as a mapping from domain information to 
information about the physical system.  When agents 
represent, they go from domain information to be 
represented to information about the physical variables, 
which is then used to set the variables values.  When 
agents read a representation, they first access information 
about the physical variables and map it back to domain 
information.  Transforming a representation into a new 
representation corresponds to changing the values of 
certain variables in specified ways, thus changing the 
information it bears.   
 
The framework models the target domain – the subject 
domain for problem solving – and the physical material 
being used to bear the representation as sets of variables, 
along with a corresponding constraint structure for each on 
its variables.  In the case of the domain, the constraint 
structure specifies how the domain variables affect each 
other. This constraint structure relates the given 
information to the desired information. One way or 
another, the problem solver has to use the constraint 
structure to go from the given information to obtain the 
desired information.  
 
In the case of the physical matter, the constraint structure 
is the causal dependency structure between the variables. 
A change in the value of one of the variables will cause 

changes to the values of some other variables.    This 
automatic change may be useful when it is intended, or 
something to guard against, depending on how the 
representation works.   The distinction between 
diagrammatic and sentential representations is in how the 
causal structure of 2-D space is exploited.   For example, 
sentential systems use the structure of space to define 
token-type mappings, and next-to relations between tokens 
in unique ways.  If a piece of paper contains the mark “x” 
(where x is a symbol in a sentential representation system), 
that piece of 2-D space cannot also taken to represent some 
other symbol in the sentential system.  The token-to-type 
mapping rules make use of the structure of space implicitly 
to enforce this uniqueness.  (Imagine the difficulty in 
coming up with such mapping rules if the 2-D space did 
not have the kind of rigidity and the metric that 
characterize it.)  Diagrammatic representations exploit the 
causal structure of 2-D space in their own way: If we have 
two sets of marks each making up a closed curve – let us 
name them A and B, but for simplicity the labels don’t 
appear on paper, we just keep track of their names – such 
that B is inside A, and we now add another set of marks 
making up a closed curve, call it C, inside B, the causal 
structure of space, combined with the definition of 
“Inside,” ensures that C is inside A.   
 
A class of representations that we call homomorphic 
representations – also often called analog representations – 
can be identified when there is a homomorphism between 
the domain model and the model of the physical system, in 
particular between the domain constraint structure and the 
physical causal structure. In such cases, when the given 
information in the domain is represented by setting the 
values of the appropriate variables, the causal structure of 
the physical system automatically determines the values of 
other physical variables, in turn determining the desired 
information in the target domain.  If the user of the 
representation is equipped to access information, the 
problem is solved.  Diagrammatic representation is a type 
of homomorphic representation – in this case, the 
homomorphism is between the domain constraint structure 
and the causal constraints between variables defined in 
terms of marks on a surface.  These causal constraints arise 
from the structure of 2-D space.  For example, if the 
domain is reasoning about subset relations, the 
homomorphism between subset relations and inside 
relations between closed regions made up of marks in 
space enables us to use Euler diagrams for reasoning about 
sets.  As mentioned earlier, the constraints on the “Inside” 
relations between closed regions in space arise from the 
structure of 2-D space.    
 
In the case of sentential representations, the representation 
of domain information is mediated by an intermediate 
system of abstract symbols.  Even though logic text books 
generally define a sentence as if it is composed of tokens 
made up of marks on paper, really the sentence that is 
written on paper is a physical representation of an abstract 
sentence made up of abstract symbols.  The same abstract 



 

sentence might be represented in other physical media such 
as sound.  The written expression “P(A,B),” really stands 
for an abstract structure in which two individuals that are 
referents of A and B are first and second arguments of a 
binary predicate that is the referent of  P.  There is nothing 
intrinsically spatial about the abstract sentence – an 
English sentence could be spoken or written out, but the 
referent of either representation is not intrinsically spatial 
or aural, but a specific composition of abstract symbols.   
 
In the case of sentential representations, the process of 
producing a representation is best understood as a 
sequence of two mappings: first, a mapping of domain 
information to be represented to a compositional symbol 
structure in the abstract language, and then a mapping of 
this compositional structure of types and abstract relations 
to tokens in specific spatial relations to be realized as 
marks on a surface.     
 
A basic constituent of a sentence is an n-ary relation P 
being asserted as existing between n individuals in a 
certain order, e.g., the referent of what might appear in 
writing as “P(A,B)” is assertion that the relation that P 
refers to exists between individuals referred to by A and B,  
with the former as the first element and the latter as the 
second.   
 
Written sentential representations make use of a 
homomorphism between the spatial relations (such as 
“follows immediately to the right”) between symbol tokens 
and the constituent structure of the abstract sentence.  
What the marks on paper are a diagram of is this 
constituent structure.  However, there is no 
homomorphism between any set of spatially defined 
variables of the 2-D space and the constraint structure of 
the target domain.   Thus the sentential representation is 
not a diagram of the situation in the target domain.   
 
In what follows, the ideas are formalized – not to the 
degree required for a complete characterization of the 
issues, but to give a flavor of what I think is required to be 
clear about the issues involved.   

Physical Systems and Information about 
Them 

We create physical representations by first choosing a 
physical system whose properties we can manipulate and 
access.  We use a representational scheme to translate the 
given domain information into information about the 
physical instance, i.,e., a constraint on certain variables of 
the physical system, and create an instance that satisfies 
the constraint.  Conversely, we also use the scheme at 
various times to extract information about the physical 
instance, i.e., information about the values of certain of its 
variables, and to map that back into information about the 
domain.  For example, information about the relative 
proportions of the various components of a budget may be 

mapped into constraints on the angles that wedges of a 
circle.  We may then create a physical piece of paper with 
marks that satisfy the constraints, i.e., draw out a circle 
with wedges that satisfy the constraint.  If we wish to 
know which component has the biggest share, we extract 
the information from the diagram, usually by perception, 
about the wedge that has the largest angle, and map it back 
to the label in the original domain.  In general, perception 
is not necessarily the sole means of getting information 
from the physical instance – we may use a protractor to 
measure angles in a diagram, or some kind of a device to 
measure the length of a convoluted route in a map.   
 
Since representations are used to hold information, we 
need to formalize the notion of a physical instance 
carrying, having, holding or satisfying information.   
 
Consider a class of physical things, Π, e. g., 2-dimensional 
physical spaces3, paper on which marks may be placed to 
define subsets of 2-D space, objects made of clay, etc.  We 
will denote by π an instance of Π, e.g., a specific piece of 
paper with specific marks on it.  A model of a physical 
system is a (possibly infinite) set of variables, Φ: {φi}, and 
a causal structure, CΦ, that constrains the values of the 
variables in Φ. The usual caveats about models apply: that 
models are incomplete, that the same object can be 
modeled in terms of different sets of variables, and that 
different models may be related to one another by 
functions that map from one set of variables into another, 
with one set of variables being abstractions of the other set 
being a common relationship between two models.  An 
example is expressions in a formal language written on a 
2-dimensional surface.  At one level of description, the 
surface can be modeled in terms of the set of points that 
constitute the 2-D space, with the marks on the surface 
specifying members of specific subsets.  We can also 
model the surface in terms of variables whose values refer 
to the presence and relative locations (the concatenation 
relation) of symbol tokens.  The latter set has an 
abstraction relationship with the former set.  When we 
need to distinguish between the physical system as such 
(papers on which you can make marks) and the physical 
system viewed in terms of a specific model, we will use 
Π and π for the former and ΠΦ and πΦ for the latter.  
 
Instance satisfying information constraint, π |− IΦ.  Any 
statement about the values of the variables of a physical 
instance π constitutes information about the instance.  A 
general form for such information is that a constraint on 
the values of the variables of the instance is or isn’t 
satisfied, or the value of some expression in terms of the 
variables.  Examples: “the weight of this stone is less than 
2 lbs,” and “the sum of its height, length and width is 
                                                 
3  Physical spaces are physical, part of the causal woof and warp of the 
physical world, but they are not material. Paper with physical ink marks 
on it can be thought of simply as a fragment of 2-D space in essence, with 
the materiality of paper and ink simply being means of defining subsets of 
the set of points that constitute the fragment of 2-D space.    



 

greater than 5 inches.”  Conversely, we may have a 
constraint and wish to create an instance that satisfies it.  
For example, given the constraint Istone, “weight < 2 lbs,” a 
stone whose weight is 1.5 lbs satisfies this constraint.  For 
the system of papers with marks on them that are used to 
specify a subset of points in 2-D space, the constraint Ipaper, 
“A neighborhood of points has value 1, and the rest have 
value 0” is satisfied by a piece of paper with marks that 
cover a small region.  Formally, when an instance satisfies 
an information constraint I, we denote it by π |− I.  In 
general, there can be many physical instances that satisfy a 
given I, and conversely, a given instance may satisfy more 
than one I.   
 
Intrinsicness of the satisfy relation π |− I.  For a given π 
and I, whether π |− I is intrinsic to π, i. e, it is a function 
only of the actual values that the variables take in π, and 
not observer-relative.  However, for a π and I such that 
π |− I, the ability to decide that π |− I holds is a function of 
the capabilities of the observer. Similarly, it might be the 
case that a π with for specific values for specific variables 
will satisfy a given I, but whether such a π can indeed be 
created depends on the capabilities of the agent.    

Problem Solving in Information Terms 
When we solve a problem in some domain S, we start with 
some given information, k

SI , and seek specified unknown 
information, u

SI .  We need to have a model of S in order 
to specify the information as well as to proceed to solve 
the problem. A model4 of S is {X : {x1, …xn}, CS(X)}, 
where X is a set of variables and CS(X)} is the constraint 
structure, the specification of relations between the 
variables in X.   The variables may be any type, numerical, 
ordinal, labels.  For our current objective, how the agent 
came up with the model or how one model was chosen 
over another are not important.  As in the discussion on 
physical systems, information about S, both given and 
desired, can be expressed in terms of the variables of S.  
Examples of given information are: “x3 is positive,” 
“Object A is to the left of B, and B is to the left of C,” and 
“The patient has symptoms s1 and s2,” and the 
corresponding desired information might be, “the 
maximum value of x5 + x7,” “the truth value of the 
predicate Left(A,C),” and “the patient’s disease.”   The 
problem solving process involves making use of the 
constraint structure CS(X) in generating the desired 
information.   
 
There is no guarantee that given information problem is 
solvable.  That is, k

SI  together with CS(X) may not be 
sufficient to determine the desired information, u

SI .  Given 
a model SX of S, some subsets of X may have the property 
                                                 
4 Our earlier caveats about models for Π – there may be more than one, no 
model is complete, etc., apply for models of S as well.  Superscripts k and 
u refer to the known and unknown status of the information.  Similarly, 
we distinguish between S denoting the domain, and SX denoting the 
domain viewed in terms of a model with specific set of variables X.   

that when their values are specified, using CS(X), we can 
obtain specified information, say, I.  We call such subsets 
Xk determinant subsets with respect to information I.   

Physical Representation of  
Information about Target Domain 

Creating a physical instance that represents information in 
a target domain.  When we use an external physical 
representation to solve a problem in some domain S, the 
physical medium is organized in such a way that the 
resulting instance represents information about the target 
system5.  The representational scheme – let us call it R – 
specifies a two-way mapping between Is, information 
about S, and Iπ, information about π, the physical instance.  
Given any information Is about S that we wish to represent, 
R, should specify a Iπ corresponding to it, and the inverse,  
R −

, should recover Is given Iπ.  We thus go from Is to 
Iπ, create an instance π that supports Iπ, at which point we 
say that π represents Is.  We denote it by π ||− I.   Formally, 
a physical instance π represents information Is about S 
under a representation mapping R,, i.e, π ||− Is iff there is 
an Iπ such that π |− Iπ and R −(Iπ) = Is.   
 
The process of problem solving may involve modifying π, 
if necessary, so that the new instances support different 
Iπ’s, and thus different Is’s.  The goal of problem solving is 
to create a π that represents the information that 
corresponds to the solution of the problem.   
 
One point about the scheme R, is worth noting.  While R, 
should produce an Iπ for any given Is and should recover 
the Is given the Iπ, there is no requirement that an arbitrary 
Iπ has an inverse mapping to some Is.  For example, given 
that we wish to express the information that “x + 2 > 5,” R, 
needs to produce a set of marks, say, “x + 2 > 5” as the 
corresponding Iπ. The inverse of R, should map the set of 
marks back to the information about S.  However, there is 
no requirement that every set of marks has a mapping back 
to information in S.  For example, in the standard way of 
representing algebraic expressions, marks “x ++ <”, not to 
speak of a random collection of marks, will not have a 
reverse mapping to information about S.   
 
The next section considers representations that have been 
called, variously, depictive, analog, or homomorphic.    

Homomorphic Physical Representations 
We consider physical systems whose causal structures 
have certain similarities with the constraint structure of S, 
the target domain. 
 
                                                 
5 What is being represented physically is information about the target 
system, and whether the target system is physical or abstract (such as 
mathematics) is irrelevant.     



 

Homomorphism between S and Π.  Let {oi} and {οj} be 
the sets of operations respectively on elements of X and Φ, 
the variable sets, respectively, of constraint structures CS 
and CΠ .  Let there be a function  
          f: X → Φ  
such that: For each operation oi on X, there is an operation 
οj in Φ such that f is a homomorphism between {X, oi} and 
{Φ, οj}.   
 
Using Π  to represent S.  If such a homomorphism exists 
between S and the physical system Π, then Π may be used 
as a representational medium for solving certain types of 
problems in S.  
 
Let k

SI  map to kIπ  and kIπ  map to uIπ  under the 
homomorphism. We start by creating a π such that 
π ||− k

SI , i.e., π |− kIπ .  The causal structure of Π sets the 
values of the remaining variables of π to specific values, 
and because of the homomorphism, π |− uIπ , and thus 
π ||− uIπ .  That is, the same π that represented the given 
information in the target domain also represents the desired 
information.   
 
Let us use look at some examples.   
 

• Electrical circuit analogs of mechanical systems.   
Suppose S is a system consisting of a mass m 
attached to a spring with damping and stiffness 
coefficients γ and k respectively, and an external 
force, F. The variable v(t) denotes the velocity of 
the mass at time t.  The constraint structure of this 
system is homomorphic to the causal structure of 
an electrical circuit in which a resistance of value 
γ, an inductance of value m, and a capacitor of 
value 1/k, and a voltage source of value F, are all 
in series, and the homomorphic mapping of v is 
the current in the circuit.  Given a problem in S 
where the values of the mass, the coefficients, and 
the force are fully specified, and we wish to know 
the velocity of the mass at any instant, we can 
build a circuit with parameters determined by the 
homomorphic mapping, read the value of the 
current at any instant, and map it back to the 
desired velocity information.  However, we can’t 
answer questions such as, “For all forces between 
5 and 8 dynes, will the maximum velocity be less 
than 5 meters/sec?” by such homomorphic 
representations, since each circuit can only 
represent a specific value of force, not a range.   

• Diagrammatic representations.  In this case, a 
homomorphism is established between the 
structure of the physical 2-D space and the target 
domain.  Different homomorphisms apply for 
different kinds of diagram, but in all cases, the 
structure of physical space plays a basic role in 
making the required information available for 
pickup.  For example, suppose S is the domain of 
numbers with the relations “less than,” and 
“greater than,” and k

SI  is “Number n1 is less than 

n2 and n3 is greater than n2,” and u
SI  is, “Is n3 

greater than n1?” A line on a piece of paper is 
homomorphic to any segment of the real line, 
with “left-of” and “right-of” as homomorphic 
mappings of “less than” and “greater than” 
respectively.   We can map n1, n2, and n3 to points 
on the line on paper, such that n1 is to the left of 
n2 and n3 is to the right of n2.  The structure of 
physical space enforces that n3 is to the right of 
n1.  We can map this information about the 
physical diagram back to the needed information 

u
SI  in S, provided we know we can generalize 

what we see to all n1, n2 and n3 that satisfy the less 
than and greater than relations specified.  While 
we use diagrammatic representations all the time 
in this way, when and how we can generalize this 
way is a tricky issue.   

 
When such homomorphisms exist, only specific types of 
problems in S can be solved this way.  The problems for 
which we can use a homomorphic physical representation, 
when a homomorphism exists, can be characterized briefly 
as those where k

SI  involves specific values for a subset of 
variables in S, and that this subset is a determinant subset 
with respect to information u

SI ; or, it is determinant with 
respect to some information I’, from which we can 
generalize to u

SI .   
 
The causal structure of the physical medium does the 
work.  The fact that when we represent k

SI  physically in a 
homomorphic representation of the right sort, the same 
physical instance also represents u

SI  is the big attraction of 
such representations.  When we represent A is subset of B, 
and B is a subset of C, by a circle A inside another circle 
B, which in turn is inside another circle C, the 
representation automatically ensures that circle A is inside 
circle C thus automatically representing that A is a subset 
of C.  The structure of the physical 2-D space ensures the 
relations between the circles, and the homomorphism 
between the regions in 2-D space and subset relations 
between sets enables us to get the needed information 
“free.”  In fact, this property of diagrammatic 
representations has been called “free ride” in the literature 
[Shimojima 1996].  Our emphasis on the role of the causal 
structure of the physical medium is akin to the proposal in 
[Shimojima 2001] that graphical systems project nomic 
constraints.   

Descriptive Physical Representations 
Descriptive representations are exemplified by expressions 
in algebra, differential equations and predicate calculus, 
other terms used to describe the representations being 
“sentential” and “symbolic.”  The given information and 
the structure of the target system are both described in an 
appropriate language, and the descriptions changed by 



 

rules specific to the language until a description is 
produced that corresponds to the desired information.  My 
goal is not to revisit how algebra, differential equations 
and predicate calculus work, but to explore the role of 
physical media in the use of such descriptive systems, 
specifically to contrast it with their role in homomorphic 
representations.  The descriptions are physically 
represented and the physical representations changed when 
used for problem solving.    
 
When we describe information IS in a descriptive 
language, before we write the description or speak it, there 
is an intermediate language Σ, a system of abstract 
symbols and rules of composition.  Taking English, e.g., 
whether we write “cat is on the mat” or say it, both of them 
point to a composition of certain abstract symbols.  The set 
of marks “cat” and the set of sounds when we say “cat” 
both contain tokens of the corresponding abstract symbol 
type.  The relations “spatially immediately to the right of” 
in the written version and “temporally immediately 
follows” in the spoken version are just two different ways 
of physically representing the abstract composition relation 
of abstract symbols.   
 
We still need to go from IS to Iπ, so that a physical instance 
can be created.  We go from IS in S to Iσ in Σ to Iπ and, 
finally, a π such that π |− Iπ, and thus π ||− IS.  The short 
version of the argument is that there is indeed a 
homomorphism, but that is between the Σ and 2-D space, 
but there is no homomorphism between the structure of 
marks in 2-D space and the constraint structure of S.   
 
The homomorphism between the Σ and 2-D space enables 
us to extract Iσ from Iπ diagrammatically, i.e., “see” which 
expression in Σ a set of marks on paper is intended to 
represent.  The marks “X + 2 > 5” and “L(A,B) v 
L(B,C)” are indeed diagrams, but of certain abstract 
symbol structures in the corresponding Σ’s.  Certain spatial 
distributions of marks correspond to specific abstract 
symbol types, by definition rather than by any natural 
homomorphism.  However, there is a homomorphism 
between the abstract symbol structure system and the 
marks on paper viewed as token sequences.  The tokens 
map to the abstract symbol types.  Specific spatial 
sequences map to specific relations between abstract 
symbols.  For example, the spatial sequence “token of 
abstract symbol L” “token of (” “token of A” “token of ,” 
“token of B” “token of )” maps to the abstract relation L 
whose first argument is A and the second argument is B.   
 
The diagram of the abstract symbol structure is missing 
one of the important advantages that make diagrams 
attractive.  There is no free ride.  That is, an Iπ intended to 
represent an Iσ represents that Iσ and that Iσ alone, and 
hence one and only one IS.  Thus, when k

SI  is mapped to 
kIσ which is then mapped to kIπ , and a π is created to 

support kIπ , that π represents only k
SI  and no other 

information, so there is no possibility of a free ride.  The 
constraint structure of S, which is what we need to use to 

get u
SI  is not homomorphically mapped to the causal 

structure of Π.  Instead, it is described as a set of symbol 
structures in Σ, which are then represented as token 
sequences, i.e., marks, in π.  Problem solving involves 
transformations of π such that an instance π’ is reached 
that represents u

SI .  For our current purposes, it is not 
important to account for why, when and what sort of 
transformations result in solving the problem.   
 
The key points that are worth repeating are: (i) Yes, the 
marks on paper representing a sentential expression are 
indeed a diagram, but their diagrammatic character is only 
with respect to the abstract symbol structure of the 
description; (ii) the homomorphism is not between the 
constraint structure of the domain S in which the problem 
is posed, and the structure of 2-D space, but between the 
compositional constraints in the abstract system of symbols 
in which situations are described and the structure of 
marks in 2-D space; and (iii) there is no free ride because 
the marks represent at best one and only one symbol 
structure and the corresponding information in S, in 
contrast to diagrams that are based on homomorphisms 
between S and 2-D space, and in which a representation of 
some given information automatically represents other 
information that is entailed by the given information.   

Discussion 

Contingencies of Perception 
One of the goals I set early on was to try to identify to 
what extent whether something is a diagram is intrinsic to 
the properties of the physical instance, and to what extent 
it is a function of the specifics of individual human 
perception.  Given a set of variables in terms of which to 
model the physical system, we noted that whether a piece 
of physical matter supports given information constraint, 
i.e., whether its variable values satisfy a given constraint, 
is intrinsic to it. Given that we wish to model a stone in 
terms of its weight, and linear dimensions, whether it 
weights more than 2 lbs is intrinsic to the stone, 
independent of our measurement capabilities or perception.  
Taking a piece of physical matter as a representation 
assumes an agent with certain goals and a view of the 
physical instance in front of him.  However, given a 
representational stance, whether a piece of physical 
instance is homomorphic to the relevant constraint 
structure of the target domain is intrinsic to the physical 
instance, and not dependent on his perceptual capabilities.  
Suppose we take a representational stance in which a 
subset relation in a domain will be represented by marks 
that have one closed region inside another.  Given a paper 
that has marks corresponding to a closed region A inside 
another closed region B, it does represent that A is a subset 
of B, whether or not we can see the closed regions or the 
inside relation well. The regions may be too small to see, 
or they may have awkward shapes making it hard for most 



 

of us to perceive the inside-of relation, and these facts will 
make that diagram a poor one for human use, but the 
marks still represent the target domain’s subset relation.  In 
fact, a computer may be able to reason with it quite well, 
making it a perfectly good diagram for its use.   

How about Mental Images? 
In the preceding I have made much of the physicality of 
external representations, whether they are marks on paper 
or wood models of buildings, and investigated the degree 
to which the causal structure of the physical medium was 
helping in solving the problem.  I also mentioned at the 
beginning that there are many problems that people solve 
in their heads, and in some of those cases, they experience 
a diagram-like representation and applying a perception-
like act to “see” the information.  For example, most 
people solve the problem, “Imagine taking a step forward, 
a step to the right, and a step back; where are you with 
respect to the starting point?,” without paper and typically 
they say, “I see in my mind that the end point is to the right 
of the starting point.”   People can also solve simple 
algebra problems by imagining and moving symbolic 
expressions in their head as if they are writing and 
rewriting expressions on paper.  What is the role of the 
structure of space in these mental activities, and how does 
the proposed explanation hold up in these cases?  
 
There is the long-running debate about the nature of 
mental images.  On one end of the spectrum of views are 
claims that a virtual 2-D space, with the causal structure of 
real 2-D space, are implemented in the neural structure, 
and that many operations that correspond to movements in 
real physical space can be simulated by these structures.  
On the other extreme is the view that what appear to be 
operations on mental images are really constructions based 
on prior knowledge or inferences.  For example, according 
to this view, people, when given the problem, “A is to the 
left of B, B is to the left of C, where is A with respect to 
C?,” may claim to be experiencing an image of three dots 
and “seeing” that A is the left of C, but they really arrived 
at the answer from prior knowledge, and claims about 
seeing the answer are mistaken self-characterizations.   If 
one is in the latter camp, then there is really nothing for us 
to explain regarding the proposal in this paper.  Since the 
experience of actually perceiving relations in the mental 
image is false, there really is no diagrammatic reasoning of 
the sort that occurs when one has an external diagram.   
 
On the other hand, if one is at the other extreme of the 
spectrum, there is nothing to explain either.  After all, 
according to this view, there is an internal representation 
that captures the structure of space, so diagrammatic 
reasoning with mental images has access to structure of 
space.  If one holds a view somewhere in between, then to 
the extent that the view requires some kind of internal 
spatial structure, however implemented, to the same extent 
the explanation offered in the paper is needed and 
applicable.   
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