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Abstract 
This paper will discuss three arguments for a multilevel 
heterogeneous approach to Artificial Intelligence (AI) hard 
problems.  By a heterogeneous approach, we mean the use 
of multiple methodologies (symbolic, sub-symbolic, 
subsumption) to solve AI problems.  First, if one accepts the 
postulate that cognitive psychological principles can be 
beneficial to AI, then one must look at the heterogeneous 
nature of the human cognitive system.  The brain is not 
homogeneous; it is a collection of different cellular 
organizations performing different functions.  Secondly, 
there are several examples from the cognitive systems 
literature that show hybrid approaches provide effective 
solutions to complex problems.  In some cases, these 
approaches have been better than a single approach.  
Finally, cognition is so complex, so full of subtle nuance 
and interwoven interdependencies, that a multiple level 
heterogeneous approach is the only approach that will prove 
to be successful in the long term.  In other words, the 
complexity of perceiving and understanding the 
environment in a human manner necessitates a multilevel 
approach. 

The Heterogeneous Human Cognitive SystemTP
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The human neurological system is not a homogenous 
system, but rather a heterogeneous system.  It is a 
collection of cells that evolution has organized into low 
level functional substrates and higher order organizational 
units.  For example, in the eye, rod and cone cells are 
specialized for different light intensities.  Rod cells are 
capable of responding to a single photon, while three 
different cone cells are responsible for handling three 
different types of color information.  Further processing is 
accomplished by the bipolar cells, horizontal cells, 
ganglion cells, and the amercine cells (Goldstein, 1999).  
This hierarchical progression of specialized cells 
responsible for different types of information processing is 
common throughout the neurological system.  Beginning 
with sensory receptor cells, to interneurons that 
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communicate information within cell clusters, to principle 
neurons   that  communicate   information   between  cell 
clusters, to motor neurons that control outputs (Shepard, 
1998), each system processes different information.  
Further divisions of cellular organization and functionality 
continue into the brain.  The brain is split into two large 
hemispheres and communication between the left and right 
hemispheres is handled by the corpus callosum.  At the 
base of the brain, the cerebellum is primarily responsible 
for movement and initiating action.  Moving deeper into 
the brain the hippocampus is responsible for memory while 
the thalamus serves as a signal relay station, and the 
amygdala plays a role in emotional responses.  To contend 
that this multilevel, heterogeneous organization of cellular 
structures is somehow homogenous would be erroneous.  
Clearly the neurological system is divided and re-divided 
in to functional units which perform a variety of unique 
tasks.  This multilevel functionality has been called 
“disassociation” of functionality and has been shown to 
occur even within similar processing domains. 
 Cognitive processing within the same domain, such as 
language processing, has shown evidence for 
heterogeneous levels of processing through disassociation.  
“Disassociation is the demonstration that a specific 
function may be impaired while another related function 
remains unimpaired; the two functions are then said to be 
dissociated.” (Beaumont, Kenealy, & Rogers, 1996, p 
285).  For example, some people can exhibit an 
impairment of reading (alexia) without also being impaired 
with an inability to write (agraphia). This disassociation 
lends credence to the notion that even similar behaviors are 
not controlled by one homogeneous system, but rather 
controlled by different heterogeneous language 
subcomponents.  This disassociation extends throughout 
the cognitive system. 
 Even the two most heterogeneous approaches to 
knowledge representation, sub-symbolic and symbolic 
processing, are both evident in the makeup of cognition 
(Kelley, 2003).  Symbolic representations are typically 
serial, discrete and localized; in contrast, sub-symbolic 
representations are parallel, continuous and distributed.  At 
the lowest end of the human cognitive spectrum, the 
simplest cognitive mechanism is the reflex.  Simple 
reflexes are the most basic neural architecture, since only 



one synapse is involved in order to elicit an appropriate 
response.  For example, the myotatic stretch reflex (or the 
tendon reflex), which has the effect of stabilizing a muscle 
in response to an external flex, happens ‘quite quickly and 
unconsciously because only one synapse is involved’ 
(Matsumoto, Walker, Walker, & Hughes, 1990, p. 94). The 
function of a reflex (at least the most simple of reflexes) is 
to remove any input from the higher cognitive functions of 
the brain.  In other words, the sub-symbolic system of 
reflexes is devoid of any symbolic processing.  This has 
two advantages: (1) to accelerate the response to the 
stimulus; and (2) to remove any unneeded cognition from 
the decision process.  The analogy to the sub-symbolic 
system is that the reflex, especially a myotatic stretch 
reflex, could be thought of as a single feed-forward neural 
network. The reflex has been pre-trained through millions 
of years of evolution to recognize a specific input, and the 
appropriate output is then emitted; no interference from 
higher cognitive elements is needed. To make the analogy 
to a sub-symbolic system, the weights of the neural net 
have been set by evolution.  At the other end of the 
intellectual continuum from the reflex sits the frontal lobe. 
 Early neuropsychologists labeled the frontal lobes as the 
‘seat of wisdom’ (Beaumont, et al., 1996, p 348). The 
prefrontal cortex and the larger, more encompassing frontal 
lobes play an important role in many of the most complex 
of human activities.  Behaviors such as self-awareness, 
planning and supervisory control emanate from the frontal 
lobes.  It is in these areas of the brain that human reasoning 
of the most complex and symbolic form originates.  
Language represents a symbolic system. The proponents of 
the symbolic representations of human cognition often 
characterize human reasoning as the ‘Language of 
Thought’ (Fodor, 1975; Pylyshyn, 1984).  It is clear that 
the human cognitive system is capable of symbolic 
manipulation and much of this activity occurs in the frontal 
lobe of the brain or the high end of the human cognitive 
spectrum.  The frontal lobes, more specifically, the 
prefrontal cortex, play a particularly large role in the 
processing of language.  Damage to the prefrontal cortex 
can lead to various language impairments including 
dysarthria, aphemia and Broca’s Aphasia (Beaumont, et 
al., 1996).  The distinction between sub-symbolic 
processing and symbolic processing is not only evident in 
the human biological system, but it has also been used in 
computational cognitive modeling architectures.  

Hybrid Systems 
 There have been several examples from the cognitive 
systems literature that show that a hybrid approach is a 
useful way to conceptualize the complexities of 
intelligence.  Hybrid architectures are becoming more and 
more popular as a way of addressing the limitations of 
purely symbolic or sub-symbolic approaches.  There have 
been approaches to problems that were just symbolic or 
just sub-symbolic.  Doug Lenat’s Cyc program (1989) was 
an extreme example of a strictly symbolic system, but was 

criticized because the system wasn’t grounded in the real 
world; in other words, the system didn’t have any 
experience to link to it’s symbolic representations.  Minsky 
and Papert (1969) rather famously criticized early sub-
symbolic models and noted that perceptrons were only 
capable of handling linearly separable patterns.  Sun and 
Bookman (1995) and Sun and Alexandre (1997) review the 
state-of-the-art in hybrid architectures and offer many 
examples of successful sub-symbolic and symbolic 
integration approaches.  While many of the papers in the 
volume concentrate on the more philosophical architectural 
issues of integration (i.e. how much integration, what type 
of integration, direction of information flow) there are also 
examples of successfully integrated architectures.  One of 
the more successful implementations was the CLARION 
architecture (Sun and Peterson, 1997) which was able to 
improve over traditional sub-symbolic learning techniques 
(Q-learning) and successfully generalize learned rules to 
other domains. 
 One particularly successful hybrid cognitive architecture 
is the Adaptive Control of Thought – Rational (ACT-R) 
(Anderson & Lebiere, 1998).  The cognitive architecture 
ACT-R is a widely used and respected architecture for 
modeling cognition.  ACT-R is a hybrid cognitive 
architecture, incorporating both sub-symbolic and 
symbolic mechanisms to model cognition.  As background, 
the ACT-R architecture is a symbolic, production system 
architecture, capable of low-level representations of 
memory structures.  Production system architectures are 
those were the main type of processing occurs within an if-
then format.  It includes a declarative memory component 
and a procedural memory component.  Declarative 
memories are those which can be characterized as long-
term, factual memories (e.g. phone numbers, dates, 
locations).  Procedural memories can be characterized as 
low-level, compilations of memories, primarily of basic 
skills, which are sometimes difficult to describe to other 
people (how to ride a bike, how to shoot a basketball).  
ACT-R is implemented in the common LISP programming 
language as a collection of LISP functions and subroutines, 
which can be accessed by the cognitive modeler.  More 
importantly, ACT-R has an underlying layer of sub-
symbolic processes that affect the higher layers of 
symbolic processes.  This does not mean that ACT-R is 
constructed on top of a neural network or some other type 
of connectionist framework.  Instead, the symbolic 
components of ACT-R are linked to the sub-symbolic 
framework through a series of equations that "determine 
many of the continuously varying, qualitative properties of 
the symbolic cognitive elements" (Anderson et. al, 1998, 
pg. 13).  In practical terms, this means that if I wanted to 
use ACT-R to represent the cognition involved with 
remembering the symbol "4" I could attach the symbol "4" 
to a decay function; this function would simulate, in a 
continuously varying manner, the decay and possible 
forgetting of the symbol "4".  Furthermore, if I needed to 
remember a series of numbers, each of the memories for 
these numbers would have a continuously varying 



algorithm associated with them; and these algorithms 
would vary in parallel with each other.  Thus, in ACT-R, 
sub-symbolic algorithms are able to vary continuously and 
in parallel while symbolic operations continue in serial 
fashion.  This is just one example of a successful 
heterogeneous cognitive architecture.   
 Outside the cognitive architecture realm, a 
heterogeneous approach has also been successfully applied 
to a very applied domain.  A heterogeneous approach using 
both sub-symbolic and symbolic mechanisms was recently 
advocated as being the best approach for robotic control.  
In the report to the Defense Advanced Research Programs 
Agency (DARPA) by Singh and Thayer (2001) of the 
CMU Robotics Institute, they conclude that (based upon 
work of other authors such as Parker, 1990), “a mixed 
strategy [hybrid] provides a more reasonable method for 
robot coordination for a general case where there are 
natural constraints during operation in a complex 
environment.” It seems clear that the recent shift toward 
multiple strategies for modeling cognition is justified and 
provides the best-of-both-worlds in the case of symbolic 
vs. sub-symbolic systems. 

The Complexity of Cognition 
 Truly intelligent behavior is not homogenous; it is 
varied, complex and adaptive.  Cognitive science is the 
study of behavior, human and animal, as a manifestation of 
some biological mechanism (the brain or a single neuron).  
While insects and one celled organisms exhibit some 
simple non-adaptive behaviors; in contrast, intelligent 
creatures exhibit complex adaptive behaviors.  If one 
accepts the postulate that intelligent behavior is varied and 
heterogeneous, then shouldn’t any approach to 
representing intelligent behavior also be heterogeneous?  
One algorithm cannot capture true intelligence since 
intelligence is not comprised of a single behavior.   
AI has excelled at addressing homogenous problems, very, 
very narrow ones.  It might appear that the goals of AI 
researchers have been to show that AI is capable of solving 
complex problems; but only one problem at a time.  If the 
goal of AI researchers has been to create a generalized 
intelligence capable of solving a wide variety of problems, 
AI has not succeeded.  Chess playing programs and robotic 
navigation are good examples of homogenous approaches 
to homogeneous problems.  While the best of these 
programs are often touted as the crème de la crème of AI, 
the problem solving algorithms that went into those AI 
success stories have limited applicability to other problem 
domains.  Deep Blue - IBM’s chess playing program can’t 
play backgammon.  Moreover, Deep Blue can’t tell the 
difference between a cat and a dog, or walk down a flight 
of stairs, or load a dishwasher.  Different behaviors require 
different solutions.   
 Finally, complexities of perceiving and making sense of 
the environment are so daunting and computationally 
challenging, that it would seem advantageous for the brain 
to evolve a combination of strategies for problem solving.  

As AI researchers have learned over the years, many tasks 
are so complex that they almost necessitate a 
heterogeneous approach.  For example, the task of object 
recognition is a daunting task due to the infinite number of 
ways an object can appear in the environment.  An object 
can appear close, far, rotated, reversed or occluded.  In 
order to accomplish this task it appears that the brain uses 
multiple different strategies depending on the object and 
the task.  Tarr and Pinker (1989, 1990) found support for 
three different approaches (geon, multiple view, and 
rotational) for solving object recognition problems 
depending on the task.  Pinker concludes that “shape 
recognition is such a hard problem, that a single, general 
purpose algorithm may not work for every shape under 
every viewing condition” (Pinker, 1997).  So it seems that 
would be evolutionary advantageous to use a variety of 
problem solving strategies for problems that are extremely 
complicated.  

Conclusions 
 In summary, I have presented three supporting 
arguments for the conclusion that heterogeneous 
approaches are beneficial both to the study of cognition 
and to the implementation of AI techniques.  I have 
discussed evidence that the brain is a multilayered 
heterogeneous system.  The brain includes many layers of 
hierarchical processing which are not homogeneous.  
Additionally, the entire human nervous system includes 
evidence of both symbolic and subsymbolic processing 
layers which occupy different ends of the cognitive 
spectrum.  At the highest level, the human frontal lobes are 
capable of processing complex symbolic information, 
while at the lowest level, the reflex is a simple, 
deterministic system with a single pre-programmed output, 
much like a feed forward neural network (i.e. sub-symbolic 
system).  Secondly, I have presented evidence for 
successful computational cognitive systems which use a 
heterogeneous approach to modeling cognition (CLARION 
and ACT-R).  Indeed, recent trends in computational 
representations of cognition appear to be moving toward 
more heterogeneous approaches as the advantages of each 
approach become more apparent.  Finally, if one accepts 
the conclusion that truly intelligent behavior is 
heterogeneous, then it should follow that the mechanisms 
used to initiate truly intelligent behavior should also be 
heterogeneous.  Additionally, it is advantageous for the 
cognitive system to use a variety of mechanisms for 
problem solving depending on the situation.  It is my hope 
that continued use of heterogeneous approaches will 
further our understanding of the human cognitive process. 
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