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Abstract 

This work describes an ongoing blog dataset investigation. 
Associated experiments and analysis are aimed at a 
longitudinal study of event descriptions and aggregated 
patterns of both information found in blogs and behaviors of 
bloggers. 

Introduction 

Estimates put the number of blogs on the Internet in the 
tens of millions.  While there is certainly something of 
interest to everyone buried in that collection, the vast 
majority of blogs are uninteresting to most people most of 
the time.  Mainstream media (MSM), in contrast, is a 
highly-edited medium focusing on items of the greatest 
interest to the most people.  The Blogosphere is higher in 
volume and lower in density than MSM, but, for some 
interests, the amount of unique, relevant information is 
higher in the blogs. These differences mean that methods 
tuned for finding and understanding relevant information in 
MSM are often inadequate in the Blogosphere.   
 
In this paper we describe a blog dataset creation effort and 
some experiments on searching and categorizing blogs.  To 
look ahead briefly, we found that due to the large volume, 
short size and inconsistent styles of blogs, traditional 
information retrieval and extraction methods are not 
appropriate for blogs. We tried a number of different 
categorization methods, but found that most were too time 
consuming and too imprecise for humans due to the varied 
and unedited nature of the writing.  Our most successful 
approach was a series of experiments to measure the 
applicability of Support Vector Machines (SVMs) for 
categorizing blog entries, which proved to be both efficient 
and effective. 

Our dataset 

From July, 2004 to July, 2005, we accumulated a sample of 
approximately 85 million blog entries and 17 million 
images referred to in blogs, for a total of around 1.5 TB of 
data. In this dataset, approximately 90% is in English and 
approximately 10% of the bodies of the entries refer to at 
least one image. On average, the blog entries were acquired 

at a rate of 325 entries per minute.  Modulo some gaps due 
to technical failures, our dataset covers a complete calendar 
year.  This means that in addition to investigating specific 
events (which we call nuggets of information), we are able 
to look at trends over time and other larger patterns in the 
data (aggregate patterns). 

Searching for Nuggets 

Wh- annotation around the DNC 

Our first experiment was to apply a traditional event-based 
annotation method, based on Event99 (Hirschman et al. 
1999), to a subset of our dataset.  Our goal was to compare 
coverage of the Democratic National Convention in Boston 
in blogs and in MSM sources. We used our search tool to 
retrieve a set of blog entries which discussed the DNC, and 
then annotated any “events” described in the entries, with 
who, what, when and where attributes.  We found that the 
diversity (writing style, length, novel vs. regurgitated 
content, opinion vs. reportage) made such annotation very 
difficult and we got low levels of agreement between 
annotators.  

Event Timeline Construction 

We next tried to create a timeline for a specific event from 
both blogs and MSM, in this case the incident during the 
Olympic Marathon in which a runner in the Men’s 
Marathon was attacked by a defrocked priest in a kilt.  We 
did this by manually searching both news sources to see 
when new facts about the event were published (e.g. 
attacker’s name, his involvement in similar past events, 
etc.)  We found thousands of blog entries discussing the 
event, but many fewer than we hoped contained direct 
observations. Our primary conclusion was that search is not 
the right way to find information in blogs. There certainly 
is eye-witness information, but it is very, very hard to find. 

Identifying Eyewitness Reports 

One presumed difference between blogs and MSM news is 
that blogs can be both immediate and eyewitness reports of 
significant world events (e.g. Indonesian tsunami, London 
tube bombings, marathon attack).  Our next experiment was 



to determine the tractability of identifying eyewitness 
reports, by humans (and, we hoped, eventually with 
machine assistance). As with the DNC experiment, we 
isolated a subset of blog entries, this time concerning 
protests at the Presidential Inauguration. Specifically, we 
looked for documents in the few days following the 
inauguration which contained the terms “pepper spray” and 
“inauguration”. These blogs were annotated as being either 
direct observations, indirect observations, repeated from 
another source, an oblique reference to the protests, or 
irrelevant.  We found that inter-annotator agreement was 
better than on the DNC task—75% on average, but still too 
low to expect a machine to be able to do it at any useful 
level of accuracy. Thus we did find many interesting direct 
observations even though in absolute terms, it was still only 
a tiny percentage of the total entries.  Even better, we found 
blog entries with eyewitness photos. Our conclusions were 
that (1) it is very hard to distinguish facts from commentary 
in blogs and (2) the large volume and independent 
production of blogs make the accuracy of any given entry 
very difficult to establish. 

SVMs 

Based on the experiments described above, it was clear that 
to have any hope of identifying specific blogs of interest, 
we needed a very simple decision task that could be applied 
with a minimum of human effort and then automated by 
some machine learning algorithm. Previous work on SVMs 
for text categorization has proven their worth, and several 
high-quality SVM toolkits are available.  
 
We defined a number of simple, generic binary 
classification tasks (shown in Table 1) and had experienced 
annotators mark up different sets of 100 blog entries for 
each task.  The sets were chosen at random from our larger 
dataset. Each set was annotated by three people, and then 
reconciled to the majority category (yes/no for the task).  
We computed the initial hit-rate as well as inter-annotator 
agreement for each task.  The reconciled annotations were 
used as input to SVM-lite (Joachims 2002) to build a 
model for each task.  We then applied the resulting models 
against new sets of 1000 randomly chosen blog entries and 
selected the 100 entries ranked highest by each model.  
Finally, we had human annotators classify these new sets in 
order to measure the increase in hit-rate attributable to the 
SVM-based filters. 
 
To produce features for the SVMs, the blog entries were 
stripped of HTML markup and punctuation, then 
lowercased.  The resulting strings were tokenized into word 
units.  While a linear kernel is often sufficient for text 
categorization tasks like this, we found the SVM trainer 
was confounded when restricted to that family of models.  
By using the trainer to investigate higher-order polynomial 
kernels, we determined a cubic kernel showed the most 
promise.  Thus, the support vectors in these models 
represent triples of words from the original text.  This extra 
complexity is likely required because this text 

categorization task is different from, and perhaps more 
difficult than classification by genre or topic. 
 

 

Task Definition 

MilitaryTask Blog contains a reference pertinent to a 
military entity.  (Ex: author’s friend has 
written from Iraq) 

InjuryTask Blog contains a reference or mention of 
injury, illness or death.  (Ex: author is 
home sick with the flu) 

LocationTask Blog gives an indication of the 
geographic location of the author. (Ex: 
author is driving to <name of shopping 
mall> to hang out with friends)  

FutureTask Blog contains a mention of a future time 
or event.  (Ex: author has a job interview 
the following week) 

Table 1: Description of binary annotation tasks 

 
Contains 
injury 
ref? 

Human Human 
(%) 

SVM SVM 
(%) 

No 180 90% 72 64% 

Yes 20 10% 40 36% 

Total 200 100% 112 100% 

Table 2: Human & SVM classification on Injury Task 

 
Table 2 shows the results of our experiments.  The initial 
rate of blog entries within the injury category was 10%.  
We were able to successfully boost this to 36% this via a 
SVM model trained on human-annotated data. 

Figure 1: Screenshot of annotation interface. 



Aggregate Information 

We have identified two types of aggregate information in 
our blog corpus. One involves aggregating over actual 
content, while the other is meta-level information about the 
blogs themselves e.g. posting patterns over time. 

Trend Analysis 

By looking at blog postings around specific, known events 
like the tsunami that struck Indonesia via simple searches 
(e.g. just the term “tsunami” in this case), we see very 
interesting patterns. We plotted blog entry count versus 
time for several probing key strings. Figure 1 shows the 
pattern for “tsunami”, which is an excellent example of an 
impulse, and Figure 2 shows the pattern for “full moon”, 
which is naturally a periodic profile. 
 

 
These patterns in large scale communication have the 
potential to yield information concerning the onset time, 
duration, and social impact of activities and events. 
However, rather than searching for these patterns 
retrospectively, what we really want is to be able to detect 
them as they emerge.  We have done some preliminary 
work on pattern detection which is very promising. 

Blog Characteristics 

For efficiency, our final experiment was conducted over a 
random, 100K entry subset of the dataset. We looked at: 
posts by date (over a year), posts and images by hour,  
posts and images by day (of the week), posts and images by 
month, post length (by word and by character), character 
set usage, and, for the 40% of images where EXIF data was 
available, camera type. The temporal features were all 
calculated from blog modification times, at GMT. 

 
Figure 4 show posts by hour. Not surprisingly given the 
high English-skew of our data, we see that most posts are  
between 5pm and 5am GMT, which  turns out be to, on 
average, 10:30am and 10:30pm in the United States.  
Figure 5 shows the timestamps in posted images from the 
entire sample by day of the week. Note that these cover a 
larger range of dates than our blog entries, because people 
often post older pictures. Again, not entirely surprising, we 
can clearly see that people are taking the most pictures on 
weekends. 

 
 

Figure 2:  Impulse pattern of "tsunami". 

Figure 3: Periodic pattern for “full moon”. 

Figure 4: Posting Time by Hour of Day (GMT) 



 

Conclusion 

The volume and diversity of information in blogs makes 
standard IR and IE techniques inadequate, while the vast, 
personal perspective and real-time nature blogs is an 
alluring resource. We have explored techniques for 
efficiently utilizing human effort to annotate and categorize 
blog entries.  We found that appropriate binary 
categorization tasks are simple and quick, and can have 
high inter-annotator agreement, and that the results can be 
used to train SVM models to successfully detect relevant 
blogs.  Blogs are also a rich source of aggregate 
information.  We have analyzed trends and patterns, and 
have built detection algorithms for some of these patterns. 
 
Future directions for this work include training more 
models to detect both nuggets and aggregate trends.  A 
challenge is how to propagate the precision and accuracy of 
the nugget categorization models to end users as they 
search for specific information.  We propose a two-level 
system where a user queries can be dynamically broken 
down into a composition of generic, but useful latent 
categorization models.  The challenge for aggregate 
analysis techniques is to build models that can detect 
interesting trends and find those that relate to users’ 
interests, incorporating both bottom-up information as well 
as top-down goals. 
 
SVMs offer an efficient method for categorizing blog 
entries.  We want to do more generic tasks.  Generic tasks 
are useful for building composite models that can allow 
searchers to dynamically reap the benefits of the generic 
models without having to train their own, specific models. 
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Figure 5: Image timestamps by day of week. 


