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Abstract

This paper explores the use of methods and mechanisms
from case-based reasoning for spatial cognition. In par-
ticular, it discusses approaches for tasks where an agent
has knowledge available in various formats, and needs
to make a choice for the most suitable one. The idea
is to view the agent’s repository of previously solved
spatial problems as a case base and to store information
of the representation used to solve each problem along
with the case. Similarity measures can then be imple-
mented that allow for the comparison of a new spatial
problem to previously solved problems. Knowledge of
spatial representations used to solve a previous problem
can then help an agent reasoning with spatial knowl-
edge to choose a suitable representation, based on the
problem structure. Through the technique of case-based
reasoning, we explore a possible answer to the ques-
tion of how a software agent may choose one of several
available spatial representations to perform a processing
task.

Spatial Cognition
Representations to consider
Two broad forms of representation frequently used by hu-
mans to store knowledge are sentential and spatial represen-
tations. As Larkin and Simon (1987) point out, for humans
trying to solve problems, there are situations where knowl-
edge can be represented more efficiently in a spatial rep-
resentation than a sentential representation. Like humans,
agents performing a computational task in an environment
may also benefit from the use of one representation over an-
other, but whereas the human is adept at switching between
differing representations, the software agent must usually try
to solve its problems in the same representation, regardless
of the structure of the problem. This is due to the fact that
software agents typically do not have a mechanism for con-
trolling the switching of representations, whereas humans
clearly have this ability. While there has been some suc-
cess in mapping between syntactically and semantically dif-
ferent sentential representations, mapping analogous knowl-
edge between spatial representations in software agents is
still in its infancy.
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The use and possible combination of different representa-
tions for knowledge in general has been explored probably
as early as the first knowledge representation methods were
developed. From an abstract perspective, it might be desir-
able to identify a shared representation scheme that can be
used as a knowledge representation “interlingua,” and math-
ematical logic is a frequent candidate for that. In practice,
however, specific representation methods often have signif-
icant advantages over more abstract ones. Less computa-
tional overhead is one, and a closer correspondence between
the real-world problem and its computer-based model is an-
other. In a spatial representation, such as a map, for exam-
ple, it is more straightforward to calculate distances between
objects, in comparison with a sentential representation. Sys-
tems using multiple knowledge representation or reasoning
methods are also referred to as hybrid systems. However,
these systems typically explore fundamental issues of com-
bining or translating one method into another (e.g. rules into
neural networks). If they employ mechanisms to control the
selection of different representation methods, they appear to
be tailored to the specific system and implementation.

Thus in order to separate the agent design from the spe-
cific system implementation, other ways of controlling the
selection of spatial representations must be found. In this
area, there is much that artificial intelligence can learn from
studying how humans cognitively control the formation and
switching of spatial representations, as this appears to be an
ability that humans are adept at. The same person can easily
both look at a map and recognize analogous objects from a
first-person perspective at the same time, and use the gath-
ered information to perform tasks such as navigation or giv-
ing directions. For a software agent to do the same thing, it
must be implemented to explicitly use certain forms of spa-
tial knowledge to perform a specific task in the environment,
such as navigating a city - it usually cannot support a wide
range of tasks or representations (largely due to deficits in
how the knowledge representations are controlled).

Example of Representation Choosing
A potential situation in which representation choosing
would be useful for a software agent is if the agent has access
to several different data inputs, each representing spatial in-
formation in a different way, and the agent must be able to
choose which representation, or combination thereof, needs



to be used for its reasoning task. A conceivable situation
in which it would be advantageous for an agent to choose
among multiple spatial knowledge representations, is if the
agent would be required to perform a task such as a search
and rescue operation in the aftermath of an earthquake. The
software agent could control a physical robot that must go
inside a hazardous area strewn with rubble in order to de-
termine if human rescuers must enter to assist any injured
people. To perform its navigation through this hazardous en-
vironment, the agent could have access to data inputs from
three different sources: human rescuers providing senten-
tial descriptions of the spatial area the agent is operating in;
cameras mounted on the agent-controlled robot that provide
visual data of the area; and, a 2D schematic map of the area
that is pre-loaded into the agent’s knowledge base. Depend-
ing on the context of the situation, it may be more efficient
for the agent to use one of the three data feeds - or a com-
bination of data feeds - in order to get around an obstacle or
determine if there are injured or trapped humans that need
assistance. Also, the agent could include feedback as to how
well it was able to solve its problem, given a certain repre-
sentation. In the future, it could choose a different represen-
tation if it was unable to solve the problem well.

It is important to note that the representation of the input
data need not necessarily have any bearing on the representa-
tion that the agent builds internally - the internal and external
environments of the agent are distinct.

As Simon discusses in his “The Sciences of the Artifi-
cial,” (1996) different representations enable efficient solv-
ing of different problems. In order to choose the correct
representation to “efficiently” solve a problem, a mecha-
nism to control which representation to use in different situa-
tions is needed. Thus we explore how cognitive science can
help provide the motivation for controlling spatial knowl-
edge representations in software agents.

Control Issues
Through research done in the field of cognitive science, re-
sults have emerged that would suggest that control of cog-
nitive systems is distributed in nature (Hommel, Daum, &
Kluwe 2004). Additionally, research has suggested that
humans use several diverse representations for spatial data
(Ishai, Ungerleider, & Haxby 2000; Kanwisher, McDermott,
& Chun 1997), and that as Bertel (2005) sums up, “on a
functional level of abstraction, a set of spatial organizing
principles exist which are shared by diverse mental subsys-
tems collaborating in mental spatial reasoning.” Taken to-
gether, this research suggests that humans are able to deal
with a large variety of spatial problem representations and
environments, but that reasoning using these representations
can be accomplished because of shared organizing princi-
ples. Applying these concepts to the development of a soft-
ware agent suggests that case-based reasoning can be used
to control the choosing of a suitable representation for the
efficient solving of a computational problem.

Case-Based Reasoning
Aamodt and Plaza (1994) summarize case-based reasoning
as a method “To solve a new problem by remembering a

previous similar situation and by reusing information and
knowledge of that situation.” Thus case-based reasoning is
a reasoning process that inherently incorporates experience-
based learning into its methodology. As humans also learn
by experience (Pohl 2002), case-based reasoning seems to
be a reasonable approach for trying to mimic the ability
of humans to choose satisficing (Simon 1996) or “good
enough” ways of representing spatial knowledge for a given
problem.

Similarity Measures
In order for experience to play a role in case-based reason-
ing, there needs to be a mechanism for measuring similarity
of the current problem to problems which have previously
been solved. Indeed, the performance of similarity measures
used in a case-based reasoning system is a determining fac-
tor in the success of such a system (Adams 1991). For the
sake of the system outlined here, let us use a continuous
range of zero to one (inclusive) to quantitatively measure
how similar two cases are, with one being exactly the same.

Similarity Criteria for Spatial Problems
Specific to spatial reasoning problems, there are several po-
tential similarity criteria to consider: landmarks; distances
(qualitative and quantitative); and, orientation (qualitative
and quantitative). For example, cases will have a higher sim-
ilarity measure if they reference the same landmarks, con-
tain similar distances to objects, and are oriented similarly.
There is, of course, no limit as to how many similarity cri-
teria can be applied to a problem. The criteria used are sim-
ply dependent on the problem domain. Regardless of the
problem domain, however, both qualitative and quantitative
comparisons should be used. As Minsky (1986) writes, “We
turn to using quantities when we can’t compare the qualities
of things.” In the same way, the qualities of things should be
considered when solving spatial reasoning problems.

Case Representation
Cases can be represented as a set of features, each of which
contains a set of attributes, a weight, and a value. The at-
tribute is a characteristic of the problem (such as a landmark
in a spatial scene). The weight is a measure (usually a posi-
tive numerical representation) that states how important each
attribute is in the case similarity comparison. The case’s
value is the intensity of an attribute to a case, such as a land-
mark being referenced “three” times, where “three” would
be the value associated with a particular landmark attribute.

Spatial Representation Selection
When a set of spatial input data comes into the software
agent, it then must choose how to represent that data. Ex-
amples of possible representations are sets of vertices, qual-
itative geometric representations, and related hierarchies of
objects. The actual creation of these spatial representations
by the agent is outside the scope of this paper, so we in-
stead focus on the choosing the most suitable representation
for problem solving. Thus from a case-based reasoning per-
spective, the description of the problem being solved is the



case that enters the system. Similar cases are then compared
to that case, and the agent retrieves the spatial representation
used to solve the previous case. One important aspect of our
suggested approach is that we keep track of feedback with
each spatial representation used to solve a problem, so the
agent knows if the spatial representation was a good choice
for a problem with a similar structure. If the spatial repre-
sentation has negative feedback, then the agent can try to use
another available spatial representation to solve the problem.

One potentially complicating factor is the assignment of
credit or blame: The solution of a problem typically involves
many steps, and it is not always clear which of the steps con-
tributes how much to the solution. As this experience-based
learning continues over time, the agent should eventually
build up a sufficiently large case-base that it can choose the
most suitable representation of spatial knowledge for a given
problem.

Discussion

One of the significant techniques from case-based reasoning
that helps with the selection of an appropriate representa-
tion in spatial tasks is the use of similarity measures. This
helps with the establishment of mappings between entities
in one representation and their counterparts in other repre-
sentations. In the scenario above, let’s assume that a human
observer refers to “the computer science building.” Provided
that a table with the mappings between the names of the
buildings and their numbers is available, it is not too difficult
to identify the respective building on a map that has labels
with building identifiers. From this information, coordinates
such as latitude and longitude can be calculated, which in
turn can be used by a GPS system on a robot. Through its
location, the images delivered via the robot’s camera can be
put into context as well, although the mapping between a
building visible in the camera image and the one mentioned
by the human observer also depends on other factors such
as the direction the camera faces, or the existence of a direct
line of sight.

So the equivalent of a case in case-based reasoning would
be a “scene” in a spatial task. Landmarks such as buildings
are important entities in the scene, and have attributes like
name, number, location, shape, and possibly distinctive fea-
tures like the color of the facade or the roof, or the number of
windows on a facade. For representations that use compat-
ible feature spaces (e.g. longitude/latitude coordinates for
locations in a map and in a satellite image) the mappings
between representations are fairly straightforward, and may
even rely on a common framework such as a coordinate sys-
tem. The mappings between textual descriptions and a satel-
lite image, for example, are significantly more difficult to
achieve, but should be feasible. Yet others, e.g. the textual
description of a building’s facade, and an image captured by
a camera, may have to utilize techniques like image analysis
and object recognition before case-based reasoning can be
applied. However, even in such cases this would be help-
ful, since even an incomplete set of similarity criteria may
be sufficient to determine a match between two entities, or
at least provide a ranking of the candidates.

Conclusions
Recent cognitive science research has shown that humans
create different spatial representations dependent on how the
representation is used. In this paper, we explored the use of
techniques from case-based reasoning to control the selec-
tion of suitable representations for spatial cognition tasks.
This has many implications for software agents solving
problems in a spatial environment. While the overall idea
seems appealing, it is clear that further work is required to
demonstrate the suitability and feasibility of the approach.
Therefore, the implementation of experimental compo-
nents based on the approach described here is the next step.

References
Aamodt, A., and Plaza, E. 1994. Case-based reasoning:
Foundational issues, methodological variations, and sys-
tem approaches.AI Communications7(1):39–59.

Adams, E. 1991.A Study of Trigrams and Their Feasibility
as Index Terms in a Full Text Information Retrieval System.
Ph.D. Dissertation, George Washington University, Dept.
of Computer Science.

Anderson, J. 2005.Cognitive Psychology and its Implica-
tions. Worth Publishers.

Bertel, S. 2005. Show me how you act on a diagram and i’ll
tell you what you think (or: Spatial structures as organiz-
ing schemes in collaborative human-computer reasoning).
In 2005 AAAI Spring Symposium (SS-05-06). American As-
sociation for Artificial Intelligence, Menlo Park, CA.

Engel, D.; Bertel, S.; and Barkowsky, T. 2004. Spatial
principles in control of focus in reasoning with mental rep-
resentations, images, and diagrams. InSpatial Cognition
IV, LNCS. Springer Verlag. 181–203.

Hommel, B.; Daum, I.; and Kluwe, R. H. 2004. Exorcizing
the homunculus, phase two: Editors’ introduction.Acta
Psychologica115:99–104.

Ishai, A.; Ungerleider, L. G.; and Haxby, J. V. 2000. Dis-
tributed neural systems for the generation of visual images.
Neuron28:979–990.

Kanwisher, N.; McDermott, J.; and Chun, M. M. 1997.
The fusiform face area: a module in human extrastriate
cortex specialized for face perception.The Journal of Neu-
roscience17:4302–4311.

Kurfess, F. J. 2002. Integrating symbol-oriented and sub-
symbolic reasoning methods into hybrid systems. In Apol-
loni, B., and Kurfess, F. J., eds.,From Synapses to Rules -
Discovering Symbolic Rules from Neural Processed Data.
Kluwer Academic Publishers. chapter 14, 275–292.

Larkin, J., and Simon, H. 1987. Why a diagram is (some-
times) worth ten thousand words.Cognitive Science11:65–
99.

Minsky, M. 1986.The Society of Mind. Simon and Schus-
ter.

Miyashita, Y. 1995. How the brain creates imagery: Pro-
jection to primary visual cortex.Science268:1719–1720.



Pohl, J. 2002. Some thoughts on human na-
ture: A discussion of human strengths and weaknesses.
In InterSymp-2002, Focus Symposium on Collaborative
Decision-Support Systems, Baden Baden, Germany.
Simon, H. A. 1996.The Sciences of the Artificial. MIT
Press.


