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Abstract 
Science and engineering are information intensive 
collaborative enterprises which have their own complex and 
rapidly evolving processes for creating, discovering, and 
analyzing digital artifacts. To support multiple contexts 
(Virtual Organizations), infrastructure must provide general 
purpose mechanisms for reasoning about processes and 
data. This paper considers one important aspect of this 
problem, recording and reasoning about provenance. The 
Open Provenance Model (OPM) provides a case study for 
how to use Semantic Web technology and rules to 
implement semantic metadata. This paper discusses a 
binding of the OPM written in OWL, with rules written in 
SWRL. These standards are useful, but cannot implement 
the entire OPM. However, the use of RDF enables the 
development of “hybrid” systems that use OWL, SWRL, 
and other semantic software, interoperating through a shared 
space of RDF triples. 

1. Introduction 
The development of e-business has driven research in 
techniques for automatic implementation of “Business 
Rules”, to enable, for example, service composition, agent-
based commerce, and modeling of enterprises (e.g., 
(Object Management Group 2006). Science and 
engineering are information intensive collaborative 
enterprises which have their own complex and rapidly 
evolving processes for creating, discovering, and analyzing 
digital artifacts. Emerging technologies aimed at 
commercial enterprises, such as Semantic Web Services 
(McIlraith, Son, and Zeng 2001; Traverso and Pistore 
2004; Lord et al. 2004), will be useful for creating large 
scale scientific collaborations, and though the details of the 
“Business Processes” will be quite different, scientific 
enterprises certainly need to solve the same problems as 
any large enterprise. 

Current initiatives to create a universal 
Cyterinfrastructure are enabling the development of large 
scale science and engineering systems (National Science 
Foundation Cyberinfrastructure Council 2006; Foster and 
Kesselman 1998). These technologies enable investigations 
of systems of systems, requiring collaborations across 
disciplines, using data and techniques from many different 
sources. Increasingly, collaborators will create problem-
oriented virtual organizations in which to develop and 
reuse processes and data in ways never contemplated by 
their originators, with no preexisting agreement about the 

semantics of the processes or data. In this environment, a 
virtual organization can be seen as the context for 
determining what processes and data are useful, what “best 
practice” or “appropriate use” should be, and a mechanism 
for sharing and retaining this expertise (Myers and 
Dunning 2006).  To support multiple contexts, 
infrastructure must provide general purpose mechanisms 
for annotating (i.e., making assertions about), discovering, 
and reasoning about processes and data (Myers and 
McGrath 2007). This paper considers one important aspect 
of this problem, recording and reasoning about 
provenance.  

Scientific and technical inquiry requires careful 
accountability through papers and citations, which must 
report an accurate account of the provenance of data and 
processes. While workflow description languages such as 
BPEL (Alves et al. 2006) or SWWS (McIlraith, Son, and 
Zeng 2001) prescribe what process can or should occur, 
provenance records what actually did happen, including: 
causal chains, data provenance, system versions, and user 
annotations (Gil et al. 2007).  

Provenance, like any metadata, may have many flavors; 
it is important to be able to access, query, and reason about 
provenance records that may not share a single data 
definition or ontology. A consumer may need to combine 
provenance from several sources, e.g., data provenance 
from a data archive, assertions about processing by a Web 
Service, and annotations from field researchers. 
Furthermore, different consumers may have different 
goals: one user may need to discover assumptions that 
underpin a scientific claim, while another user might seek 
to compare competing techniques, and a third seeks to 
optimize a process by reusing computed results to prune 
unnecessary work.  

The International Provenance and Annotation 
Workshop (IPAWS) meetings (Moreau and Foster 2006; 
Bose, Foster, and Moreau 2006) have led to an effort to 
define a simple, open model for describing provenance—
very simple assertions about causation in a collection of 
processes and data. The Open Provenance Model (OPM) 
(Moreau et al, 2007) is intended to define a minimally 
necessary vocabulary that enables systems to exchange 
descriptions of processes and data artifacts, without 
necessarily agreeing about many details of what facts to 
measure, or how to label concepts. The abstract model is 
intended to have bindings to many languages including 
relational systems, XML, and RDF (Klyne and Carrol 
2004).  



The Open Provenance Model provides a case study for 
how to use Semantic Web technology and rules to 
implement semantic metadata. This paper discusses a 
binding of the OPM written in OWL (Patel-Schneider et al 
2004), with rules written in SWRL (Horrocks et al 2004). 
Expressing the entities and relations of the OPM in OWL 
is straightforward, and some of the constraints and 
inferences can be expressed in SWRL. However, some of 
the inferences require additional reasoning beyond that 
supported by OWL and SWRL. Storing the OPM records 
in triples makes it possible to use other reasoning engines 
or languages such as Prolog to implement queries or 
inferences. 

2. Semantic Infrastructure 
Virtual organizations serve as contexts in which shared 
resources can be accessed using consistent, domain-
appropriate modalities (Myers and Dunning 2006; Myers 
and McGrath 2007). In real organizations accessing shared 
resources can require a significant amount of work; for 
instance, when they are in a variety of different formats or 
are provisioned differently in different parts of the 
organization. 

A Virtual Organization (VO) does this work semi-
automatically by managing generic descriptive information 
(i.e., metadata) along with resources. A number of 
practices have emerged in this area, most notably digital 
libraries and content management systems that extend the 
notion of a data collection to include metadata (McGrath et 
al. 1999, Java Content Repository 2005). Most of these 
practices simplify managing resources in a VO, but are not 
adequate for managing descriptions that are not closely 
associated with artifacts, since they typically require that 
an artifact and its metadata be co-located throughout its 
lifecycle. 

To address these shortcomings, RDF metadata 
descriptions can be associated with file-like content 
objects, in effect providing a “semantic content 
management system” in which artifacts and descriptions of 
artifacts need not be co-located and in fact can be 
assembled from independently-generated observations 
(e.g., see Tupelo Project 2007). This makes it possible, for 
instance, to access content through heterogeneous “views” 
defined on the metadata by the application of OWL 
constructs or rules. Using basic RDF constructs, 
information inferred from content can be added as 
annotations by any observer at any stage in a complex 
process, and the combined model can serve as a 
representation of knowledge accumulated from the 
combined activity of the Virtual Organization. RDF is 
robust even when producers and consumers do not agree 
on schemas or semantics: disagreement can be discovered, 
but does not preclude queries or inference. 

3. An Open Provenance Model 
The Open Provenance Model was developed by 
participants in the International Provenance and 
Annotation Workshop (IPAW) to address burgeoning 
interoperability issues in managing provenance 
information in workflow-driven e-Science. A number of 
participants represent large e-Science projects that have 
adopted workflow tools to orchestrate complex data 
processing and analysis procedures, and are using the 
workflow execution environment to capture information 
about what happens during these procedures and why (Gil 
et al. 2007). The IPAW “Provenance Challenge” illustrated 
queries that might be answered through recorded 
provenance (Moreau 2007). The queries require a 
semantics of causation, in which distant relations often 
must be inferred from records that contain only partial, 
proximate information. For example, to determine every 
output that “depends on” a particular version of a dataset, 
requires reasoning backwards through a chain of “used by” 
and “was produced by” relations. 

In the Provenance Challenge series, participants 
attempted to achieve various levels of interoperability both 
in terms of executing example workflows and also 
answering a set of example provenance queries from 
information gathered from multiple, heterogeneous 
execution environments (Moreau 2007). The experience of 
the Provenance Challenge led participants to attempt to 
define a shared model of provenance based on simple and 
generic models of processes, artifacts of processes, and 
causal relationships between them. 

The Open Provenance Model (OPM) is an abstract 
model that defines a very simple, minimally necessary 
vocabulary to describe causation (Moreau et al., 2007; 
Open Provenance Model Review 2007). Specifically, the 
OPM seeks to enable systems to exchange and combine 
descriptions of observations about processes and data 
artifacts from many sources, without the producer and 
consumer necessarily agreeing about many details of what 
facts to measure, or how to label concepts. In the spirit of 
the Semantic Web, the OPM uses an open world, and 
allows parties to cooperate to the extent they can, without 
forcing total agreement on data schemas or semantics. 

The OPM defines a simple model of processes, 
artifacts, and observers, which is easy to express in many 
languages, including relational database tables, XML, and 
RDF. The OPM defines a simple semantics of observation 
and causation. A Provenance Graph is a set of assertions 
about the history of data and processing, labeled with the 
identity of the source of each “account” of events. A 
Provenance Graph may include assertions from multiple 
sources, and consumers may combine accounts to form 
composite accounts. Consumers may reject some accounts 
as unreliable or inconsistent, and may determine whether 
two alternative accounts of the same events are consistent 
(as far as known). 

The OPM defines constraints and inference rules enable 
reasoning on Provenance Graphs that might stem from 
multiple sources, with different granularities of 



observations, possibly with partial information, and so on. 
Rules can be used to check the consistency of an 
aggregated Provenance Graph, to detect errors or missing 
data. In some cases, missing data can be inferred following 
rules defined in the model, as well as discovering relations 
such as proximate and ultimate causes of events or source 
of artifact (within the asserted history). 

The OPM differs from many existing means of 
representing and storing provenance information in that it 
does not contain terms and concepts specific to a particular 
execution framework (e.g., a workflow engine) or data 
architecture (e.g., a digital library). The OPM, instead of 
comprehensively representing all relevant aspects of a 
complex, specific process, is designed to represent only the 
causal relationships, the structure of which can then serve 
as a means of organizing other domain and application-
specific annotations. 

4. An OWL + SWRL Binding of the OPM 
In current work, we have implemented a recent draft of the 
Open Provenance Model using OWL (Patel-Schneider et 
al. 2004) and SWRL (Horrocks et al. 2004), and the 
Protégé-OWL SWRLTab (Protege 2007). These W3C 
standards have RDF encodings, so the OWL ontology and 
individuals, and the SWRL rules can be stored to and 
retrieved from one or more triple stores (Futrelle and 
Myers 2007). In addition, a Knowledge Base of OWL 
individuals can be instantiated from triples from many 
sources, enabling interoperation with software that is not 
using the OPM bindings. 

RDF, OWL and SWRL were chosen as for this work 
because the portability of these standard representations 
enhances the ability to share and exchange provenance 
graphs and rules. The Semantic Web standards are 
designed to be well suited for the typical Provenance case: 
the overall account of provenance is constructed from 
multiple accounts from independent sources, which may 
not agree on schemas, interfaces, or query languages. 

The OPM and its rules can also be represented using 

other formalisms such as the relational model or any of a 
number of logic programming languages. Indeed, one of 
the design criteria for the OPM was that equivalent 
representations could be developed in XML, RDF, and 
SQL and thereby serve as an interoperability mechanism 
between systems based on these technologies. 

4.1. The OWL Ontology for the OPM 
The OPM can be represented in a simple OWL ontology. 
The OPM entities (Account, Artifact, Process, Agent) can 
be represented as OWL classes. The Provenance Relations 
(“Used”, “wasGeneratedBy”, etc.) can be represented as 
OWL classes. Since OWL individuals have unique 
identities (URIs), the OPM ID mappings are not required. 
Other concepts of the model (“Role”, and OPM attributes) 
can be defined as additional OWL classes (not discussed 
here). 

The Provenance Graph is a network of OWL instances, 
e.g. the OPM concept “Process-Used-Artifact” is 
represented by an instance of the “Used” class (a sub-class 
of “Provenance Relation”), with properties that link to one 
instance of “Process” and one instance of “Artifact”. 

For example, consider the simple Provenance Graph 
shown in Figure 1, which depicts an account of a simple 
process (Bake) which uses four inputs, to generate one 
output (Cake), under the control of an agent (John). In 
addition to the graphic notation, this account can be 
represented in many concrete forms, including logical 
calculus, relational tables, and computer languages. Our 
OWL binding would represent the graph as a set of 
instances including one instance of Account, one Agent, 
one Process, and five instances of Artifact. The relations 
would be represented as instances of the OWL class 
“Used” (4 instances), “wasGeneratedBy”, and 
“wasControlledBy”, (Table 1). These OWL instances 
represent the arcs in Figure 1, with OWL properties (binary 
relations) to all the participating entities. For example, 
Figure 2 illustrates the OWL instances for the “used” 
relation between “Bake” and “2eggs”.This concept is 
represented by four instances of OWL classes (ovals), 
connected by instances of three OWL properties (arrows). 

 
Figure 1. A simple Provenance Graph (adapted 

from (Moreau et al. 2007)) 

Table 1. Instances of OWL classes in Figure 1. 
Account (1 instance) 
Agent (John) 
Process (Bake) 
Artifact (100gButter, 2eggs, 100gSugar, 200gFlour, 
Cake) 
Role (eggs, butter, sugar, flour, cake, cook) 
Used (4 instances) 
WasGeneratedBy (1 instance) 
WasControlledBy (1 instance) 



The OWL Ontology defines many of the constraints of 
the OPM: 
• Type checking and inheritance  
• Cardinality (e.g., a “wasGeneratedBy” relation is 

between exactly one Process and one Artifact) 
• Inverse relations (e.g., “usedBy” is the inverse of 

“userOf”) 
These constraints can be used to create a valid Knowledge 
Base of OWL individuals, to validate a Knowledge Base 
(i.e., to detect logically inconsistent Provenance Relations), 
and to support automated tools. 

The OWL ontology and individuals can be serialized in 
RDF triples, which can be stored in a triple store. The 
triples can be used by other applications, in combination 
with metadata from other sources. For example, the triples 
from a provenance record can be combined with other 
catalog information to answer queries about a dataset. 
Conversely, RDF triples from any source can be used to 
instantiate an OWL KB. In this case, the OPM Ontology 
can be used to validate provenance assertions which might 
come from several sources. 

4.2. SWRL Rules for the OPM 
The OPM defines logical constraints on the Provenance 
Graph. Some constraints cannot be expressed in OWL, but 
can be expressed as SWRL rules or queries based on 
SWRL rules. 

For example, the OPM defines how to infer 
“wasTriggeredBy” relations between two Processes from 
their “used” and “wasGeneratedBy” relations to the same 
Artifact (Figure 3, Eq 1). This inference can be expressed 
as a SWRL rule, which can be implemented by any 
implementation of SWRL. From the SWRL rule, the 
inferred “wasTriggeredBy” relation can be asserted into 
the OWL Knowledge Base. 

Similarly, the “wasDerivedFrom” relation between two 
artifacts (e.g., input and output datasets) can be inferred 
from “used” and “wasGeneratedBy” relations to the same 
process (Figure 3, Eq 2). Figure 4 shows an example 
SWRL rule to infer the “wasDerivedFrom” relation, and 
assert an instance of the relation into the OWL KB. 

In the example show in Figure 1, four 
“wasDerivedFrom” relations can be inferred, between 
“Cake’ and the ingredients (100gButter, 2eggs, 100gSugar, 
200gFlour). The SWRL rule in Figure 4 would create four 
instances of “wasDerivedFrom”, with arcs to the source 
and sink Artifacts of each relation. 

SWRL can also be used to implement queries defined 
by the OPM. For example, when optional time stamps are 

included in the Provenance Graph, SWRL queries can 
detect some inconsistencies among the temporal assertions. 

4.3. Limitations of OWL and SWRL 
OWL and SWRL provide a useful standard to express most 
concepts of the OPM. By design, these languages sacrifice 
expressiveness to achieve interoperability. Our 
implementation showed that several of the key constraints 
and inferences of the OPM cannot be expressed in OWL 
and SWRL, due to fundamental limits of these languages. 

The semantics of OWL are non monotonic, so it is not 
possible to modify the value of an asserted property. As a 
consequence, it is not possible to write a rule, for instance, 
to discover the number of times an Artifact is used, or to 
detect a cycle in the Provenance Graph (Figure 3, 
Constraint 3).   

The open world assumption of OWL and SWRL 
preclude queries for negation. For example, it is not 
possible to test if an Artifact is an “input” to the process 
(i.e., used but not generated within the graph).  

Finally, SWRL makes very limited assumptions about 
how rules are executed, and specifically does not define 
any mechanism for recursive application of rules. This 
precludes, among other things, writing rules to discover 
transitive closure of Provenance Relations. For example, 

UsedRelation_12eggs Bake

eggs

usedArtifact usedProcess

usedRole

 
Figure 2.  Example provenance relation represented 

as OWL. 

Process(?x)  ∧ Artifact(?y)  ∧ Artifact(?h)  ∧ 
wasGeneratedByRelation(?c)  ∧ generatedByArtifact(?c, ?y)  ∧ 
generatedByProcess(?c, ?x)  ∧ Account(?d)  ∧ 
generatedByAccount(?c, ?d)  ∧ UsedRelation(?e)  ∧ 
usedArtifact(?e, ?h)  ∧ usedProcess(?e, ?x)  ∧ Account(?g)  ∧  
usedAccount(?e, ?g)  ∧ swrlx:createOWLThing(?b, ?x, ?c, ?e)  
  →  
wasDerivedFromRelation(?b)  ∧ 
derivedSink(?b, ?h)  ∧ derivedSource(?b, ?y)  ∧ 
derivedAccount(?b, ?d)  ∧ derivedAccount(?b, ?g) 
 

Figure 4. Example SWRL Rule to implement 
“wasDerivedFrom” inference (follows SWRLTab 

notation (Protege 2007)). 

(1)    U used(PUBU2UBU, AUBU2UBU) ∧ wasGeneratedBy(AUBU2UBU, PUBU1UBU) U 

wasTriggeredBy(PB2B, PB1B) 
 

( 2)    U wasGeneratedBy(AUBU2UBU, PUBU1UBU) ∧  used(PUBU2UBU, AUBU2UBU) U 

wasDerivedFrom(AB2B, AB1B) 
 
(3) “…a legal account view is defined as an acyclic account 
view, which contains at most one wasGeneratedBy edge per 
artifact.” (Moreau et al. 2007, p.8)  
 
(4) wasDerivedFrom*(AB2B, AB1B) 
         if AB1B = AB2B ∨ wasDerivedFrom(AB2B, AB3B) and 
                 wasDerivedFrom(AB3B,AB1B) 
AB1B, AB2B, AB3B ∈Artifact, PB1B, PB2B ∈ Process 
   
Figure 3. Some Logical constraints from the OPM 
(Simplified version, original in Moreau et al., 2007) 



the OPM defines transitive relations “used*”, 
“wasGeneratedBy*”, as well as two inferred relations 
“wasDerivedFrom*” (Figure 3, Eq 4) and 
“wasTriggeredBy*”. These inferences cannot be stated in 
SWRL, though they are easy to implement in other 
languages. 

4.4. A Hybrid System  
The limits of the semantics of OWL and SWRL mean that 
the full OPM cannot be expressed within OWL and 
SWRL.  However, once the ontology, rules, and 
individuals (instances) are serialized as triples, the triples 
can be extracted and manipulated by other tools. This 
enables the construction of a hybrid system, exploiting the 
advantages of OWL, augmented by additional reasoning. 

For example, in the Provenance Challenge, one of the 
challenge queries requires traversing transitive causality 
relationships to determine if an output was generated from 
a process one of whose antecedent input data sets is tagged 
with a particular annotation. This can be accomplished 
using a number of tools external to OWL and SWRL 
implementations; for instance the iTQL RDF query 
language (Futrelle and Myers, 2007) or Prolog. These tools 
allow simultaneous traversal and matching of transitive 
relationships, as well as providing other useful capabilities 
such as closed-world reasoning (i.e., negation). 

In a realistic scenario, the OWL KB can be augmented 
with information inferred using extended capabilities of 
non-OWL and non-SWRL tools, making the inferred 
knowledge available to OWL and SWRL layers for 
additional processing. RDF provides a sufficiently generic 
descriptive modality that it can be used to exchange 
information between these different layers with minimal 
restructuring and loss of specificity, in much the same way 
as it serves as the “glue” between other parts of the 
Semantic web stack, including RDF Schema, OWL, and 
SWRL. 

5. Conclusion 
Understanding provenance is critical for enabling Virtual 
Organizations to manage the complex distributed processes 
that drive large-scale e-Science. The Open Provenance 
Model provides not just a means of documenting process 
steps and artifacts, but also explicit rules that allow 
relationships that span multiple observations to be inferred.  

This paper discussed a binding of the OPM using the 
Semantic Web standard OWL, with rules written in 
SWRL. Attempting to implement the OPM using OWL 
and SWRL showed that many, but not all, of the 
requirements for managing provenance information can be 
met using these standard technologies.  For several of the 
remaining requirements, OWL and SWRL’s RDF 
representations provide a simple and well-understood 
means of exchanging provenance information with other 
tools, such as RDF databases and declarative programming 
languages, which can answer provenance queries and 

produce annotations that can be used to augment the 
knowledge base. This “hybrid” system shows that 
Semantic Web technologies are not only useful for 
provenance information but also provide a base level of 
interoperability that can enable loosely-coupled tools with 
varying levels of capability and expressiveness to 
participate in forming the “semantic backbone” of large-
scale e-Science. 
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