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Abstract 
 Like many scientific disciplines, the NASA heliophysics 
data environment is implementing distributed search and 
retrieval systems for its data sets.  However, this community 
is unique in that NASA has determined that they will deploy 
multiple systems – termed Virtual Observatories - instead of 
one all encompassing system.  This decision, along with 
other needs of our users, provides integration and 
interoperability challenges that may not be present 
elsewhere.   In this work we present areas in which we are 
beginning to implement semantic technologies to solve 
these challenges.  In addition, we introduce current and 
future needs that will require semantic solutions and offer 
these as discussion points and collaboration areas for 
artificial intelligence researchers. 

Background and Introduction 
 In recent years the NASA space physics community was 
realigned to focus on the new science of heliophysics.  The 
NASA strategic roadmap 
(http://sec.gsfc.nasa.gov/Roadmap_FINALscr.pdf, 
accessed 10/19/2007) defines heliophysics as concentrating 
on “the Sun and its effects on Earth, the other planets of 
the solar system, and the changing conditions in space”.  
As a focal point of the new heliophysics data environment 
NASA chose to implement multiple sub-domain specific 
“Virtual Observatories” (VOs) that would function as 
single access points and unified search and retrieval 
systems.  These specialized VOs would then ultimately be 
united (see NASA Science Plan 2007, 
http://science.hq.nasa.gov/strategy/Science_Plan_07.pdf, 
accessed 10/19/2007) for unified access and 
interoperability of heliophysics data.  
 Some tools and guidelines are available to assist in the 
long-term integration and interoperability.  As an example, 
the NASA VO community has agreed to use the Space 
Physics Archive Search and Extract (SPASE) data model 
(Harvey et al., 2004).  SPASE is an international group of 
space physics researchers, VO developers and data 
providers who have taken on the task of creating a 
comprehensive space physics data model.  This data model 
consists of agreed upon terminology and definitions as well 
as protocols on how to document a data product for use in 
the community and use in VOs.  It serves as a standard to 

which the diverse discipline vocabularies can be mapped, 
thus attempting to serve as a lingua franca.  The SPASE 
data model is implementation neutral and the group 
currently provides an implementation in XML Schema. 
 While such tools may be available, they do not offer a 
complete solution.  In particular, the SPASE data model 
does not cover all areas of heliophysics and it is not in a 
form that can be used for computational reasoning.  
Additionally, other areas of the data environment provide 
unique data integration issues for which we argue semantic 
technologies are a natural solution.  Thus, we present our 
initial attempts at using such technologies within the 
NASA heliophysics environment and discuss future needs 
where these technologies will also be beneficial. 
 
 
Data Environment Components and the Need 
for Semantics 
 
 The need, and natural fit, for semantic technologies 
within the sciences is beginning to be widely recognized 
(Shadbolt et al., 2006).  Such technologies have begun to 
take hold within the physical sciences, and in particular 
heliophysics (McGuinness et al., 2007). Through this 
solution, as emphasized by Thomas (2007), “the semantic 
web architecture can provide a common framework for 
semantics and data to be shared and reused across 
applications and enterprise boundaries”.   
 Within the NASA heliophysics data environment there 
are several areas that are either beginning to explore 
semantic technologies or would benefit from future 
implementations of these technologies.  In the following 
subsections we outline these areas.  Specifically, we 
address the community need, the current solution and how 
a semantic solution would augment the current solution. 
 
Query Language 
 
Community Need 
  
 The NASA heliophysics data environment consists of 
several VOs whose end goal is interoperability.  In order to 
accomplish such a goal the sub-discipline specific VOs 
must communicate and exchange information.  As a prime 
example of this exchange consider the Virtual Heliospheric 



Observatory (VHO) and the Virtual Magnetospheric 
Observatory (VMO).  These two sub-discipline virtual 
observatories focus on the region between the sun and the 
planets and the area affected by the Earth’s magnetic field, 
respectively.  On their own they serve vibrant research 
communities, however, events transpiring in VMO data are 
often triggered by phenomena seen in VHO data.  In order 
to gain a more global picture researchers are often 
interested in having VMO query the VHO for 
accompanying data.  Currently, VOs have domain specific 
interfaces and the lack of standards across interfaces 
further complicates the problem.  At present 
interoperability is a formidable challenge.  
 However, the SPASE data model provides us with a 
basis to start a common exchange and proposals have been 
put forward to use it as a foundation for a query language 
(Narock and King, 2008).  
 
Current Implementation 
 
 Initial work in this area has begun to formulate the 
message framework for a SPASE query language.  The aim 
is to provide a framework and software implementation 
that each VO can implement.  This framework would 
standardize the message exchange and use the agreed upon 
terminology of the SPASE data model.  Given the 
uniqueness and independence of each VO the actual 
execution of the messages would vary (i.e. some would 
convert to database queries others would search local 
files), however, the interfaces would be standardized and 
internal changes would not affect other VOs as they do 
now (local changes often cause the interfaces to vary).   
 The SPASE data model does not, however, capture all of 
the intricacies of each of the VOs.  As such, VOs are left to 
publish XML representations of extensions to the data 
model.  These extensions indicate search options and sub-
domain specific terminology not captured by the data 
model. Using this methodology the SPASE query language 
can quickly be implemented and tested, however, it 
provides a burden on the user to design and deploy queries.  
While providing technological interoperability the query 
language still requires human intervention to learn the 
details of the various extensions and construct a 
meaningful query. There is no mechanism for mapping or 
providing any sort of relationships between SPASE and 
VO-specific terminology.  Additionally, a pure XML 
representation does not allow for the natural scientific 
relationships among SPASE concepts and terms to emerge 
and be utilized.  
 
Areas for Future Semantic Technologies 
  
 The use of heliophysics ontologies in this area could 
alleviate much of the burden placed on users by the above-
mentioned implementation.   A set of ontologies would 
allow users to query using high-level science concepts 
whose relationships and dependencies could be captured 
and utilized through reasoning software in the query 

interface.  By this, we mean that by moving away from 
XML based messages and toward OWL based messages 
one can provide the much needed mappings and 
relationships.  That is, a SPASE ontology could potentially 
serve as an upper level ontology to which sub-discipline 
specific ontologies could be mapped.  Reasoning software 
integrated into the query language software could convert a 
users query to a domain specific query.  Additionally, 
scientific relationships could be exploited to find partial or 
related matches through subclass/superclass relationships 
and object properties.  Initial work has begun on 
converting the SPASE data model into an OWL-DL 
ontology and using it in this manner. 
 As with many fields, heliophysics contains numerous 
subjective terms.   These terms and their corresponding 
definitions may be a result of incomplete knowledge and 
ongoing research or lack of complete acceptance of new 
findings. Russel’s (2005) acknowledgement of varying 
definitions and inconsistent event lists in coronal mass 
ejections research and Koskinen’s (2002) updating of a 
well accepted theory and equation are respective examples 
of this.  In the former, multiple competing definitions of 
coronal mass ejections have led to lists of these events that 
cannot be merged or searched simultaneously as they were 
created with varying assumptions.  In the later case, 
updated theory takes time to be widely accepted by the 
community and multiple versions of an equation can be 
found in use.  As such, a difficulty remains in ontology 
integration and query mapping.  Any heliophysics 
ontologies can be expected to have competing and 
conflicting definitions.  Users must be presented an easy 
and convenient option of selecting which definition, when 
multiple exist, to use.  The proper treatment, integration 
and merging of these ontologies could serve as an active 
area of collaboration. 
 
Web Service Registry 
 
Community Need 
 
 In addition to search and retrieval capabilities the 
heliophysics data environment “will also enable services, 
such as visualization or format translation, that enhance the 
use of these data” (NASA Heliophysics Science Data 
Management Policy, 
http://lwsde.gsfc.nasa.gov/Heliophysics_Data_Policy_200
7June25.pdf).  The community is eagerly anticipating these 
automated data analysis web services, however, there is no 
clear framework for their development.  That is, the depth 
and breadth of web service development varies throughout 
the community.  A method is needed to organize and 
search for web services in much the same way as data is 
searched for in VOs. 
 
Current Implementation 
 
 Several of the NASA VOs have decided to implement 
web services along with their data search capabilities.  



These web services would provide the aforementioned 
basic data processing capabilities.  Other VOs have 
decided to not deploy and web services and focus solely on 
data search and retrieval.  Additionally,  groups not 
directly associated with any VO (e.g. NASA’s Space 
Physics Data Facility (http://spdf.gsfc.nasa.gov)) are 
developing web services for the same purpose.  At present, 
there is no clear means of finding if a capability exists and 
if so who offers it.  
 Initial work has begun in this area (Narock et al., 2008b) 
with the design of a semantic registry for web services.   
This registry uses space physics ontologies and OWL-S 
markup to search for web services using high-level science 
concepts.  The multitude of data types and data storage 
formats leads to a plethora of web services.  Such a registry 
avoids the unnatural classifications and taxonomies 
presented by current registry standards such as Universal 
Description Discovery and Itegration (UDDI, 
http://uddi.xml.org/). 
 
Areas for Future Semantic Technologies 
 
 The implementation of semantic technologies and the 
development of ontologies is new territory to the 
heliophysics community.  There is much that can be 
learned and shared by interactions of heliophysics and 
artificial intelligence researchers.  Specifically, the 
heliophysics community, and our semantic registry, can 
benefit from shared development of OWL ontologies and 
mappings between existing ontologies.  An initial 
saturation of ontology tools and techniques into the 
heliophysics community would be extremely beneficial.  
Familiarity with such tools and techniques will go a long 
way toward making semantic technologies a mainstay.  
 
Grid Computing 
 
Community Need 
 

Grid technologies offer tremendous benefits to the 
sciences in the form of large-scale computational power 
and shared resources.  Such benefits have begun to be 
realized within the Earth Sciences (Bernholdt et al., 2005).  
Additionally, recent research (De Roure et. al, 2004) has 
pointed out the need to align and integrate grid and 
semantic technologies to better serve science needs.  In 
particular, De Roure argues that for science to thrive it 
needs the combined benefits of the semantic web and grid 
technologies.  Independently the two are limited, but 
together they offer a wealth of potential for science.  
 Along these lines, and complimentary to our needs, 
work has been done in bringing artificial intelligence to 
grid applications.  Gil (2007) and colleagues have 
investigated the challenges of combining numerous 
analysis steps into scientific workflows and have begun to 
apply artificial intelligence to this problem (Gil et al., 
2004).  This use of high-level specifications to create 
scientific workflows would be extremely beneficial to the 

heliophysics community who would like to provide details 
on how they would like their data and have the VO 
environment find and execute the appropriate services. 
 
Current Implementation 
 

To this end we have begun to develop a small-scale grid 
environment for heliophysics (Narock et al., 2006).  We 
hope to develop this system to facilitate some of the 
aforementioned web services and to research the design 
and use of semantics in a heliophysics grid.  This system 
will serve as a near-term functioning prototype with the 
long-term intent of applying some of the aforementioned 
workflows and integrating an expanded system into the 
foundation of the heliophysics data environment. 
 
Areas for Future Semantic Technologies 
 
 Within the grid framework there are numerous areas for 
collaboration with the artificial intelligence community.  In 
addition to scientific workflows one must follow the 
lineage of data from its source to the end user 
(McGuinness et al., 2007).  As more and more automated 
analysis steps are introduced, this concept of provenance 
becomes increasingly important.  The data that reaches an 
end user may have gone through numerous analysis and 
transformations – all of which needs to captured and 
documented.  Efforts such as the Proof Markup Language 
(da Silva et al., 2006) and the Wings/Pegasus system (Kim 
et al., 2007) can provide a potential solution with effective 
collaboration via the artificial intelligence and heliophysics 
communities. 

 
Virtual Heliospheric Observatory and Virtual 
Magnetospheric Observatory 
 
Community Need 
 
 As members of the NASA VO endeavor the authors are 
designing and implementing two sub-discipline VOs.  
These efforts are the Virtual Heliospheric Observatory and 
the Virtual Magnetospheric Observatory.  Recapping, the 
VHO serves the community of researchers investigating 
the near-Earth environment and the interstellar regions of 
the solar system while the VMO focuses on the Earth’s 
magnetic field and its encompassing regions.  The two 
VOs serve the fundamental community need for data 
access and integration within these regions. 
 
Current Implementation 
 
 VHO and VMO both have implementations available for 
web access to distributed data.  They serve a number of 
respective datasets and have begun to offer searches at the 
data value level to find time intervals of interest.  At 
present, the VHO and VMO have not implemented 
semantic technologies and have been able to serve their 
respective communities using web and database 



technologies.  Moving forward, however, there may be a 
number of beneficial places to introduce semantic 
solutions.   
 
Areas for Future Semantic Technologies 
 
 The VHO and VMO focus primarily on time series data 
and contain statistical summaries of their data products.  
Based on scientifically meaningful intervals that are 
computed for each spacecraft, a set of statistics (min, max, 
median, standard deviation and percentage of data 
available during the interval) are applied to data parameters 
and then stored in respective VHO and VMO databases.  
This approach allows the VHO and VMO to provide 
parameter value level searches but avoids the need to 
house all of the data.   Statistics are computed periodically 
on newly available data and ingested into VHO and VMO 
databases. The original data is stored only at the data 
provider’s site.  These statistics cannot provide exact 
matches but can direct users to time periods of interest. 
 We have identified an initial set of parameters over 
which to compute statistics and this set will be very useful 
to our respective communities.  However, numerous other 
quantities exist over which researches would like to search.  
An interesting application of semantics, and in particular 
the Semantic Web Rule Language (SWRL, 
http://www.w3.org/Submission/SWRL/), lies in using our 
available statistics to compute other user requested 
statistics.  That is, using rules to define other common 
quantities within our community and using these rules to 
compute new knowledge.  Examples of this include finding 
density and velocity values (which our database contains) 
and using them to compute user requested pressure values 
(which our database does not contain).  Such reasoning and 
rule usage can go a long way in making the most of the 
data we have available. 
 Event lists are another area of interest to heliophysics 
researchers that can benefit from semantics.  An event list 
is a table or catalogue of when some event occurred.  It 
includes the time (or duration) when the event was seen 
and possibly some parameters regarding properties of the 
event.  Such lists are popular within heliophysics and there 
are plans to integrate existing lists into the VHO and 
VMO. One often wants to use an event list to drive a 
search.  That is, find data pertaining to the event from the 
observing spacecraft or other spacecraft that may have 
been in the vicinity.  As mentioned previously, areas of 
active research are pervaded by multiple – and sometimes 
competing – definitions.  Additionally, as event lists are 
often generated from human inspection of the data their 
entries are subjective.  These event lists can vary greatly in 
their contents, classifications and the assumptions that 
went into their creation.  As such, merging, intersecting 
and searching event lists is not always a trivial task.  In 
some cases researchers must be able to express clearly the 
definitions and underlying assumptions they are willing to 
incorporate into their searches as well as having a means of 
finding similar parameters between lists.  Semantic markup 

and annotations can help address this problem by providing 
a means to link related events and parameters.  However, 
there is much work – and collaboration – needed to create 
such systems and get the event lists into a form to be 
reasoned with. 
 
Summary and Conclusions 
 
 The emerging NASA heliophysics data environment is 
beginning to show promise and offer the community data 
integration and interoperability.  Even so, there are still 
numerous challenges ahead.  Some of these challenges are 
due to the unique design of the heliophysics data 
environment.  As such, we have begun to outline areas that 
can benefit from semantic technologies and we offer these 
as areas for discussion and collaboration with the artificial 
intelligence community.  It is our hope that the intersection 
of these two communities will be mutually beneficial and 
will move the NASA heliophysics data environment 
forward. 
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