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Abstract

We present CLARIFY, an augmented environment that
aims to improve the quality of translations generated
by phrase-based statistical machine translation systems
through learning from humans. CLARIFY employs
four types of knowledge input: 1) direct input 2) re-
sults from either a word alignment game, 3) an phrase
alignment game, or 4) a paraphrasing game. All of these
knowledge inputs elicit user knowledge to improve fu-
ture system translations.

Introduction

Statistical machine translation (SMT) is the approach of us-
ing statistics to predict the most likely translation into a
target language given a sentence from a source language.
Our paper narrows that focus to phrase-based SMT sys-
tems. Given a bilingual corpus, probabilities about word
translations are calculated by using estimated word align-
ments. From the word alignments, phrase alignments are
generated and stored in a phrase table for later use. Using
the phrases, additional probabilities are calculated for sev-
eral other statistical models (e.g. language model, lexical
translation models, word distortion model) and those prob-
abilities are also stored with each respective phrase in the
table. The phrase table and the different model scores all
represent knowledge gained from the bilingual corpus dur-
ing the learning phase. When it is time to use the SMT sys-
tem in the performance phase, a program called a decoder
uses the phrase table and a user supplied source sentence as
input. The output of the decoder is the best translation of the
source sentence into the target language.

CLARIFY seeks to add additional knowledge to the
phrase tables and other statistical models built during the
learning phase. We use a Direct Edit mode or a Game Play
mode to gain new knowledge. Through either way, CLAR-
IFY helps the system to continue learning indefinitely.

Traditionally, an SMT system goes through a single learn-
ing phase and then is put into production use. The quality of
the system’s translations forever remain as good as the ini-
tial training datas quality. Under this process we have ne-
glected the active learning that the system could do to gain
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additional knowledge. To remedy these problems our paper
explores other avenues for collecting and using knowledge
from other high quality sources to improve translation qual-
ity as well as to facilitate human interactions with translation
systems.

Towards Human Powered Model Learning

A common scenario in SMT is that the learning phase takes
place one time during the statistical model construction and
then the system is evaluated using test sets and metrics like
BLEU or METEOR (Papineni 2002; Banerjee 2005). This
scenario can be referred to as the learn once, perform mul-
tiple times scenario. If we wanted to update an SMT sys-
tem with new knowledge we would need to go through an
entirely new learning phase using the combination of new
and old knowledge. This brings up the first issue with the
scenario: the system will need to repeatedly perform the
same computations on the old knowledge when the real goal
should only be to do new computations on new knowledge
(e.g. 10% new training sentences on an existing corpus of 10
million sentence pairs). From our observation, it seems there
are opportunities for SMT systems to continue the learning
phase in a lifelong fashion instead without the need to re-
hash over already learned knowledge. We have established
that learning should be a constant goal of a system and we
turn our consideration towards the ways in which the sys-
tem can learn. We see SMT systems as having the capacity
to learn from the user environment either passively or ac-
tively. Active learning can take the form of recording inputs
from users, learning from them over time, or having expert
users directly update existing models with new knowledge.
The other means, passive learning, might involve some form
of inferencing such as learning from paraphrases or word
alignments using games that serve indirectly as confirma-
tion markers for the quality of knowledge (see discussion in
later sections on games). A second issue with our learn once,
perform multiple times scenario is that the only sources of
knowledge for training systems have been single bilingual
corpora composed of expert example translations. These
expert translations often come from professionals who pre-
pare bilingual texts. Meanwhile there are other neglected
groups such as: multilingual speakers, students studying a
second language, language enthusiasts, or native speakers
of one language who are also suitable candidates to vali-

1



date and provide new knowledge to an existing SMT sys-
tem. How then can we acquire knowledge from these other
groups without making their interactions with the SMT sys-
tem feel like a monotonous task or a chore? One way we can
engage users is to have them play games to elicit responses
while providing a form of entertainment. The responses are
used in two ways: 1) to confirm the correctness of other
players responses and then 2) they are used as knowledge
to teach the SMT system. In the ESP game the authors ex-
ploit the premise that Internet users will spend time labeling
images if they are presented with a fun game instead of the
explicit task (von Ahn 2004). As an experiment the authors
asked users to enter 6 labels for each of the 20 images. The
results found that users were able to correctly identify and
label images using the same labels as the other players of
the game at 83% or 5 out of 6 labels were entered by all
users for any particular image. CLARIFY takes a similar ap-
proach to gathering knowledge of language translation from
users by playing games. Later on in Games with a Purpose
(2006) von Ahn formally states that these sorts of human
computing games could be used for such large-scale prob-
lems like translation. This paper is organized as follows: in
the background section we discuss previous SMT research,
our next section then discusses the way in which statisti-
cal models are built, after a brief review of existing SMT
models and methods the third section presents our system
CLARIFY including the direct input interface and descrip-
tions of games for eliciting responses from users; we also
describe a paraphrase bootstrapping method for initializing
a paraphrase game when there not yet a strong collection
of previous player responses to serve as confirmations dur-
ing gameplay. We conclude the paper with discussion of
how humans are teachers to CLARIFY as well as a few con-
straints necessary for best system use.

Background

Statistical Machine Translation

Machine Translation is a sub-field within Natural Language
Understanding and it is the branch of artificial intelligence
research that deals with the ways in which computers learn
and translate human languages. In statistical machine trans-
lation the basic premise is to calculate probability values us-
ing statistics on the level of words, phrases, and other fea-
tures pertaining to words and phrases. SMT systems start
with one sentence in a source language and translate to its
equivalent in a target language. Here are a few facts and
definitions:

• SMT systems learn (train) from a bilingual corpus com-
posed of sentences written in one language and translated
to another

• Translation models are composed of some number of fea-
tures (word, part-of-speech, word lemma) which are used
to formulate the generalized model.

• A decoder is responsible for loading SMT models and
then translating new source sentences into the target lan-
guage.

Brown in 1993 furthered the discussion of the mathemat-
ics behind SMT and introduced five statistical models (IBM
Models) for estimating word to word alignments. Since
then (Koehn 2003; 2007) built on phrase-based MT research
where the translation unit was the phrase and multiple fac-
tors were taken into account during the phrase selection.
From a machine learning standpoint, this is in effect per-
forming supervised learning on multidimensional data-sets
to build models. It is also important to realize that like other
machine learning data-sets there might be certain features
of the data that can significantly disambiguate the task of
translation and this too is in the guidelines of the factored
approach. In developing CLARIFY however the work is fo-
cused on the simplified phrase-based model using only the
surface form of words as a single factor.

The actual translation model is based on the older noisy
channel approach where we seek the source sentence that
maximizes the probability of translation for a target sentence
from counts:

φ(s̄|t̄) =
count(s̄, t̄)

∑
s̄ count(s̄, t̄)

Using Bayes’ rule we can decompose the translation prob-
ability into a translation model and a language model. The
model translation component p(s|t) is estimated from the
relative frequency counts of phrases.

argmaxtp(t|s) = argmaxtp(s|t)p(t)

p(t) is a language model trained on the target side of
the corpus (see the section on language modeling for more
information). In addition to the translation probabilities,
two features we use are the forward and backward lexical
weight translation probabilities as a measure of how well
each phrase’s words translate to each other.

The process of evaluating the quality of an SMT system
is: system models are trained on a bilingual training cor-
pus and then evaluated on a test corpus. Techniques such as
cross validation can then be used to measure the accuracy
and success of the model while trying to ensure that model
over-fitting does not occur. The quality metric has usually
been either BLEU or the new METEOR metric and in ma-
chine learning terms these might be referred to as loss func-
tions. They all seeks to compare machine generated trans-
lations to reference translations using information like edit
distance, common n-grams, and even word semantic hierar-
chy distances.

CLARIFY is being implemented and integrated along
side the freely available Moses decoder. Moses implements
the phrase-based model described in (Koehn 2007) and also
includes some additional model components: a simple dis-
tortion model based on the start position of a source and tar-
get phrase, a word penalty weight used to control the length
of the target translation output. To train a phrase based
model the IBM word alignments are needed. We used the
freely available GIZA++ toolkit (Och 2003) for our training
purposes.
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Figure 1: The CLARIFY system process. The knowledge sources are shared from an existing SMT system. In the Direct Edit
and Game Play Modes humans can help the system learn better quality word and phrase alignments and new content through
paraphrases.

Work on Improving Existing Translation Models

Previous work on changing existing translation models has
been done by (Callison-Burch 2004) where the authors pro-
posed updating the word alignment and phrase table prob-
ability values on-the-fly. Their alignment server could pro-
duce the necessary word alignments and subsequently new
phrases could be extracted and phrase table entries updated.
Afterwards they modify the translation probability calcula-
tion to weight the differences between translations acquired
initially and those acquired from corrections and advanced
editing. The approach is quite robust when the user group
is restricted to linguists and native bilingual speakers. How-
ever, their approach fails to take into account the people us-
ing the software who while are not at an expert level do have
some amount of knowledge to contribute. and assumes they
are experts as well; anyone else might produce lower quality
translations.

CLARIFY

SMT systems have the potential to continuously learn and
grow with their users and CLARIFY helps extend exist-
ing systems to make those goals possible. Our system is
designed to leverage additional knowledge from different
kinds of users who have different levels of bilingual knowl-
edge. At the same time, another important goal is to acquire
knowledge in a way that is both fun and transparent.

CLARIFY System Workflow

CLARIFY can be used after a translation model is built. Fig-
ure 1 illustrates in better detail how an SMT system fits into
the CLARIFY framework. Using the bilingual corpus of
the system along with the generated phrase table and ini-
tial word alignments the system can solicit users to provide
new knowledge in the form of new word and phrase align-
ments, and new paraphrases. Users work with the CLARIFY
Knowledge Modeler, a graphical user interface for CLAR-
IFY. All users choose source and target corpus files when
they first run the modeler and then interact with the system
through Direct Edit mode or Game Play mode. Any newly
acquired knowledge can be used in an incremental or online

learning process that allows direct modification of existing
models.

Foreign Language Acquisition for Humans

Translation models are meant to approximate the translation
knowledge of bilingual speakers and language learners who
themselves are trying to learn the mapping from one lan-
guage to another. In a foreign country lets consider the situ-
ation of when all native speakers of that language implicitly
become the teachers for the language learners, i.e. there is
some bit of knowledge to gain from all speakers, not just
the most advanced speakers or language teachers. Learners
who are starting to learn a new language benefit from listen-
ing to the simple and explicit conversation of children more
so than adult speakers who might use complicated gram-
mar structures and high-level vocabulary words. Humans
acquire language skills through deliberate and redundant us-
age. As a human becomes proficient in a foreign language
more advanced forms are then needed to continue learning
at the same pace as the beginner. To this end a human learner
might start to ignore childrens speech and seek the confines
of a coffee houses or university lecture halls in seek of more
advanced language examples. CLARIFY makes the SMT
system act more like a human by imitating human-like learn-
ing behaviors. Acquiring knowledge from many sources,
estimating a quality level to that knowledge, and reasoning
about when to use the knowledge are all tasks humans do
when they are learning a foreign language in a foreign cul-
ture.

Our CLARIFY system is designed to be used by many dif-
ferent user groups: student taking a foreign language class,
language enthusiasts, or even ad-hoc groups of language
learners.

Behind the scenes of the modeler interface CLARIFY has
internal components that directly manipulate the models of
an SMT system. The following tasks are performed by the
system:

• Integrate new word alignment knowledge.

• Integrate new phrase alignment knowledge.
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• Integrate new paraphrases into the corpus and as new
phrase tables entries.

• Update the knowledge trust weight of the phrase table en-
tries.

Similar to the work presented in (Lü 2007) we can do
an online update of the translation model, although instead
of computing sub-models of translation in a hierarchical
fashion, one model is continuously updated via its feature
weights and phase table entries. At the same time we are
also experimenting with an approach similar to (Callison-
Burch 2004). In addition to the normal features of a phrase-

Figure 2: The Load Model Screen for the CLARIFY Knowl-
edge Modeler.The source and target corpus files can be
loaded and previewed for selecting a sentence pair to work
with in either Direct Mode or Game Play mode. In the
screenshot the selection is placed on the Japanese and En-
glish equivalent of ”What time does boarding start?”

based translation model, we allow a new weight to be added
to signify the level of trust about the knowledge we have for
a particular phase-table entry. This knowledge trust weight
is used by the decoder for constructing the best translation
phrase by phrase. This weight is based on the experience
level of the user who is contributing or updating the phrase.
A beginner who has new suggestions and translations up-
dates a phrase ”k” has a weight assigned to k called the
user type weight, and it seeks to prefer translations given
to us by either native speakers or the collective confirmation
of many beginners. Several beginners might all approve of
a new translation and then their weights, each 0.15, would
add to 0.45 in the case of three beginners, while a single na-
tive speaker might command 0.35 weight for adding a single
phrase table entry through translation. This new weight like
the other weights is a real number between 0-1 where 1 in-
dicates 100% belief in the quality of the phrase.Once the
highest belief level has been reached for an acquired phrase
it becomes synonymous as expert knowledge phrases.The
main result of rating acquired phrases is that as more users

give their trust to the phrase in question the more confident
the system will eventually become in that phrase.

Games for eliciting translations from users

With the task of translation in mind there are many types of
games we can propose for capturing information from users
based on the tasks commonly carried out by expert trans-
lators. Some of these tasks include: 1) aligning individual
words in the source sentence to individual words in the tar-
get sentence, 2) aligning individual phrases between source
and target sentences, and nowadays 3) adding paraphrases
to create new sentence training pairs in the bilingual corpus.
Transfiguring these tedious tasks into pleasurable games is
just a matter of working from the validation principle of mu-
tually shared knowledge i.e. the likelihood that two random
players will each incorrectly make the same alignments be-
tween words & phrases, or produce a duplicate paraphras-
ing is relatively low. This means that when two players
do make the same alignment, we can award each of them
points for their efforts. The initial bootstrapping phase is an-
other matter which we propose dealing with through preex-
isting semantically annotated knowledge sources like Word-
Net (Fellbaum 1998). We present three games based on the
tasks above and their bootstrapping methods below.

Word Alignment Game

The player chooses a sentence pair from the Load Model tab
and are then told that another player has already labeled the
sentence and that for them to earn points they need to label
the sentence in the same way. Every time the player makes
a link that the previous player also made they are awarded
some number of points. The game is over when there are
no more words to align in either sentence. To indicate that
a word is aligned with no other word in the target or source
sentence the NULL token is aligned with the word in ques-
tion.

Figure 3: Word Alignment view for the CLARIFY Knowl-
edge Modeler. This view is used in either mode for adding
new word alignments between words in the bilingual corpus.
The information can then be saved for incremental updating
or future model use.
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Phrase Alignment Game

In a very similar way to the word alignment game, the player
is required to align areas of text in the source sentence with
areas of text in the target sentence. The phrases are not con-
stricted to the size of one word; phrases can be one or more
contiguous words in a source or target sentence. After cre-
ating phrases alignments are drawn between them. The user
interface work like this: First the player selects a continuous
chunk of tokens in the source sentence and double-clicks on
the last token to be a member of the phrase, then the same
is done for the creation of the target phrase. As the phrases
are created a line appears underlining the players selection
of phrases. When both phrases in the source and target sen-
tences are complete a line appears aligning them on-screen
as well. Points are distributed to the players who are able to
mimic previous players phrase alignments. In Figure 4 we
see that someone has just finished selecting a phrase in the
source sentence at the top and the target sentence at the bot-
tom. Upon clicking a 2nd time on any word in the current
phrase of the target sentence a line will appear as in Figure
3.

Figure 4: Phrase Alignment view for the CLARIFY Knowl-
edge Modeler. In the top portion of the screenshot the source
sentence tokens colored orange represent tokens that do not
yet belong to a source phrase while the same is true for
darker purple color in the target sentence. The underlined
portions represent tokens that are members of a contiguous
phrase.

Paraphrasing Game

The third game we consider in this preliminary work is
based on the paraphrasing task and requires that players
come up with equivalently equal paraphrases. This game
though is a much harder game to develop due to the largely
unconstrained area of input that could occur, increasing the
chances that different players will be reduced to brute force
guessing to score points in the game. We continue our de-
velopment of this game in future work with ways to further
guide potential player responses. For now, we have two
options for learning paraphrases the first is to accept only
exact paraphrases from players to match other players for

scoring points. The second method for learning paraphrases
is slightly more robust since we use a two step screening
process, we refer to this as a bootstrapping process for new
knowledge from paraphrases.

Figure 5 is a screenshot of a user entering a new source
paraphrase. Of interest we can see that the original target
sentence has been composed of two separate phrases as de-
noted by the different blue boxes. When a user submits a
paraphrase, whether in a game or in Direct Edit mode, there
is the possibility to submit a chunking of the phrases in the
sentence as well. However, at this point CLARIFY does not
make use of this information and instead relies on the previ-
ous computed alignment model to assign a word alignment
and then to extract a phrase alignment. There is always the
possibility though that after a new paraphrase has been ac-
cepted into the system that a user could submit new word
and phrase alignments in the other views.

Figure 5: After selecting an example to work with on the
Load Model screen a user can select the Paraphrasing tab at
the top and work with creating a new paraphrase for either
the source or target sentence in a bilingual sentence pair.

A Bootstrapping Method for Acquiring New
Knowledge through Paraphrase Game Responses

A problem arises in our system if we do not introduce
new content. Without it, the games only knowledge for
scoring new player responses is limited to the initial train-
ing corpus and there would then be no way to gain new
knowledge. This means the results of games would only
strengthen our systems belief in previously held knowledge.
We need to think of other less qualitative ways we can con-
firm knowledge. These ways however must not impose the
human confirmation requirement. We are experimenting
with WordNet-based similarity metrics for that purpose. To
bootstrap new knowledge from players we set a similarity
threshold that information from the paraphrase game must
meet in order for the knowledge to be presented later on to
another player. If the knowledge in the response does not
pass this first test then it is discarded and the player is not
awarded points. If the knowledge is sufficiently similar (e.g.
an original sentence used the word noodles and a paraphrase
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Figure 6: The Paraphrase Bootstrap Process. To make use of new paraphrases and to be able to award players points for
their responses the knowledge must be validated by a lesser than human quality process such as an automatic similarity metric
performed on words in the old and new sentences.

uses the word pasta which was close enough in a similar-
ity calculation) then a later player could submit a similar
response or the exact same response and confirm the new
knowledge.

Human Teachers

When CLARIFY is augmented to an existing SMT system
then the main source of knowledge becomes the players of
the games, they are the human teachers. Their knowledge is
borrowed from them in exchange for providing an entertain-
ing and competitive game experience. There are however
higher level issues or rather constraints that should be satis-
fied to increase the efficacy of our system. Two important
constraints for effective learning:
• CLARIFY needs to be exposed to a variety of human

teachers with different knowledge levels.
• CLARIFY needs to be exposed to an adequate number of

human teachers from each of these knowledge levels as
well.
The first constraint says that native speakers, speakers

who are becoming fluent, young speakers who are learn-
ing, older speakers who might be focusing on learning busi-
ness speech, etc. All of these many different and diverse
groups need to play games with CLARIFY for it to gain
the most diverse knowledge possible. Without many differ-
ent groups playing the games any associated SMT system
would grow to know only one groups areas of expertise and
stop learning again in a broader context. The second con-
straint is made on the condition of the first that if there are
many different groups represented in using the system then
their should be enough users in each group who have the

same level of familiarity with vocabulary words that might
be used in playing CLARIFY games. If there is perhaps six
business users with rich business oriented vocabularies and
perhaps two native bilingual speakers then there is no prob-
lem. The bilingual speakers could always confirm correct
knowledge the business speakers might come up with. If
we change the groups to be in the proportions of one-fourth
business users, one-half novice language learners, and one-
fourth native bilingual speakers then our system will suffer
a little more often and game play will a bit harder for the
novice users perhaps. The reasoning is that novice users
by their very nature have little foreign vocabulary knowl-
edge except about basic grammar and perhaps special areas
of personal interest. As for the other two groups, they are ex-
pected to have much richer vocabularies that can be used in
playing games. CLARIFY is affected by the human teach-
ers the same as a human language learner would be affected.
Another human advantage is that CLARIFY cannot actively
seek out new areas of vocabulary to learn more about. Ulti-
mately it is the human teachers and their expressiveness that
will give CLARIFY its own expressiveness.

Another situation that arises is that native speakers could
be given too many low-level sentences to translate and soon
become bored with the game or the opposite scenario where
beginners are given sentences that are too difficult to have a
proper chance at correctly solving. To help alleviate these
situations it would be advantageous to tag sentences with a
translation rating level. This level would give us the ability
to ensure that the correct difficulty level is chosen for players
during game mode. Currently CLARIFY allows the player
to choose their own sentences to translate.
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User Study

To fully test our system and to improve the quality of per-
formance we are currently doing a user study for later publi-
cation. The study will focus on a number of important ques-
tions to the issues of learning from humans, priming humans
for the best response, and usage scenarios.

Conclusion

CLARIFY is an SMT augmentation system that allows
many different levels of information to be used in creat-
ing many different levels of quality translations. When high
quality translations are not available our system can still re-
main robust. To do so, we rely on secondary confirmed
knowledge from multiple independent sources. CLARIFY
does this with features added to the translation models that
give us a belief in the correctness of any particular phrase
based on the kind and frequency of users who have con-
firmed the phrase. The decoder can choose a more appropri-
ate phrase to appear in a translation instead of making lower
quality choices.

Future Work

After a user study we hope to have CLARIFY employ more
syntactic knowledge to the learning process and to create a
friendlier Game Play mode interface different than the Di-
rect Edit mode interface. Another interesting direction we
will pursue is towards games that can be used for rule-based
machine translation systems. Finally, to reach a wider au-
dience, we are considering making an online version of the
CLARIFY system.
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