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Abstract

Programming by demonstration is an attractive model for al-
lowing both experts and non-experts to command robots’ ac-
tions. In this work, we contribute an approach for learning
precise reaching trajectories for robotic manipulators. We use
dimensionality reduction to smooth the example trajectories
and transform their representation to a space more amenable
to planning. Next, regions with simple control policies are
formed in the embedded space. Sequential composition of
these simple policies is sufficient to plan a path to the goal
from any known area of the configuration space. This al-
gorithm is capable of creating efficient, collision-free plans
even under typical real-world training conditions such as in-
complete sensor coverage and lack of an environment model,
without imposing additional requirements upon the user such
as constraining the types of example trajectories provided.
Preliminary results are presented to validate this approach.

Introduction

Some of the most iconic real-world uses for robots involve
dexterous robotic arms performing precise reaching tasks.
Assembly-line robots align pieces of hardware, attach bolts,
and weld seams. Humanoids need to precisely grasp and
place objects. The motions performed by these robots must
often be tediously scripted by a programmer or technician
familiar with the capabilities and limitations of the particular
robot in use.

Previous work in our lab has addressed some of the issues
inherent in robotic assembly tasks with tight tolerance (Sell-
ner et al. 2006; 2008). Although these projects have used
different robots with different controllers, much of the time
allotted to final experimentation on the robots is spent tuning
the manipulator trajectory used to assemble hardware. Our
current approach relies on user-specified waypoints relative
to the hardware attachment points, and it can be difficult for
even the most experienced researchers to remember the co-
ordinate frames associated with each manipulable object.

This work seeks to make it easier for both experienced and
inexperienced robot users to command precise motions by
providing examples. The motions should be demonstrated
by moving the arm in passive mode or through a teleoper-
ation interface. This kinesthetic form of training should be
intuitive for users, and it avoids the problem of mismatched

Figure 1: The experimental platform: a Mobile Robots
Powerbot with a Barrett WAM 7-DOF arm.

models when learning from methods such as human motion
capture.

Demonstration is also attractive because it allows the hu-
man to convey both hard and soft constraints on the robot’s
motion. Hard constraints are obstacles within the robot’s
workspace. However, these robots typically operate in
sensor-poor environments. It would be difficult to place a
ladar or stereo camera pair in a position capable of observ-
ing the entire workspace of a high degree of freedom (DOF)
dexterous arm, particularly when accounting for occlusion
by the arm itself. Building a precise model of the workspace
by hand is a time-consuming and error-prone task. However,
knowledge of free space can be inferred from the space oc-
cupied by the robot during kinesthetic demonstrations.

Soft constraints are more subtle, but are also conveyed
by the demonstrated trajectories. For example, the task
may require the robot’s end effector to remain in a cer-
tain orientation throughout execution, or to avoid a por-
tion of the workspace shared with another robot or hu-
man, even if that area is not currently occupied. Both hard
and soft constraints are conveyed implicitly by the human
teacher through demonstrations, and may be incorporated
into learned trajectories.
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Related Work

The problem of learning trajectories from examples occu-
pies an interesting niche between the traditional fields of
motion planning and machine learning. Motion planning
algorithms typically choose actions for the robot to exe-
cute based on knowledge about the environment gathered
by sensors or by some other means. Grid-based planners
such as A∗ and D∗ (Stentz 1994) or randomized sampling-
based planners such as RRT (Lavalle and Kuffner 2001) and
probabilistic roadmaps (Kavraki and Latombe 1994) all de-
pend on knowledge of free space that the robot is allowed
to occupy. Whether they use a binary occupancy grid or a
graduated costmap, traditional motion planning techniques
will not operate directly on the examples provided. Without
an explicit model of the environment in which the robot op-
erates, obstacles may be conservatively inferred to exist in
any region of the workspace not visited by the robot during
training.

Traditional machine learning techniques tend to be more
appropriate to this domain, but learning can be difficult to
generalize properly. A single trajectory of a 7-DOF robotic
arm may contain hundreds of points. Since it is usually im-
practical to represent entire trajectories as points in spaces
of thousands of dimensions, configurations spaces typically
contain position, velocity, and perhaps a few other features
of individual points. For example, velocities may need to be
included in the configuration space if dynamic constraints
are to be respected. Providing examples of every area of
this configuration space would be too time-consuming, so
the learning algorithm must generalize examples correctly.
Without knowledge of obstacles, though, simple approaches
like k-nearest neighbor can easily generalize too broadly,
and other techniques must be used to correct this (Stolle
and Atkeson 2006). Other work in Reinforcement Learn-
ing (Glaubius, Namihira, and Smart 2005) seeks to cor-
rectly generalize training examples as much as possible.
This problem may also be ameliorated by drawing gener-
alizations from portions of trajectories rather than single
points. Several approaches use an intermediate represen-
tation such as domain-specific primitives (Bentivegna and
Atkeson 2001) or basis functions (Ijspeert, Nakanishi, and
Schaal 2001). Others have used various types of splines (Lee
2004), such as B-splines (Ude, Atkeson, and Riley 2000) or
NURBS curves (Aleotti, Caselli, and Maccherozzi 2005) to
improve the fit of example trajectories. Recent work using
Gaussian Mixture Models has focused on limiting the num-
ber of necessary training examples while ensuring confident
execution (Chernova and Veloso 2007) of learned behaviors,
or ensuring correct behaviors even when online adaptation is
required (Hersch et al. 2008). Another recent work (Ratliff
et al. 2007) attempts to learn the cost functions implicitly
used by the human teacher in generating entire examples.

Unfortunately, these approaches typically lack the great-
est strength of the previous category of algorithms: since ob-
stacles are not modelled, no guarantees can be made as to the
safety of a planned path. One method for dealing with this
problem is to present the planned path to a user in a graph-
ical interface, providing an opportunity to correct or re-

ject the planned path (Friedrich, Holle, and Dillmann 1998;
Aleotti, Caselli, and Maccherozzi 2005). Unfortunately, this
introduces the requirement that the environment be precisely
modelled. Another promising approach, provided that colli-
sions are not catastrophic or costly, allows the user to mark
portions of generated or example trajectories as undesir-
able (Argall, Browning, and Veloso 2007) after they are exe-
cuted. Delson and West (Delson and West 1996) introduced
an algorithm that, with certain assumptions including a limit
of two dimensions, ensured that learned trajectories would
be collision-free. However, their work did not account for
redundant manipulators, and imposed the constraint that all
example trajectories must be homotopically equivalent. That
is, all examples must take the same route between obstacles.
While this is not an arduous restriction in simple cases, it
may be difficult to ensure homotopic equivalence in environ-
ments with more obstacles or in higher dimensional spaces.

Approach

In this work, we seek to develop an approach that com-
bines the strengths of previous programming by demonstra-
tion systems. This system will learn to perform a precise
reaching task with a dexterous arm from a variety of initial
conditions. The generated trajectories should be guaranteed
collision-free in static environments despite limited sensing
and no explicit model of the environment. Finally, the sys-
tem should be intuitive and easy to use, even without training
or extensive knowledge of the algorithm used.

Our approach has two major components. First, the ex-
amples are transformed to a lower-dimensional space. This
retains explicit representation of each of the examples pro-
vided while smoothing some noise and jitter, and providing
a more convenient domain in which to reason spatially. Sec-
ond, the portions of this space where the robot may safely
move are divided into regions in which a single control
law may be specified. By combining the example trajec-
tories with a model of the manipulator, the free area in the
workspace may be determined. By pre-computing the pol-
icy for all safe regions of the configuration space, execution
can be more efficient.

We will first examine the strategy and motivation for
region-based planning in two dimensions. Next, we present
the dimensionality reduction technique that permits applica-
tion of this approach to trajectories of higher dimensional-
ity. Finally, an implementation of the complete system is
tested on a 7-DOF robotic arm, and preliminary results are
discussed.

Region Decomposition and Planning

To plan in two dimensions, we wish to identify contiguous
regions in the embedding space in which a single, simple
control law is able to move the robot to the next region,
and eventually to the goal. Using this strategy of sequential
composition (Burridge, Rizzi, and Koditschek 1999), each
region has a range that is either the goal, or is in the domain
of another region nearer to the goal.

Our approach to safety requires a model of the robot,
but not the environment. This requirement should be easy
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Figure 2: The formation of three regions. The top (red) region is the goal, the gray line represents the planning frontier, and the
dashed line represents the test for visibility of the next region closer to the goal. When the visibility test fails for any point on
the planning frontier, the next region is started. At this point, the gray line is the entry boundary for the previous region and the
exit boundary for the next.

to fulfill since robots change far less often than the envi-
ronments in which they operate, and many identical robots
are generally produced with the same hardware configura-
tion. Given the example trajectories, it is straightforward
(though computationally expensive) to determine all areas of
the workspace that have been occupied by the robot. Next,
every grid cell in a discretized representation of the configu-
ration space may be marked as safe if the robot, in that con-
figuration, occupies only areas of the workspace that were
occupied during training. The user may also elect to provide
a conservative buffer around the robot’s position that is also
considered safe to occupy. This collision-free, safe area may
be constructed directly in the workspace if the manipulator
is not redundant, or in a lower dimensional planning space.

The algorithm for forming regions is based on the sim-
ple control law used within regions; from any point within
the region, there should be a straight-line path to the goal.
The procedure is illustrated in figure 2. Starting at the goal
(the region containing the endpoints of all example trajecto-
ries) we sweep a line backwards through the free space in
the two-dimensional planning space. This line, the planning
frontier, is initially oriented perpendicular to its direction of
motion. When it is no longer possible to draw a straight
line from the range (or exit boundary) of the region to every
point on the frontier without crossing outside the free space,
the swept line becomes the boundary of the current region
and the range of a new region. This process iterates back-
wards until all safe points are contained within a region.

Figure 3 shows two examples of regions learned using dif-
ferent styles of examples in a simple two-dimensional task.
Starting from a random position near the bottom of the im-
age, the user had to drag the mouse cursor into the slot near

the top of the image. The demonstrated motions could be
executed by a planar RR robot arm, but these examples will
ignore the arm’s redundancy and represent the policy in the
workspace for ease of understanding. Each colored area is a
separate region, and the union of the regions is the portion
of the workspace that was marked safe by the procedure de-
scribed above. Although the task was the same in both cases,
the policies learned are visibly distinct due to differences in
the training examples.

Planning and executing novel trajectories is straightfor-
ward in this two-dimensional case. We simply determine the
robot’s position in the planning space. If it is inside a region,
a waypoint (for position control) or direction of travel (for
velocity control) may be chosen by searching for a visible
point on the exit boundary of the current region. Typically,
a segment of this boundary will be visible, so one point on
the segment must be chosen. The center of the boundary
is the safest choice, since it maximizes the distance from
unknown space where obstacles may lie. However, comput-
ing the nearest point on the boundary to the robot’s current
location will provide the shortest path. We recommend a
compromise between these two strategies, paying particular
attention to the relative length of the boundary of the current
region. Narrow boundaries indicate narrow gaps, regions
of especially tight tolerance, or other situations in which all
examples were more consistent than usual. In these cases,
it may be advantageous to plan paths that remain close to
the center of the demonstrated regions. When more varia-
tion is apparent in demonstrated paths, a strategy resulting
in shorter path lengths may be favored.

If the robot is asked to plan from a position that is not
inside a region, it must be outside the area covered by train-
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Figure 3: Regions learned for two styles of example trajectories. In each case, the task was to move from a random position
near the bottom of the image into the slot near the top, and 10 example trajectories were collected.

ing examples. If safety is critical to the system, the robot
must request help from a human operator, because it has
no means to determine a safe action to execute. If unsafe
operation is allowed, several options are available. To fa-
vor safety, the nearest region to the current position may be
computed, and an action moving into that region may be ex-
ecuted. Alternately, we may compute the action that would
be executed at the nearest known-safe point. By executing
that action, or modifying it slightly to incrementally move
the robot towards known-safe space, the robot’s actions may
still be made to resemble those provided during demonstra-
tion.

Dimensionality Reduction

The procedure described so far, and the region decomposi-
tion in particular, operates only in two dimensions. In order
to learn trajectories in higher dimensional spaces, we must
make a choice. One option is to extend the region decompo-
sition and planning to higher dimensional spaces. The plan-
ning frontier would become a hyperplane, and it would fol-
low the boundary of the collision-free area determined in an
arbitrary-dimensional space. The other option is to perform
all learning in two dimensions. This requires a mapping
from the natural representation of arbitrary-dimensional tra-
jectories to a two-dimensional space for learning and back
again for execution. We choose to pursue the latter option.

Our primary reason for dimensionality reduction is to
support the application of the region-based planning al-
gorithm described above. However, finding an intrinsic
low-dimensional representation of the data has other ben-
efits. Dimensionality reduction is typically used in Pro-
gramming by Demonstration to deal with the correspon-

dence problem (Dautenhahn and Nehaniv 2002) between
high-dimensional training data (such as human motion cap-
ture) and low-dimensional controls (such as dexterous arm
joint angles). When kinesthetic demonstrations are used, the
training data is collected in the robot’s control space. How-
ever, dimensionality reduction is still useful as it accentuates
commonality among multiple training examples, and elim-
inates much of the noise (due to imperfect sensors) and jit-
ter (due to imperfect human motion) that needlessly distin-
guishes them. Smoothing is achieved because the lower di-
mensionality space lacks the degrees of freedom to precisely
represent every aspect of the example trajectories. Thus, the
high frequency noise is eliminated while the features com-
mon to all examples are emphasized. This strategy is to be
favored over other techniques that smooth single trajecto-
ries at a time by removing high-frequency or low magni-
tude variations. Although neither approach requires domain
knowledge for its application, dimensionality reduction is
able to preserve features common to many trajectories, even
at the same magnitude as the noise, because it operates on
all the trajectories at once. Finally, two dimensions appear
to be sufficient to account for almost all of the variance in
the data from the experiments described below using the 7-
DOF arm, so dimensionality reduction is unlikely to cause
problems later in the planning process.

One promising technique for dimensionality reduction is
Spatio-Temporal-Isomap (Jenkins and Matarić 2004), an ex-
tension of the original Isomap algorithm (Tenenbaum, de
Silva, and Langford 2000) for handling time-series data. The
original Isomap algorithm finds a non-linear embedding for
data using geodesic distances between nearby points. In-
stead of simply treating the input data as a collection of
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Figure 4: The 2D SVD projection of sample trajectories rep-
resented by thick blue lines. The thin red lines represent
neighbor links determined by ST-Isomap. A planned path is
shown by the larger, green squares.

points, ST-Isomap attempts to account for relationships be-
tween subsequent points in a single trajectory (temporal
neighbors), and similar points in different trajectories that
correspond to one another (spatio-temporal neighbors) by
decreasing the perceived distance between these types of
neighbor points.

Figure 4 shows the two-dimensional singular value de-
composition (SVD) projection of several example trajecto-
ries demonstrated by a human operator on the Barrett WAM
7-DOF dexterous arm shown in figure 1. When the arm
is operated in gravity-compensation mode, it can be eas-
ily moved by hand. We recorded the position of all seven
joints during a contrived task, in which the user was asked
to stretch out the arm to touch 3 nearby points, with the end-
effector in a different orientation each time. The blue traces
in the plot show the first two dimensions of the example
trajectories after SVD transformation. We operate in joint
space because the arm is redundant, and we should be able
to distinguish between different configurations that result in
the same end-effector pose.

Examining the SVD projection in figure 4, we see that
the trajectory traces are grouped together well, but differ-
ent portions of the trajectories overlap. Since touch points
1 and 3 are close in the workspace, they also appear close
in joint space, even though to points are always visited at
different times during the execution of the task. This can
complicate planning since the joint angles alone do not pro-
vide enough information to determine the desired motion to
execute. The two-dimensional embedding created by con-
ventional Isomap (figure 5(a)) stretches most of the exam-
ples so that they do not overlap, but still does not provide a
suitable space for planning. Notice that the final position of
one of the trajectories is far removed from the others, and
the touch points are not well-distinguished.

The neighbor assignment mechanism described above

Figure 6: The Delaunay triangulation of approximately 1300
points in 6 example trajectories from a 7 dimensional config-
uration space. The ST-Isomap embedding is shown in figure
5(b).

(and represented by the red lines in figure 4) helps to over-
come the problems of these techniques. The ST-Isomap em-
bedding in figure 5(b) is able to distinguish between points
in different parts of the task, and the initial and final posi-
tions of all examples are reasonably well grouped. This pro-
vides a more useful representation for planning. All trajec-
tories follow similar courses through the embedding space,
and the separation between them is a represenation of the
inherent variations between examples.

Trajectory plans may be created using this two-
dimensional embedding and the region decomposition pro-
cedure described in the previous section. Trajectories cre-
ated in this two-dimensional planning space must be trans-
formed to the seven-dimensional configuration space before
they can be executed on the robot, but there is no global lin-
ear transformation between these spaces. Instead, individ-
ual points in the planned path must be lifted to the original
high-dimensional space. This is accomplished using the De-
launay triangulation (Bern and Eppstein 1992) (see figure
6 of the points in two-dimensions. For any query point in
the plane, the enclosing triangle is found. The barycentric
coordinates of the query point within the triangle are used
as weights to interpolate between the points corresponding
to the triangle vertices in the original space. It should be
noted that the mapping from the planning space to the orig-
inal space is naturally a one-to-many mapping. However,
since the correspondence between points in the planning
space and the original points in the higher dimensional space
is known, interpolation ensures that the range of the query
point is in the correct region of the configuration space.

This method is reliable only for query points that lie
within the triangulation of the points of the example trajec-
tories. Fortunately, this is precisely the area in which we
can be confident executing novel plans. Points outside the
triangulation must be outside the planned regions, and thus
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(a) (b)

Figure 5: The two-dimensional embeddings created by (a) Isomap and (b) ST-Isomap.

represent extrapolations outside the demonstrated area of the
configuration space.

A similar method may be used to map points in the
other direction, from the configuration space to the planning
space. This mapping is required to query the plan for an ac-
tion to perform at a given configuration. Again, the query
point should lie within the collision-free area of the space.
Using the correspondences already known between points in
both spaces, we again interpolate between neighbors found
in the configuration space.

Preliminary System Implementation

Finally, the region-based planner was applied to the reduced-
dimensionality WAM data to produce novel, open-loop
plans. While this preliminary implementation still suffers
from a number of shortcomings to be addressed in the pro-
posed work, it allows us to examine 7-DOF plans created us-
ing these algorithms in the two-dimensional planning space
created by ST-Isomap. These plans were transformed to the
seven-dimensional configuration space and executed on the
WAM arm.

Figure 7 shows the regions learned from the ST-Isomap-
transformed trajectories shown in figure 5(b). Due to the
preliminary nature of the region-decomposition software,
some simplifications had to be applied to the data in or-
der to produce this result. First, the region-decomposition
method does not yet handle holes in the safe area of the
planning space. Holes can be formed when clustered tra-
jectories briefly diverge from one another during the course
of demonstration, then rejoin. For example, two sets of non-
homotopic example trajectories will diverge when passing
on opposite sides of an obstacle. This will produce an island
of unknown, undemonstrated area in the planning space.
As we have previously argued, users of a Programming by
Demonstration system may not be able to ensure that all ex-
amples are homotopic, so it is important that this approach
properly deal with these cases. For now, however, we have

elided a small portion of one demonstration which created a
hole in this planning space.

Another algorithmic simplification was used in determin-
ing the safe area of the planning space. Rather than produce
a three-dimensional model of the WAM arm for determin-
ing the workspace occupied in each configuration, we repre-
sented the arm as a fixed-radius ball in the planning space.
This simplification permits region decomposition and plan-
ning entirely within the reduced-dimensionality space with-
out requiring reasoning in the workspace and configuration
space as well. Normally, safe area determination would use
configuration space trajectories along with a model of the
manipulator to determine the free area of the workspace.
Then, we would determine the safe points in the planning
space by determining whether the corresponding configura-
tions result in safe workspace poses. By modelling the ma-
nipulator as a ball in the planning space, all computation can
be performed in the low-dimensional space.

With these simplifications, the WAM trajectories pro-
duced a single, contiguous area for planning, and region de-
composition could be performed using our proof-of-concept
implementation. Next, we chose starting points within the
created regions, and allowed the planner to produce paths to
the goal region, the final region near the bottom of figure 7.
Regularly sampled points from these trajectories were lifted
to the original configuration space using the Delaunay tri-
angulation shown in figure 6. These lifted trajectories were
then executed on the WAM arm.

The learned trajectories appeared qualitatively sound, vis-
iting each of the “Touch” points labelled in previous fig-
ures. In addition, the planned trajectories avoided joint lim-
its more effectively than the example trajectories. During
demonstration, users often rotated arm joints to their ex-
tremes even when this was not necessary to complete the
task. Because the planning method relies on interpolation of
demonstrations, planned trajectories remain away from joint
limits whenever allowed by the demonstration data.
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Figure 7: Regions learned for the ST-Isomap-transformed WAM trajectories depicted in figure 5(b).

Discussion

The region-based planning system depicted in figure 3 op-
erates in the workspace of a planar RR robotic arm, and is
able to produce plans that safely move the end-effector to the
goal from any point that is known to be safe. Plans begin-
ning in unvisited areas of the workspace are possible using
a variety of strategies, but such plans are considered unde-
sirable. Instead, the system should request assistance from a
human operator.

Planning in the workspace is not ideal for redundant ma-
nipulators. We would like to plan in configuration space,
but it is not clear that the region-based method can extend to
higher-dimensional spaces. Dimensionality reduction is em-
ployed to make planning more tractable and to help smooth
noise in the example trajectories.

Preliminary, automated region-based planning has been
applied to embedded 7-DOF trajectories such as those
shown in figure 5(b). After lifting these plans into the seven-
dimensional configuration space, they may be executed on
the WAM arm. These planned paths appear qualitatively
correct, and smoothly follow the shape of the demonstrated
trajectories.

Finally, we have examined the validity of the use of di-
mensionality reduction in terms of the residual variance of
each of these approaches. Residual variance is an indica-
tion of the amount of information lost by reducing the di-
mensionality of data. For the Isomap variants, it measures
the error introduced in the original dataset by comparing the
geodesic distances between all pairs of points in the orig-
inal space with the Euclidean distances in the reduced di-
mensionality space. SVD simply reprojects the new points
into the original space and compares Euclidean pairwise dis-
tances with the original points. Error are normalized, and the
result is presented as a fraction of the original distances.

Figure 8 quantifies the error in SVD, Isomap, and ST-
Isomap for the task on the WAM arm. The data is further
separated based on the level of experience that the user had
in operating this device. We may draw a few conclusions
about ST-Isomap from this plot. There is a distinct elbow
in the traces for ST-Isomap for both experienced and inex-
perienced users. This suggests that two dimensions may be

Figure 8: The residual variance for three different dimen-
sionality reduction techniques. ST-Isomap performs best in
both cases, but the examples provided by the inexperienced
user retain more variance.

sufficient to represent at least the seven-dimensional trajec-
tories from this scenario. In fact, in the experienced case,
the residual has nearly reached its minimum at two dimen-
sions, so additional dimensions would offer little improve-
ment. The inexperienced case, though, retains far more vari-
ance initially, and seems to asymptote higher. Qualitatively,
this seems unsurprising since the collection of inexperienced
trajectories appears less consistent than those of the experi-
enced users. This disparity may actually be useful in that it
may allow the system to automatically distinguish the skill
level of the person demonstrating the skill. For example, if
a human is being trained in a skill (rather than the robot),
this may allow a quantitative analysis to determine when the
person has mastered the skill.

Future Work

The system described in this paper is a work in progress,
in need of further algorithmic development and quantitative
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analysis. In particular, the ST-Isomap dimensionality reduc-
tion, while effective, has a few parameters which must be
tuned for each problem domain. In addition, the algorithm
for selection of spatio-temporal neighbors is frequently sub-
optimal and requires further investigation.

In the second portion of the algorithm, the method used to
divide space into regions is somewhat simplistic. It should
account not only for the presence of trajectories within a re-
gion, but also for the direction of motion of these trajecto-
ries. The region decomposition should also consider which
parts of the space are considered safe to occupy. Plans can-
not be created in areas not covered by regions, so this will
lead to safer plans. This safety may also be obtained by en-
suring that no example points are considered to be neighbors
if the motion from one point to the other does not remain in
the safe area.

Finally, the efficiency of the transformations between
workspace, configuration space, and the planning space
should be addressed.
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