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Abstract 

To make learning by reading easier, one strategy is to map 
language that is read onto a normalized knowledge 
representation. The normalization maps alternative 
expressions of the same content onto essentially identical 
representations.  This brief position paper illustrates the 
power of this approach in PARC’s Bridge system through 
examples of textual inference.  

Textual Inference  

When we say that a system, be it a human or an artificially 
constructed one, can read a text, we mean that the system 
must understand the text.  For humans, a way that reading 
abilities are tested is by asking the reader to answer 
questions about the text.  These questions, typically, 
assume some world knowledge and some reasoning but no 
long inference chains that go beyond what is felt to be the 
content of the text. In recent years, this kind of test for 
understanding has been transposed to the domain of 
computer reading in the form of the textual inference task.  
 
A naive way of starting to building a system that can learn 
from reading texts would be based on the assumption that 
language can be mapped very directly into a type of knowl-
edge representation that can support textual inferencing. 
 
For instance a sentence such as (1) will be transformed into 
a representation such as (2); similarly we can transform (3) 
into (4) and from this kind of representation we can get the 
answers in (7) for the question in (5) if we represent it as 
(6). 
 

(1) Microsoft bought PowerSet 
(2) Buy (M,P) 
(3) Microsoft did not buy PowerSet 
(4) ~Buy (M,P) 
(5) Did Microsoft buy PowerSet? 
(6) ?Buy (G,P) 
(7) Yes if (1), no if (3) 

 
 

Here it looks as if the only thing that we have to do is 
turning verbs into logical predicates and nouns into 
arguments. The assumption is that in going to more 
complex language this type of mapping can be straight-
forwardly generalized.  In our experience, however, this is 
not possible. Consider, for instance the following related 
sentences: 
 

(8) Microsoft managed to buy Powerset. 
(9) Microsoft failed to buy PowerSet. 
(10)  Did Microsoft acquire PowerSet? 
(11)  Did Microsoft get PowerSet? 

 
To get the right answers here, we first have to establish the 
relationship between the lexical items buy, acquire, get. 
This is not a question of simple synonymy, since buy is 
more specific than acquire and get has many different 
meanings. The second challenge is the identification of 
Microsoft as the buyer in (8) and (9). This requires a 
mechanism equivalent to syntactic parsing. The third and 
most interesting challenge is the implication based on the 
use of the word manage or fail. In (8) what was managed 
actually occurred and in (9) the use of fail tells us that the 
buying did not take place.  It is not likely that this contrast 
can be represented perspicuously in a way that reflects the 
sentence structure in a direct way.  
 
In other cases the challenge is that different parts of the 
sentence need to be combined into one knowledge 
representational unit.  In the following two sentences the 
information is parceled out in different ways.  But a reader 
should understand that they are synonymous.  

 
(12)  Ed visited us every month in 2000   
(13)  In 2000 Ed visited us every month. 

  
Moreover, in these sentences we have modifiers to the 
basic predication. How do they get represented in a way 
that allows us to make inferences such as ‘Ed has visited 
us’, ‘Ed visited us in July 2000’, ’Ed visited us in 2000’? 
Other well-known problems are the diverging meanings 
and types of quantifiers in natural language and knowledge 
representation. 
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In part because of these mismatches in the compositional 
and lexical ingredients of linguistic representations and 
knowledge representations, we have been exploring an 
alternative strategy by working with a full language 
capability, and mapping the language onto a normalized 
linguistically-based knowledge representation (Abstract 
Knowledge Representation, AKR). AKR was designed to 
perspicuously represent natural language phenomena, and 
to enable mappings that capture textual content so that 
alternative ways of saying the same thing have a common 
representation.   

AKR and ECD 

 
Bridge [Bobrow et al 2008] is PARC’s system that maps 
English sentences into the Abstract Knowledge 
Representation.  Bridge uses the XLE/LFG parsing system 
[Kaplan, Bresnan 1982] to create f-structures; an ambiguity 
enabled rewrite system maps these into linguistic 
semantics [Crouch&King, 2006] and then to AKR. The 
AKR is intended to capture the commitments of the author 
of the sentence, as discussed in more detail in [Bobrow, et 
al 2005], [de Paiva, 2007]. Those commitments can be 
about the actual state of the world, possible or 
counterfactual states of the world, the beliefs of an agent, 
etc. and include claims about the existence/non-existence 
of entities and events described in the sentence.   
 
The AKR is composed of a flat set of statements.  (This 
overall structure is mainly chosen for computational 
convenience and we will not discuss it further.)  We 
represent both predicates and their arguments or modifiers 
as terms, denoting types/concepts of events and 
individuals. We also represent the various states of the 
world that the sentence makes claims about with context 
terms. In the current implementation, we take WordNet 
synsets to be the basic types/concepts in the ontology and 
map words such as verbs and nouns to their set of synsets, 
but other ontologies could be used. Since words are 
ambiguous, we represent the alternative meanings in a list 
of synset, e.g. [buy-1, bribe-1, …] for buy. Names are 
represented via alias statements. An argument or modifier 
of a predicate provides a restriction in the specification of 
the type/concept denoted by a predicate. Predicates and 
their arguments or modifiers are related via role relations, 
including thematic roles and temporal or spatial relations. 
So (1), (3) and (5) share the following AKR statements. 
 
(14) subconcept(buy:2,[WN synsets]) 

subconcept(Microsoft:0,[company-1]) 

subconcept(Powerset:5,[company-1]) 

alias(Microsoft:0,[Microsoft]) 

alias(Powerset:5,[Powerset]) 

role(Agent,buy:2,Microsoft:0) 

role(Theme,buy:2,Powerset:5) 

trole(when,buy:2,interval(before,Now)) 

 
(14) captures the fact that both (1) and (3) are about buying 
events of Powerset by Microsoft occurring in the past.  But 
while (1) asserts the existence of such an event, (3) denies 
it. This aspect of the content of (1) and (3) is captured by 
(un)instantiability statements. In (1) and (3) the existence 
or non-existence of the relevant type of buying is an author 
commitment about the actual state of the world, which we 
represent in terms of the top-level context t. The content of 
commitments about alternative states of the world or the 
world according to an agent’s claims or beliefs is 
relativized to other context terms.  So instantiability 
statements are about a concept and a context.  The 
representation is briefly sketched in (15). 
 
(15) top_context(t) 

   instantiable(buy:2,t) 

      [for the AKR of (1)] 
   uninstantiable(buy:2,t) 

      [for the AKR of (3)] 
 
This representation tells us that in (3) the buying event is 
not presented by the author as having taken place in the 
actual world.  Below we illustrate how this representation 
gives us the right result in a question answering context 
such as the one illustrated in (8), (9) and (10). 
 
We test understanding by asking questions about the text – 
that is, given a premise text, does it entail or contradict a 
hypothesis text? We have built an entailment and 
contradiction detection (ECD) algorithm to do this textual 
inference (described in detail in [Bobrow et al, 2008].  This 
algorithm crucially depends on the normalization to AKR. 
We describe below the three main steps in the process: 
alignment, specificity ranking, and elimination of entailed 
facts from the hypothesis. 
 
The premise and the hypothesis are mapped to their 
respective AKR representations. The first step in the 
reasoning process is the alignment of the individual and 
event terms between the premise and the hypothesis. In the 
case of the AKRs for (8), (9) and (10) the terms for 
Microsoft can be aligned with one another and the same for 
the Powerset terms. Finding an alignment for buy in (9) 
and (8) with (10) is also relatively straightforward because 
acquire is a hypernym of buy in one of its senses and both 
terms relate Microsoft to Powerset in the same way. But 
the word manage in (8) and the word fail in (9) has no 
counterpart in (10). They remain unaligned but they make 
a crucial contribution to the final result, as we will see 
shortly. 
 
The next step is to compute the specificity relations 
between the aligned concepts. The central idea of ECD is 
to eliminate hypothesis terms that are aligned with an 
equally specific or more specific term in the premise. 
WordNet tells us that buy is a more specific concept than 
acquire. Thus Microsoft buying Powerset is more specific 
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than Microsoft acquiring Powerset. Therefore all of the 
facts in the hypothesis (10) can be eliminated based on (8) 
and the answer to the question will be YES. 
 
However, this conclusion crucially depends on the 
instantiability of buy in (8). There are two contexts in (8), 
the top-level context headed by manage and the  
buy context. The buying event is instantiable in its own 
context but it must also be instantiable in the top-level 
context to give us the YES answer. This is the case because 
manage is a two-way implicative predicate. If manage is 
instantiable in the top-level context, as it is (8), then so is 
buy.  If we replace manage in (8) by try, the system cannot 
conclude whether or not the buying event took place. If we 
replace manage by fail, as is done in (9), the system will 
answer NO because the buy event becomes uninstantiable 
in the top-level context. For more details about how this 
works see [Nairn et al. 2006]. 
 
Let’s go through another example to illustrate how the 
instantiability of a term depends on the context in which it 
is introduced. 
 
 (16) The destruction of the file was illegal. 
    � The file was destroyed. 
 
Consider the premise of (16). Although the destruction and 
the file are syntactically both definite noun phrases, they 
must be represented differently in the AKR. The noun 
destruction is deverbal, that is, it describes a destroy event 
that may or may not have happened, the noun file describes 
an entity of a certain kind. In the premise of (16) there is 
only one context, the top-level context. Because any term 
is instantiable in the context where it is introduced, the file 
existed and the destruction took place. 
 
In the case of (17) we get the opposite result. 
 
 (17) The destruction of the file was averted. 
    (contradicts) The file was destroyed. 
 
In the AKR for (17) there are two contexts, the top-level 
context headed by avert and a subordinate context headed 
by destroy. The term file is instantiable in both contexts 
because definite descriptions in general presuppose the 
existence of the described object. The term destroy is 
instantiable in its own context but uninstantiable on the 
top-level because avert carries a negative implication with 
respect to its second  argument – the destruction.   
 
 
The examples above illustrate some of the general 
complexities of extracting a normalized representation 
from language.  Let us now look in a little more detail at 
the challenges that arise in the domain of temporal expres-
sions to make clear how pervasive these complexities are.  
 

Temporal information is linguistically encoded in a variety 
of different ways: morphosyntactically, as tense and aspect 
features, or with temporal modifiers of various kinds. The 
transformation of linguistically encoded temporal informa-
tion into a knowledge representation should capture the 
semantics of morphosyntactic categories and the temporal 
relations involved in a temporally modified predication. 
Some dependencies and relations are implicit in the 
language but need to be made explicit in the logical 
representation. Moreover, the logical representation can be 
augmented with additional inferentially determined 
relations. An example of implicit dependencies is seen 
with multiple temporal modifiers of a single predication, 
which can appear either stacked or separately as in 
example (12) and (13) above. Such modifiers are not 
intersective but rather recursively restrictive: any outer 
modifier restricts the modifier in its immediate semantic 
scope. In order to capture this inferential behavior, the 
AKR has to make the dependency of one modifier on 
another explicit.  
 
The AKR for  
  
 (18) In 2000 Ed visited us in July  
 
includes assertions that can be interpreted as stating that 
the visit occurred in some month of July, and that July was 
a subinterval of the year 2000.  The same AKR, including 
these assertions would be generated for the sentences: 
 
 (19) Ed visited us in July 2000. 
 (20) It was July of 2000 when we were visited by Ed. 
 
Here are some other examples of the reasoning supported 
in the system: 
 
 (21) Ed visited us every day last week. 
   � Ed visited us on Monday last week. 
 
 (22) Ed arrived on July 4. 
      contradicts No one arrived in July. 
 
 (23) Ed has been living in Athens for 3 years. 
         Mary visited Athens in the last 2 years. 
   � Mary visited Athens while Ed lived in Athens. 
 
Temporal expressions occurs in all sorts of discourse and 
their understanding is necessary to figure out in which 
order events occur in the world, a very basic part of text 
interpretation.   
 
Another ubiquitous domain that requires care is the 
mapping to spatial relations and its integration with 
temporal mapping.  The following inferences are supported 
by AKR/ECD through the additions of some limited mean-
ing postulates for verbs like drive. 
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 (24) Ed drove from Boston to Washington. 
� Ed was in Boston (before the driving).  
    Ed was in Washington (after the driving) 

 
  
 (25) Ed was driving from Boston to Washington. 
       is consistent with both 
   Ed was in Washington (after the driving).  
   Ed was not in Washington (after the driving). 
 
Because in (25) the verbal form does not imply completion 
of the activity, the inference that can be made in (24) is not 
possible in (25). 
 
Obviously, language understanding, and hence reading, 
requires more than the text normalization that we have 
argued for here. Only a limited number of inferences can 
be made on the basis of normalized linguistic forms, 
although they clearly go beyond the inferences that can be 
made in systems that operate just on the level of strings or 
parse trees. To go further, one needs ontologies and axioms 
for specific domains, and general inference procedures. We 
would like to take advantage of existing FOL inference 
systems such as Snark [Stikel, et al 1994]. We have 
explored creating such a linkage for doing some of the 
embedded reasoning about temporal relations. To achieve 
this, we pass to Snark information about the alignment of 
terms, and first order expressions that represent (partial) 
temporal specifications of  events, and ask for a proof of 
other unknown (implicit) relations; we call Snark within 
the ECD algorithm. This straightforward use of Snark just 
requires translation of AKR expressions into a first order 
logic formalism that Snark can process. 
  
AKR has some non-first order features. Contexts are 
symbols that reify collections of formula. They share many 
properties with McCarthy’s notion of context [McCarthy, 
1993]. Bridge has context raising rules based on properties 
of lexical items (illustrated by the manage and fail 
examples described above). These contexts are a partial 
description of a possible world, e.g. a counterfactual 
world, one consistent with an agent’s beliefs.  In addition, 
AKR creates representations for the large class of 
generalized quantifiers found in language e.g. many, much, 
most of, several. ECD incorporates axioms that relate these 
quantifiers (e.g. most entails some, etc). These non-FOL 
features require special support if a reasoning engine is to 
make the desired inferences.  One form of special support 
would be extensions to the target reasoning engine.  Snark 
for example provides a mechanism for extending the types 
of quantifiers it can reason about by use of quantifier 
elimination rules. A second form of special support is the 
translation from our notation to existing mechanisms in the 
target.  For example, for Cyc [Lenat et al, 1990], we 
translated statements about contexts into CycL microtheory 
constructs.   
 

We continue to develop the Bridge technology to enable 
more perspicuous mapping of a full language onto a 
normalized knowledge representation. The challenge is to 
understand alternative ways of expressing content in 
language, and how to create an effective normalization for 
reasoning.  
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