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Abstract

Large real-time search problems such as path-finding in com-
puter games and robotics limit the applicability of complete
search methods such as A*. As a result, real-time heuris-
tic methods are becoming more wide-spread in practice.
These algorithms typically conduct a limited-depth looka-
head search and evaluate the states at the frontier using a
heuristic. Actions selected by such methods can be subop-
timal due to the incompleteness of their search and inaccu-
racies in the heuristic. Lookahead pathologies occur when
a deeper search decreases the chances of selecting a better
action. Over the last two decades research on lookahead
pathologies has focused on minimax search and small syn-
thetic examples in single-agent search. As real-time search
methods gain ground in applications, the importance of un-
derstanding and remedying lookahead pathologies increases.
This paper, for the first time, conducts a large scale inves-
tigation of lookahead pathologies in the domain of real-time
path-finding. We use maps from commercial computer games
to show that deeper search often not only consumes addi-
tional in-game CPU cycles but also decreases path quality.
As a second contribution, we suggest three explanations for
such pathologies and support them empirically. Finally, we
propose a remedy to lookahead pathologies via a method for
dynamic lookahead depth selection. This method substan-
tially improves on-line performance and, as an added benefit,
spares the user from having to tune a control parameter.

Introduction
Path-finding tasks commonly require real-time response,
which on large problems precludes the use of complete
search methods such as A*. Imagine a real-time strategy
computer game. The user commands dozens or even hun-
dreds of units to move simultaneously towards a distant
goal. If each of the units were to compute the whole path
to the goal before moving, this could easily incur a notice-
able (and annoying) delay. Incomplete single-agent search
methods (Korf 1990; Shue et al. 2001; Bulitko et al. 2005;
Hernández and Meseguer 2005; Bulitko and Lee 2006) work
similarly to minimax-based algorithms used in two-player
games. They conduct a limited-depth lookahead search, i.e.,
expand a part of the space centered on the agent, and heuris-
tically evaluate the distances from the frontier of the ex-
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panded space to the goal. By interleaving search and move-
ment, agents using these algorithms can guarantee a constant
upper-bound on the amount of search per move and compare
favorably to complete methods (Koenig 2004).

Actions selected based on heuristic lookahead search are
not necessarily optimal, but it is generally believed that
deeper lookahead increases the quality of decisions. It has
long been known that this is not always the case in two-
player games (Nau 1979; Beal 1980). This phenomenon has
been termed the minimax pathology. More recently patho-
logical behavior was discovered in single-agent search as
well (Bulitko et al. 2003; Bulitko 2003).

In this paper we investigate lookahead pathologies in
real-time pathfinding on maps from commercial computer
games. Computer games have a limited CPU budget for AI
and current path-finding algorithms can take as much as 60-
70% of it (Pottinger 2000). Thus, it is crucial that the CPU
cycles be used efficiently and more expensive, deeper looka-
head not be conducted when it is not beneficial or, worse yet,
when it is harmful.

This paper makes three contributions. First, it presents
a large-scale empirical study of lookahead pathologies in
path-finding on commercial game maps. In this study,
pathologies were found in more than half of the problems
considered. Second, it shows that both learning and search
are responsible for such wide-spread pathological behav-
ior. Our explanations for the pathology are presented for-
mally, motivated intuitively, and supported by empirical evi-
dence. Third, it proposes an automated approach to dynamic
lookahead selection. This novel technique takes advantage
of automatically derived state abstraction and works with
any lookahead-based single-agent search method. Its ini-
tial implementation in real-time path-finding demonstrates a
promise in remedying pathologies.

Related Work
Most game-playing programs successfully use minimax to
back-up the heuristic values from the leaves of the game
tree to the root. Early attempts to explain why backed-
up values are more reliable than static values, however,
led to a surprising discovery: minimaxing actually am-
plifies the error in the heuristic evaluations (Nau 1979;
Beal 1980). Several explanations for such pathological be-
havior were proposed, the most common being that de-



pendence between nearby positions is what eliminates the
pathology in real games (Bratko and Gams 1982; Nau 1982;
Pearl 1983; Scheucher and Kaindl 1998). Recently Luštrek
et al. (2005) showed that modeling the error realistically
might be enough to eliminate it. Common to all the work
on the minimax pathology is that it tries to explain why the
pathology appears in theoretical analyses but not in practice,
whereas in path-finding, the pathology is a practical prob-
lem.

The pathology in single-agent search was discovered by
Bulitko et al. (2003) and was demonstrated on a small syn-
thetic search tree. Later it was observed in solving the eight
puzzle (Bulitko 2003). The same paper also showed the
promise of dynamic lookahead depth selection, but did not
propose a mechanism for doing so. An attempt to explain
what is causing the pathology on synthetic search trees was
made by Luštrek (2005), but it does not translate well to
path-finding and practically used heuristics. To the best of
our knowledge, this paper presents the first study of looka-
head pathology in path-finding.

Problem Formulation
In this paper we are dealing with the problem of an agent
trying to find a path from a start state to a goal state in a
two-dimensional grid world. The agent’s state is defined by
its location in one of the grid’s squares. Some squares are
blocked by walls and cannot be entered. The traversable
squares form the set of states S the agent can enter; sg ∈ S
is the goal state. From each square the agent can move to the
eight immediate neighbor squares. The travel cost of each
of the four straight moves (north, west, south and east) is 1
and the travel cost of the diagonal moves is

√
2. A search

problem is defined by a map, a start state, and a goal state.
The agent plans its path using the Learning Real-Time

Search (LRTS) algorithm (Bulitko and Lee 2006) config-
ured so that it works similarly to the classic LRTA* (Korf
1990). LRTS conducts a lookahead search centered on the
current state sc ∈ S and generates all the states within its
lookahead area (i.e., up to d moves away from sc). The
term generate refers to ‘looking at’ a state, as opposed to
physically visiting it. Next, LRTS evaluates the states at the
frontier of the lookahead area using the heuristic function h,
which estimates the length of shortest path from the frontier
states to sg . The agent then moves along the shortest path
to the most promising frontier state sfopt ∈ S. State sfopt
is the state on the path to sg with the lowest projected travel
cost f(sfopt) = g(sfopt) + h(sfopt), where g(sfopt) is the
travel cost from sc to sfopt and h(sfopt) the estimated travel
cost from sfopt to sg . When the agent reaches sfopt, another
lookahead search is performed. This process continues until
sg is reached. The initial heuristic is the octile distance to
sg , i.e., the actual shortest distance assuming a map without
obstacles (the term octile refers to the eight squares or tiles
the agent can move to). After each lookahead search, h(sc)
is updated to f(sfopt) if the latter is higher, which raises the
heuristic in the areas where it was initially too optimistic,
making it possible for the agent to eventually find the way
around the obstacles even when the lookahead radius is too

small to see it directly. This constitutes the process of learn-
ing. The updated heuristic is still guaranteed to be admis-
sible (i.e., non-overestimating), although unlike the initial
one, it may not be consistent (i.e., the difference in heuristic
values of two states may exceed the shortest distance be-
tween them).

Definition 1 For any state s ∈ S, the length of the solution
(i.e., the travel cost of the path from s to sg) produced by
LRTS with the lookahead depth d is denoted by l(s, d).

Definition 2 For any state s ∈ S, the solution-length vec-
tor �l(s) is (l(s, 1), l(s, 2), . . . , l(s, dmax)), where dmax is the
maximum lookahead depth.

Definition 3 The degree of solution-length pathology of a
problem characterized by the start state s0 is k iff �l(s0) has
exactly k increases in it, i.e., l(s0, i + 1) > l(s0, i) for k
different i.

The length of the solution an agent finds seems to be the
most natural way to represent the performance of a search
algorithm. However, we will require a metric that can also
be used on a set of states that do not form a path.

Definition 4 In any state s ∈ S′ where S′ ⊆ S is the set of
states visited by an agent while pursuing a given problem,
the agent can take an optimal or a suboptimal action. An
optimal action moves the agent into a state lying on a lowest-
cost path from s to sg . The error e(S′) is the fraction of
suboptimal actions taken in the set of states S′.

Definition 5 In any set of states S′ ⊆ S, the error vector
�e(S′) is (e(S′, 1), e(S′, 2), . . . , e(S′, dmax)), where dmax is
the maximum lookahead depth.

Definition 6 The degree of error pathology of a problem
characterized by the set of states S′ is k iff �e(S′) has exactly
k increases in it, i.e., e(S′, i + 1) > e(S′, i) for k different
i. We can also speak of the “pathologicalness” of a single
state (|S′| = 1), but in such a case the notion of the degree
of pathology makes little sense. A state s ∈ S is patholog-
ical iff there are lookahead depths i and i + 1 such that the
action selected in s using lookahead depth i is optimal and
the action selected using depth i + 1 is not.

Finally, we will need ways to measure the amount of work
done by the LRTS algorithm.

Definition 7 α(d) is the average number of states generated
per single move during lookahead search with depth d.

Definition 8 β(d) is the average volume of updates to the
heuristic encountered per state generated during lookahead
search with depth d. The volume of updates is the difference
between the updated and the initial heuristic.

Pathology Experimentally Observed
We chose in-game path-finding as a practically important
task with severe constraints on CPU time. Five maps from a
role-playing and a real-time strategy game were loaded into
Hierarchical Open Graph, an open-source research testbed
provided by Bulitko et al. (2005). The map sizes ranged
from 214×192 (2,765 reachable states) to 235×204 (16,142



reachable states). On these maps, we randomly generated
1,000 problems with the distance between the start and goal
state between 1 and 100.

We conducted two types of experiments: on-policy and
off-policy. In an on-policy experiment, the agent follows
the behavioral policy dictated by the LRTS algorithm with
lookahead depth d from a given start state to the goal state,
updating the heuristic along the way. We vary d from 1 to
10. The length of the path and the error over the entire path
are measured for each d, giving the solution-length and the
error vectors from which the pathology is computed. In an
off-policy experiment, the agent spontaneously appears in
individual states, in each of which it selects the first move
towards the goal state using the LRTS algorithm with looka-
head depth d. The heuristic is not updated. Again, d ranges
from 1 to 10. The same 1,000 problems were used in both
types of experiments, but in the off-policy experiments, the
start states were ignored. The error over all states is mea-
sured for each d and the error pathology is computed from
the resulting error vector. Since it is not possible to measure
solution-length pathology in off-policy experiments, only er-
ror pathology is considered in this paper (with the exception
of the first experiment).

First we conducted the basic on-policy experiment. The
results in Table 1 show a that over 60% of problems are
pathological to some degree. ‘Degree’ in the table means
the degree of pathology (0 indicates no pathology), ‘Length
%’ means the percentage of problems with a given degree
of length pathology and ‘Error %’ means the same for error
pathology. The notation in the rest of the tables in this and
the following section is similar.

Table 1: Percentages of pathological problems in the basic
on-policy experiment.

Degree 0 1 2 3 4 ≥ 5
Length % 38.1 12.8 18.2 16.1 9.5 5.3
Error % 38.5 15.1 20.3 17.0 7.6 1.5

The first possible explanation of the results in Table 1 is
that the maps contain a lot of states where deeper lookaheads
lead to suboptimal decisions, whereas shallower ones do not.
This turned out not to be the case: for each of the problems
we measured the “pathologicalness” of every state on that
map in the off-policy mode. Surprisingly, there were only
3.9% of pathological states. This is disconcerting: if the
nature of the path-finding problems is not pathological, yet
there is a lot of pathology in our solutions, then perhaps the
search algorithm is to blame.

Comparing the percentage of pathological states to the re-
sults in Table 1 is not entirely meaningful, because in the
first case the error is considered per state and in the second
case it is averaged over all the states visited per problem.
The average number of states visited per problem during the
basic on-policy experiment is 188. To approximate the set-
ting of the on-policy experiment, we randomly selected the
same number of states per problem in the off-policy mode
and computed the error over all of them. Pathology mea-
surements from the resulting error vector are shown in Table

2.

Table 2: Percentages of pathological problems in the off-
policy experiment with 188 states per problem.

Degree 0 1 2 3 ≥ 4
Problems % 57.8 31.4 9.4 1.4 0.0

This correction reduces the discrepancy between the pres-
ence of pathology in on-policy and off-policy experiments
from 61.5% vs. 3.9% to 61.5% vs. 42.2%.

The fact that only 3.9% of states are pathological indi-
cates that the pathology observed in the off-policy experi-
ment with 188 states per problem may be due to very minor
differences in error. This interferes with the study of pathol-
ogy since the results may be due to random noise instead
of systematic degradation of lookahead search performance
when lookahead depth increases. To remove such interfer-
ence, we extend Definition 6 with noise tolerance t:

Definition 9 The degree of error pathology of a problem
characterized by the set of states S′ is k iff �e(S′) has ex-
actly k t-increases in it, where a t-increase means that
e(S′, i + 1) > t · e(S′, i).

The new definition with t = 1.09 will be used in lieu of
Definition 6 henceforth. The particular value of t was chosen
so that fewer than 5% of problems are pathological in the
off-policy experiment with 188 states per problem. Table 3
compares the on-policy and off-policy experiments with the
new definition.

Table 3: Percentage of pathological problems in the basic
on-policy and off-policy experiments with t = 1.09.

Degree 0 1 2 3 4 ≥ 5
On-policy % 42.3 19.7 21.2 12.9 3.6 0.3
Off-policy % 95.7 3.7 0.6 0.0 0.0 0.0

The data indicate that the noise tolerance hardly reduces
the pathology in the on-policy experiment (compare to Ta-
ble 1). This suggests that map topology by itself is a rather
minor factor in on-policy pathologies. In the rest of the pa-
per, we will investigate the real causes for the difference in
the amount of on-policy and off-policy pathologies. We re-
fer to data in Table 3 as the basic on-policy and the basic
off-policy experiments henceforth.

Mechanisms of Pathology
The simplest explanation for the pathology in the basic on-
policy experiment is as follows:

Hypothesis 1 The LRTS algorithm’s behavioral policy
tends to focus the search on pathological states.

This hypothesis can be verified by computing off-policy
pathology from the error in the states visited during the ba-
sic on-policy experiment instead of randomly chosen 188
states. This experiment differs from the basic on-policy ex-
periment in that the error is measured in the same states at all
lookahead depths (in on-policy experiments, different states



may be visited at depths depths) and there is no learning.
The results in Table 4 do show a larger percentage of patho-
logical problems than the off-policy row of Table 3 (6.3%
vs. 4.3%), but a much smaller one than the on-policy row of
the same table (6.3% vs. 57.7%). So while the percentage
of pathological states visited on-policy is somewhat above
average, this cannot account for the large frequency (57.7%)
of pathological problems in the basic on-policy experiment.

Table 4: Percentages of pathological problems measured
off-policy in the states visited while on-policy.

Degree 0 1 2 3 ≥ 4
Problems % 93.6 5.3 0.9 0.2 0.0

Notice that the basic on-policy experiment involves learn-
ing (i.e., updating the heuristic function) while the basic off-
policy experiment does not. The agent performs a search
with lookahead depth d every d moves. If there were no ob-
stacles on the map, the agent would move in a straight line
and would encounter exactly one updated state during each
search (the one updated during the previous search). Each
search generates (2d + 1)2 distinct states, so 1/(2d + 1)2 of
them would have been updated: a fraction that is larger for
smaller d. We can now formulate:

Hypothesis 2 Smaller lookahead depths benefit more from
the updates to the heuristic. This can be expected to make
their decisions better than the mere depth would suggest and
thus reduce the difference in error between small and large
lookahead depths. If the error is reduced, cases where a
deeper lookahead actually performs worse than a shallower
lookahead should be more common.

A first test of Hypothesis 2 is to perform an on-policy ex-
periment where the agent is still directed by the LRTS algo-
rithm that uses learning (as without learning it would often
get caught in an infinite loop), but the measurement of the
error is performed using only the initial, non-updated heuris-
tic. To do this, two moves are selected in each state: one that
uses learning, which the agent actually takes, and another
that ignores learning, which is used for error measurement.
The results in Table 5 strongly suggest that learning is in-
deed responsible for the pathology, because the pathology
in the new experiment is much smaller than in the basic on-
policy experiment shown in Table 3 (20.2% vs. 57.7%). This
is not the only reason, because the pathology is still larger
than in the basic off-policy experiment also shown in Table
3 (20.2% vs. 4.3%), but it warrants further investigation; we
will return to the other reason later.

Table 5: Percentages of pathological problems in an on-
policy experiment with error measured without learning.

Degree 0 1 2 3 4 ≥ 5
Problems % 79.8 14.2 4.5 1.2 0.3 0.0

During the basic off-policy experiment, all lookahead
depths are on an equal footing with respect to learning as
there are no updates to the heuristic function. Since learn-
ing is inevitable during on-policy experiments, the best one

can do to put all lookahead depths on an equal footing dur-
ing an on-policy experiment is to have all states within the
lookahead radius updated as equally as possible. We imple-
ment such uniform learning as follows. Let sc be the current
state, Si the set of all the interior nodes of the lookahead area
and Sf the frontier of the lookahead area. For every inner
state s ∈ Si an LRTS search originating in s and extending
to the frontier Sf is performed. The heuristic value of s is
then updated to travel cost of the shortest path to the goal
found during the search, just like the heuristic value of sc

is updated with the regular update method. The results for
an on-policy experiment with uniform learning are found in
Table 6.

Table 6: Percentages of pathological problems in an on-
policy experiment with uniform learning.

Degree 0 1 2 3 4 ≥ 5
Problems % 40.9 20.2 22.1 12.3 4.2 0.3

The results in Table 6 seem to contradict Hypothesis 2,
since they are even more pathological than in the basic on-
policy experiment shown in Table 3 (59.1% vs. 57.7%).
Figure 1 explains the apparent contradiction: even though
more states are updated with uniform learning than with
the regular learning, the volume of updates encountered de-
creases more steeply, which means that the difference in the
impact of learning between lookahead depths is more pro-
nounced with uniform learning. This may happen because
the uniform learning helps the agent find the goal state more
quickly: the length of the solution averaged over all the
problems is 2.3 to 3.3 times shorter than in the basic on-
policy experiment. Shorter solutions mean that the agent
returns to the areas already visited (where the heuristic is
updated) less often. What is common to both on-policy ex-
periments in Figure 1 is that unlike in the basic off-policy ex-
periment, the volume of updates encountered does decrease
with increased lookahead depth. This supports Hypothe-
sis 2, even though the reasoning that led to it may not be
entirely correct.

Figure 1: The volume of heuristic updates encountered with
respect to the lookahead depth in different experiments.

Unlike the regular learning in LRTS, uniform learning
preserves the consistency of the heuristic. Experiments on
synthetic search trees suggested that inconsistency increases



the pathology (Luštrek 2005), but considering that the con-
sistent uniform learning is more pathological than the in-
consistent regular learning, this appears not to be the case in
path-finding.

Hypothesis 3 Let αoff(d) and αon(d) be the average num-
ber of states generated per move in the basic off-policy and
on-policy experiments correspondingly. In off-policy exper-
iments a search is performed every move, whereas in on-
policy experiments a search is performed every d moves.
Therefore αon(d) = αoff(d)/d (assuming the same number
of non-traversable squares). This means that in the basic on-
policy experiment fewer states are generated at larger looka-
head depths than in the basic off-policy experiment. Conse-
quently lookahead depths in the basic on-policy experiment
are closer to each other with respect to the number of states
generated. Since the number of states generated can be ex-
pected to correspond to the quality of decisions, cases where
a deeper lookahead actually performs worse than a shallower
lookahead should be more common.

Hypothesis 3 can be verified by an on-policy experiment
where a search is performed every move instead of every
d moves as it is in the regular LRTS. Table 7 supports
the hypothesis. The percentage of pathological problems
is considerably smaller than in the basic on-policy experi-
ment shown in Table 3 (13.1% vs. 57.7%). It is still larger
than in the basic off-policy experiment also shown in Table
3 (13.1% vs. 4.3%), but the remaining difference can be
explained with Hypothesis 2 and (to a smaller extent) with
Hypothesis 1.

Table 7: Percentages of pathological problems in an on-
policy experiment when searching every move.

Degree 0 1 2 3 4 ≥ 5
Problems % 86.9 9.0 3.3 0.6 0.2 0.0

Hypothesis 3 can be further tested as follows. Figure 2
shows that in the basic off-policy experiment and in the on-
policy experiment when searching every move, the num-
ber of states generated per move increases more quickly
with increased lookahead depth. This means that lookahead
depths are less similar than in the basic on-policy experi-
ment, which again confirms Hypothesis 3.

Figure 2: The number of states generated with respect to the
lookahead depth in different experiments.

Summary. Different lookahead depths in the basic on-
policy experiment are closer to each other in terms of the
quality of decisions they produce than the differences in
depth would suggest. This makes pathological cases where a
deeper lookahead actually performs worse than a shallower
lookahead relatively common. The reasons stem from the
volume of updates encountered per move (Hypothesis 2) and
the number of states generated per move (Hypothesis 3). A
minor factor is also that the LRTS algorithm’s behavioral
policy tends to visit states that are themselves pathological
more frequently than is the average for the map (Hypothe-
sis 1).

Remedying Lookahead Pathologies
We have shown that pathological behavior is common in
real-time path-finding. We now demonstrate how much an
LRTS agent would benefit were it able to select lookahead
depth dynamically. Table 8 shows the solution length and
the average number of states generated per move in the
basic on-policy experiment averaged over our set of 1,000
problems. If the optimal lookahead depth is selected for
each problem (i.e., for each start state), the average solu-
tion length is 107.9 and the average number of states gen-
erated per move is 73.6. This is a 38.5% improvement over
the best fixed depth (which, curiously, is 1). The number
of states generated falls between lookahead depths 4 and 5.
The improvement in solution length is quite significant and
motivates research into automated methods for lookahead
depth selection.

Table 8: Average solution length and the number of states
generated per move in the basic on-policy experiment.

Depth Length States Depth Length States
1 175.4 7.8 6 221.0 102.2
2 226.4 29.0 7 209.3 115.0
3 226.6 50.4 8 199.6 126.4
4 225.3 69.7 9 200.4 137.2
5 227.4 87.0 10 187.0 146.3

The most straightforward way to select the optimal looka-
head depth is to pre-compute the solution lengths for all
lookahead depths for all states on the map. We did this for
the map and the goal state shown in Figure 3. The right side
of the map represents an office floor and the left side is an
outdoor court area. The shades of gray represent the opti-
mal lookahead depth for a given start state. Black areas are
blocked.

Table 9 shows the solution length and the average number
of states generated per move averaged over all the start states
on the map in Figure 3. If the optimal lookahead depth is
selected for each start state, the average solution length is
132.4 and the average number of states generated per move
is 59.3. This solution length is a 47.7% improvement over
the best fixed depth (which is again 1) and the number of
states generated falls between lookahead depths 3 and 4 –
results not unlike those in Table 8, which suggests that this
map is quite representative.



Figure 3: Starting states shaded according to the optimal
lookahead depth (white: d = 1, darkest gray: d = 10).

Table 9: Average solution length and the number of states
generated per move for the map in Figure 3.

Depth Length States Depth Length States
1 253.2 7.8 6 318.8 101.2
2 346.3 29.4 7 283.6 116.2
3 329.1 50.4 8 261.5 126.7
4 337.0 69.3 9 282.6 133.2
5 358.9 85.7 10 261.1 142.7

Once we know the optimal lookahead depth for all the
states on the map, we can adapt the depth per move. Select-
ing the lookahead depth in state sc that would be optimal if
the agent started in sc should yield an even shorter solution
than keeping the same depth all the way to the goal state.
However, this is not guaranteed, because the heuristic will
probably have been modified prior to reaching sc and thus
the search from sc may not behave in exactly the same way
as if the agent started in sc with the initial heuristic. On
the map in Figure 3, this approach gives the average solu-
tion length of 113.3, which is an additional improvement of
14.4% over the optimal depth per start state. The average
number of nodes generated per move decreases by 42.6% to
34.0.

Determining the optimal lookahead depth for every pair
of states on the map is computationally very expensive: the
8,743-state map in Figure 3 contains over 7.6×107 directed
pairs of states. We can make the task more tractable with
state abstraction such as the clique abstraction of (Bulitko et
al. 2005). In this approach cliques of states are merged into
single abstract states, reducing the number of states by a fac-
tor of 2 to 4 each time the merge operation is applied. The
cost of building the abstract states is linear in the number of
states, so the process is reasonably fast. For each abstract
state sa, we find a ground-level state sgl closest to the av-
erage coordinates of all states abstracting into sa. We then
compute the optimal lookahead depth for sgl and associate

it with sa. During the on-line search, the lookahead depth
for the agent’s state is retrieved from the state’s abstract par-
ent. Table 10 shows how the abstraction level at which the
optimal lookahead depths are stored affects the search per-
formance.

Table 10: Number of abstract states, the resulting solution
length, and number of states generated per move for differ-
ent levels of abstraction.

Level Abs. states Length States/move
0 8,743 113.3 34.0
1 2,463 124.6 38.3
2 783 129.2 39.2
3 296 133.4 40.9
4 129 154.0 51.2
5 58 169.3 50.5
6 26 189.2 45.1
7 12 235.7 55.5
8 4 253.2 7.8
9 1 253.2 7.8

Optimal lookahead depths at abstraction level 5 are shown
in Figure 4. The average solution length in this case is 33.1%
better than with the best fixed depth and the optimal depths
needs to be pre-computed for only 0.004% of state pairs.

Figure 4: Optimal lookahead depth with abstract states
(white: d = 1, darkest gray: d = 10).

Conclusion and Future Work
This paper made three contributions. First, we demonstrated
that lookahead pathology is a common phenomenon in real-
time path-finding. Second, we proposed and empirically
supported three complementary causes of lookahead pathol-
ogy. Finally, we proposed a method for selecting lookahead
depth dynamically per current state. Doing so not only elim-
inated another user-tuned parameter, but also substantially
increased search performance by eliminating pathologies.



Further research will be directed towards a practical
method for dynamic selection of lookahead depth. We
showed that this can reap a significant benefit, but our initial
implementation is computationally still somewhat expensive
and needs to be tested on more maps. In order to speed it up,
we will look into computing the optimal lookahead depth
at abstract levels, where the state space is smaller. We will
also consider lookahead search with more flexible lookahead
spaces such as (Koenig 2004). Finally, we would like to ex-
tend this research to dynamic and stochastic environments.
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Mitja Luštrek. Pathology in single-agent search. In Pro-
ceedings of Information Society Conference, pages 345–
348, Ljubljana, Slovenia, 2005.
Dana S. Nau. Quality of Decision versus Depth of Search
on Game Trees. PhD thesis, Duke U., 1979.
Dana S. Nau. An investigation of the causes of pathology
in games. Artificial Itelligence, 19(3):257–278, 1982.
Judea Pearl. On the nature of pathology in game searching.
Artificial Intelligence, 20(4):427–453, 1983.

Dave C. Pottinger. Terrain analysis in realtime strategy
games. In Proceedings of Computer Game Developers
Conference, 2000.
Anton Scheucher and Hermann Kaindl. Benefits of us-
ing multivalued functions for minimaxing. AIJ, 99(2):187–
208, 1998.
L.-Y. Shue, S.-T. Li, and R. Zamani. An intelligent heuris-
tic algorithm for project scheduling problems. In Proceed-
ings of the 32nd Annual Meeting of the Decision Sciences
Institute, San Francisco, 2001.



<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Dot Gain 20%)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (U.S. Web Coated \050SWOP\051 v2)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Error
  /CompatibilityLevel 1.4
  /CompressObjects /Tags
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJDFFile false
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /DetectCurves 0.0000
  /ColorConversionStrategy /CMYK
  /DoThumbnails false
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 1048576
  /LockDistillerParams true
  /MaxSubsetPct 2
  /Optimize true
  /OPM 1
  /ParseDSCComments true
  /ParseDSCCommentsForDocInfo true
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo true
  /PreserveFlatness true
  /PreserveHalftoneInfo false
  /PreserveOPIComments true
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts true
  /TransferFunctionInfo /Apply
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 300
  /ColorImageMinResolutionPolicy /OK
  /DownsampleColorImages true
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 300
  /ColorImageDepth -1
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.50000
  /EncodeColorImages true
  /ColorImageFilter /DCTEncode
  /AutoFilterColorImages true
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /ColorImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 300
  /GrayImageMinResolutionPolicy /OK
  /DownsampleGrayImages true
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 300
  /GrayImageDepth -1
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.50000
  /EncodeGrayImages true
  /GrayImageFilter /DCTEncode
  /AutoFilterGrayImages true
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /GrayImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 1200
  /MonoImageMinResolutionPolicy /OK
  /DownsampleMonoImages true
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 1200
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 1.50000
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /None
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile (None)
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName ()
  /PDFXTrapped /False

  /Description <<
    /CHS <FEFF4f7f75288fd94e9b8bbe5b9a521b5efa7684002000410064006f006200650020005000440046002065876863900275284e8e9ad88d2891cf76845370524d53705237300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c676562535f00521b5efa768400200050004400460020658768633002>
    /CHT <FEFF4f7f752890194e9b8a2d7f6e5efa7acb7684002000410064006f006200650020005000440046002065874ef69069752865bc9ad854c18cea76845370524d5370523786557406300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c4f86958b555f5df25efa7acb76840020005000440046002065874ef63002>
    /DAN <>
    /DEU <>
    /ESP <>
    /FRA <>
    /ITA <>
    /JPN <FEFF9ad854c18cea306a30d730ea30d730ec30b951fa529b7528002000410064006f0062006500200050004400460020658766f8306e4f5c6210306b4f7f75283057307e305930023053306e8a2d5b9a30674f5c62103055308c305f0020005000440046002030d530a130a430eb306f3001004100630072006f0062006100740020304a30883073002000410064006f00620065002000520065006100640065007200200035002e003000204ee5964d3067958b304f30533068304c3067304d307e305930023053306e8a2d5b9a306b306f30d530a930f330c8306e57cb30818fbc307f304c5fc59808306730593002>
    /KOR <FEFFc7740020c124c815c7440020c0acc6a9d558c5ec0020ace0d488c9c80020c2dcd5d80020c778c1c4c5d00020ac00c7a50020c801d569d55c002000410064006f0062006500200050004400460020bb38c11cb97c0020c791c131d569b2c8b2e4002e0020c774b807ac8c0020c791c131b41c00200050004400460020bb38c11cb2940020004100630072006f0062006100740020bc0f002000410064006f00620065002000520065006100640065007200200035002e00300020c774c0c1c5d0c11c0020c5f40020c2180020c788c2b5b2c8b2e4002e>
    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken die zijn geoptimaliseerd voor prepress-afdrukken van hoge kwaliteit. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 5.0 en hoger.)
    /NOR <>
    /PTB <>
    /SUO <>
    /SVE <>
    /ENU (Use these settings to create Adobe PDF documents best suited for high-quality prepress printing.  Created PDF documents can be opened with Acrobat and Adobe Reader 5.0 and later.)
  >>
  /Namespace [
    (Adobe)
    (Common)
    (1.0)
  ]
  /OtherNamespaces [
    <<
      /AsReaderSpreads false
      /CropImagesToFrames true
      /ErrorControl /WarnAndContinue
      /FlattenerIgnoreSpreadOverrides false
      /IncludeGuidesGrids false
      /IncludeNonPrinting false
      /IncludeSlug false
      /Namespace [
        (Adobe)
        (InDesign)
        (4.0)
      ]
      /OmitPlacedBitmaps false
      /OmitPlacedEPS false
      /OmitPlacedPDF false
      /SimulateOverprint /Legacy
    >>
    <<
      /AddBleedMarks false
      /AddColorBars false
      /AddCropMarks false
      /AddPageInfo false
      /AddRegMarks false
      /ConvertColors /ConvertToCMYK
      /DestinationProfileName ()
      /DestinationProfileSelector /DocumentCMYK
      /Downsample16BitImages true
      /FlattenerPreset <<
        /PresetSelector /MediumResolution
      >>
      /FormElements false
      /GenerateStructure false
      /IncludeBookmarks false
      /IncludeHyperlinks false
      /IncludeInteractive false
      /IncludeLayers false
      /IncludeProfiles false
      /MultimediaHandling /UseObjectSettings
      /Namespace [
        (Adobe)
        (CreativeSuite)
        (2.0)
      ]
      /PDFXOutputIntentProfileSelector /DocumentCMYK
      /PreserveEditing true
      /UntaggedCMYKHandling /LeaveUntagged
      /UntaggedRGBHandling /UseDocumentProfile
      /UseDocumentBleed false
    >>
  ]
>> setdistillerparams
<<
  /HWResolution [2400 2400]
  /PageSize [612.000 792.000]
>> setpagedevice


