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Abstract

The efficient functioning of markets and institutions assumes
a certain degree of honesty from participants. In labor mar-
kets, for instance, employers benefit from employees who
will render meaningful work, and employees benefit from
employers who will pay the promised amount for services
rendered. We use an established method for detecting dishon-
est behavior in a series of experiments conducted on Ama-
zon’s Mechanical Turk, a popular online labor market. Our
first experiment estimates a baseline amount of dishonesty for
this task in this population. The second experiment tests the
hypothesis that the level of dishonesty in the population will
be sensitive to the relative amount that can be gained by dis-
honest reporting, and the third experiment, manipulates the
degree to which dishonest reporting can be detected at the
individual level. We conclude with a demographic and cross-
cultural analysis of the predictors of dishonest reporting in
this market.

Introduction

Many institutions and social systems depend upon some de-
gree of honesty to function as intended. The legal system,
for example, is predicated on honest testimony, and oaths
are used with the goal of promoting truth-telling. Moreover,
many economic transactions assume a truthful description of
what is being sold or a promise that an agreement will result
in a payment.

For online labor markets like Amazon’s Mechanical Turk,
honesty between the employers and employees helps the
market to be efficient. Employers who trust the work of the
employees, and employees who trust that payment will be
rendered by the employer, both benefit from an environment
in which honest dealing is the norm. Newer uses of online
labor markets, such as conducting demographic or opinion
surveys, have components that are hard to verify, meaning
that under prevalent dishonesty, such markets would be of
limited interest to researchers.

In online labor markets there are often fewer guarantees
that a commitment will be honored than in traditional em-
ployment contexts, which makes the honesty of the workers
all the more important. For example, on Mechanical Turk
there is very little recourse available to an aggrieved worker
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or requester. The fact that workers are anonymous only ex-
acerbates this problem because a requester might not even
know who has deceived them.

Standard economic models capture the belief that people
trade off the benefits of cheating with the costs of getting
caught (Allingham and Sandmo 1972; Becker 1968). On
Mechanical Turk the costs of getting caught are very low.
A worker might get their submission rejected. If this hap-
pens over and over they might get banned from the site, in
which case they could simply make a new account (doing
so only requires an e-mail address) and repeat the process.
Since the costs are so low to getting caught, one might ex-
pect to see a large amount of cheating on Mechanical Turk.
On the other hand, psychological studies indicate that peo-
ple have an intrinsic motivation to avoid feeling like they
are dishonest (Mazar, Amir, and Ariely 2008). Additionally,
people may want to maintain the appearance that they are
being honest (Hao and Houser 2011). Thus, it is not a priori
clear how much dishonesty would be exhibited by workers
in an online labor market. The central focus of this work is
measuring the degree to which workers on Mechanical Turk
are honest and exploring which factors that affect their hon-
esty.

Related Work

Fischbacher and Heusi (2008) conducted a study which is
the inspiration for this work. In a series of offline labora-
tory experiments, the authors had participants roll a die in
private and report their roll. Participants were paid 1, 2, 3,
4, and 5 CHF1 for the corresponding die roll and 0 CHF for
a roll of six. Since the experimenter could not see the roll,
the participant could report any integer between one and six.
While each number would be expected 17% of the time, the
subjects reported a roll of four 27% of the time and reported
a roll of five 35% of the time. A roll of six, the lowest paying
roll, was only reported 6.4% of the time, suggesting dishon-
est reporting.

In addition to this baseline treatment, the authors con-
ducted additional treatments where they increased the stakes
(by a factor of three), ensured the anonymity of the partic-
ipants, and changed the victim of the lie from the experi-

1One swiss franc (CHF) was roughly equal to $0.80 USD at the
time of the study.
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menter to another subject. These treatments did not have
a large impact on the distribution of reported rolls. Hav-
ing the participants do the experiment more than once did,
however, have a large impact on the distribution of reported
rolls. In this case, repeat players reported five, the high-
est paying roll, 52% of the time, some 35 percentage points
over chance.

Hao and Houser (2011) extended this work by using a
two-stage experiment. In the first stage participants gave
a probability distribution predicting the outcome of the roll
of a four-sided die. In the second stage, participants either
rolled the die publicly (with the experimenter watching) or
privately (with the experimenter not watching). Participants
knew which treatment they were in before the experiment
started. They were paid more if they had placed higher
weight on the actual outcome of the die. Participants re-
ported similar distributions in both the public and private
treatments indicating that they wanted to appear honest. But
in the private treatment, significantly more rolls matched the
most likely outcome in the predicted distributions than in
the public treatment. Thus people lied more when given the
opportunity.

Experiments

All three of the experiments described in this paper were
conducted on Amazon’s Mechanical Turk2, a crowdsourc-
ing website where requesters can post jobs, called human
intelligence tasks (HITs), and workers can do those HITs for
pay. After a worker submits their work for a HIT, requesters
review the work and either accept it or reject it. There is
a burgeoning literature that shows that the behavior of Me-
chanical Turk workers is comparable to laboratory studies
(Buhrmester, Kwang, and Gosling 2011; Paolacci, Chandler,
and Ipeirotis 2010; Horton, Rand, and Zeckhauser 2011;
Suri and Watts 2011).

In this work, we present three experiments. Participants
were only allowed to do each experiment one time. By track-
ing the IDs of the workers who accepted our HITs, we also
restricted our analyses to include only participants who did
one of the three experiments. Requesters can specify that
workers who accept their HIT have certain qualifications,
such as living in a certain country. In each of our experi-
ments we used this qualification to obtain data from workers
from the U.S. and India.

Single Roll: Baseline

Our first experiment sought to establish the baseline dis-
honesty level for this task on Mechanical Turk. Work-
ers were instructed to answer a demographic questionnaire
about themselves. They were told as payment they would re-
ceive a $0.25 flat rate (as the HIT payment) plus $0.25 times
the roll of a die. The instructions indicated that if they did
not have a die available they would be provided a link to a
website that simulates die rolls. The website random.org
provided the simulation of fair dice. The actual outcome of
the die rolls were not recorded, only the the reported rolls

2http://www.mturk.com

that the participants made were recorded. If the partici-
pants reported the die roll honestly, the total expected payoff
would be $1.125. The minimum total payoff was $0.50 and
the maximum total payoff was $1.75. The ratio of the max-
imum to minimum payoff is 3.5, thus there is a potentially
large relative benefit to dishonesty.

We recruited 175 players from two HITs, 93 from the HIT
that required workers to be from the U.S., and the remaining
83 from the HIT that required workers to be from India. The
U.S. workers were 53.7% female, while the Indian workers
were 29.3% female. Overall, 14.9% reported high school as
the highest level of education attained, 17.1% reported hav-
ing some college education, 46.3% reported having a bache-
lor’s or associate’s degree, and 21.7% reported attaining ed-
ucation higher than a bachelor’s degree.

If the participants honestly reported their rolls, their re-
ports would have followed a uniform distribution. To de-
termine if the participants were dishonest, we compare the
average reported roll to the mean of the uniform distribu-
tion which is 3.5. The average reported roll of the 175 par-
ticipants was significantly higher than that which would be
expected by chance, with a mean of 3.91 (Wilcoxon rank-
sum test V = 9870, p < 0.0005). Moreover, the distribu-
tion of reported rolls is significantly different than uniform
(χ2 = 13.26, p < 0.05). As shown in Figure 1, players re-
ported more five and six outcomes and fewer one and two
outcomes than would be expected. This also replicates a
finding from Fischbacher and Heusi (2008), which is that
individuals did not always cheat by choosing the highest-
paying outcome. Instead, sometimes players reported a
five, either because they wanted to maintain an appearance
of being honest (Hao and Houser 2011) or because they
wanted to avoid feeling dishonest (Fischbacher and Heusi
2008; Mazar, Amir, and Ariely 2008). Since Fischbacher
and Heusi’s and our study have slightly different incentive
schemes it is not possible to directly compare the distribu-
tion of rolls reported by the participants in the two studies.

Single Roll: Low Variance

In the previous experiment, the ratio of the maximum to
minimum payoffs was 3.5. It is possible that the incentive to
be dishonest is so great that it is hard for the workers to re-
sist. Conversely, it is possible that if the perceived gain one
would obtain by being dishonest was smaller, participants
might not deem it worthwhile to lie. This next experiment
seeks to test this hypothesis.

The instructions and the general setup of this experiment
were the same as the previous experiment. Again, the HIT
had a $0.25 flat rate (to avoid differential participant selec-
tion effects). In contrast to the first experiment, participants
were promised an extra $0.75 bonus, plus $0.05 times the
roll of a die. The expected total payoff was $1.175, which
was intentionally kept as close as possible to the mean total
payoff of the previous experiments. Crucially, the minimum
total payoff was $1.05 and the maximum total payoff was
$1.30, so the ratio of the maximum to minimum total payoff
was merely 1.24 (compared to 3.5 in the single roll, base-
line experiment). The participants in this experiment can
therefore maintain the appearance of honesty as they did in
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Figure 1: The distribution of rolls in the single roll, base-
line experiment. Error bars are confidence intervals for two-
sided binomial tests relative to chance (p = 0.167) with
Bonferroni-corrected α = 0.05.

the first study because they are only rolling one die, but they
also have less incentive to cheat, as the proportional increase
in payoff from the lowest roll to the highest roll was much
lower.

In this experiment we recruited 267 players from two
HITs: 140 from the U.S., and 127 from India. Compara-
ble to the first study, the U.S. workers were 59.3% female,
while the Indian workers were only 30.7% female. Overall,
13.1% reported high school as the highest level of educa-
tion attained, 22.1% reported having some college educa-
tion, 46.8% reported having a bachelor’s or associate’s de-
gree, and 17.9% reported attaining education higher than a
bachelor’s degree.

A test of the mean shows that even with the reduced fi-
nancial incentive, the average roll value reported was higher
than that which one would expect to see by chance at 3.77
(Wilcoxon V = 21046, p < 0.01). Although this mean
is not as extreme as that in the first study, there was no
significant difference in means between the two studies
(Mann-Whitney W = 24346, ns). Moreover, as can be
seen in Figure 2, the distribution of reported outcomes is
also fairly similar to that in the first study. That is, there
is marginally significant under-reporting of twos and (non-
significant) over-reporting of fives. Together, these results
suggest that changing the relative benefit of being dishonest
did not strongly affect the incidence of dishonesty.
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Figure 2: The distribution of rolls in the single roll, low
variance experiment. Error bars are confidence intervals for
two-sided binomial tests relative to chance (p = 0.167) with
α = 0.05.

Multiple Rolls

The data from the first two experiments are consistent with
inflated reporting of the actual die rolls. However, with the
design of the previous experiments one cannot tell if an in-
dividual is reporting their roll honestly or not. One can only
infer the amount of dishonesty in the population. Partici-
pants may have an intuitive (or explicit) notion of this when
they report their rolls. To investigate whether increasing the
ability to detect cheating will lead to more honest reporting,
in this next experiment, we had 232 participants roll a die 30
times3. The demographic questionnaire was the same as be-
fore, and the HIT payment was also kept consistent at $0.25.
This time, however, subjects were paid the sum of the 30 die
rolls in cents in addition to the HIT payment. To avoid arith-
metic errors, participants were asked to enter all their rolls
in a 5 x 6 grid of input fields, and we calculated the sum and
resulting bonus.

For this experiment we recruited a total of 233 partici-
pants, 108 from the U.S. and 125 from India. This ex-
periment was somewhat more heavily male than the pre-
vious two, with the Indian participants 72% male and the
U.S. workers 54.6% male. The distribution of education
was comparable, with 15% reporting high school or lower,
20.1% reporting some college, 39.5% reporting associate’s
or bachelor’s, and 25.3% reporting educational attainment
higher than bachelor’s.

3To speed up this process the link to random.org simulated
five fair dice at a time.
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Figure 3: The distribution of rolls in the multiple roll exper-
iment (when each participant rolled 30 dice). Error bars are
confidence intervals for two-sided binomial tests relative to
chance (p = 0.167) with α = 0.05.

If the participants reported their score honestly, the ex-
pected payoff would be $1.30. The minimum payoff was
$0.55 and the maximum payoff was $2.05. Here the ra-
tio of the maximum to minimum payoff was 3.73. All of
these values were intentionally kept as close as possible to
the corresponding values of the single roll, baseline exper-
iment in order to keep as much constant between the two
setups as possible. It is somewhat surprising, therefore, that
participants reporting multiple dice rolls were substantially
less dishonest than those reporting a single roll. On aver-
age, participants’ mean outcome was 3.57. While this is
still significantly different from the expected mean of 3.5
(Wilcoxon V = 12794556, p < 0.0005), it also represents
significantly less dishonesty than in the single-roll, baseline
study (Mann-Whitney W = 540850, p < 0.01).

The distribution of rolls also showed a different pattern
than in the single roll studies, as shown in Figure 3. Here,
it appears that the participants were averse to reporting the
worst outcome, significantly under-reporting the actual dis-
tribution of ones (two-sided binomial test, p < 0.0005).
However, because none of the other outcomes were so
clearly impacted, it suggests the participants were not sim-
ply changing the ones to, say, sixes.

Because every participant submitted 30 rolls, it was pos-
sible to test whether the distributions submitted by each par-
ticipant was unlikely to have arisen by chance. Of course,
given the very slight differences observed in the overall dis-
tribution, it is unlikely that it would be possible to detect any
obvious dishonesty. Indeed, conducting a Wilcoxon rank-

Table 1: Mean Outcome by Qualifications
0-89% 90-94% 95-97% 98-99% 100%

U.S. 3.71 3.57 3.60 3.63 3.46
India 3.48 3.56 3.65 3.55 3.54

sum test on each individual’s set of rolls and using a Bonfer-
onni correction with n = 232, only three individuals’ aver-
ages were significantly greater than the expected outcome of
3.5. Surprisingly, only one of the 232 participants cheated
to the fullest extent, reporting all sixes and earning the max-
imum, $1.80.

Qualifications on Mechanical Turk As mentioned pre-
viously, HITs on Mechanical Turk can have a qualification
associated with them restricting who can work on the HIT.
For example, a requester on Mechanical Turk can specify
which country a worker must be from in order to work a
HIT. Also, Amazon keeps track of the fraction of HITs that
each worker submitted that were accepted by the requesters.
This is called a worker’s approval rating and a requester can
require a worker to have an approval rating in a certain range
to work on a HIT. In this study, we created 10 different HITs,
splitting the worker population by country of origin (India
vs. U.S.A.) and 5 levels of prior approval rate on Mechani-
cal Turk: 0-89%, 90-94%, 95-97%, 98-99%, and 100%. Fo-
cusing on the approval rate, one might expect that the work-
ers with a low approval rate would be more dishonest than
workers with a high approval rate—although again, with the
small incidence of cheating overall, this might be hard to
detect. In fact, we found no significant differences in the
means reported from the different approval rates (Kruskal-
Wallis χ2 = 4.4, ns). Moreover, we found no differences
between any of the qualifications. When comparing each
subset against the fair mean with a Bonferonni-corrected
(n = 10) Wilcoxon rank-sum test, only the group with the
lowest approval rate (0-89%) in the U.S. and (marginally)
the middle approval rate group (95-97%) in India were reli-
ably different from the expected mean.

Dishonesty and demographics

Is the kind of dishonesty observed in these experiments pre-
dictable from demographics provided by the experimental
participants? Fischbacher and Heusi (2008) posited that a
cross-cultural comparison of dishonesty would be very in-
teresting. Although we cannot be sure that the participants
were honestly reporting their demographics, there is at least
some prior evidence of consistency in reporting this type of
information in online settings (Voracek, Stieger, and Gindl
2001). Moreover, two previous studies (Mason and Suri
2011; Rand 2011) found roughly 90% consistency of self-
reported demographics taken from multiple studies on Me-
chanical Turk. For these analyses, because the configura-
tions of the two single roll studies were comparable, we
combine the single-roll baseline and single-roll low variance
datasets to increase statistical power.

To begin with, we compare the reported outcomes of
males and females. For both genders, the reported means are
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Table 2: Generalized linear model predicting the reported
roll value in the single-roll Experiment based on all reported
demographics

Std.
Variable Estimate Error t-val P-val
Intercept 3.50 0.25 13.76 <2e-16∗∗∗

Ed: Pre-College 0.11 0.16 0.67 0.50
Race:Other 0.37 0.29 1.28 0.20
Race:White 0.24 0.21 1.15 0.25

Income:5-20k 0.33 0.22 1.49 0.14
Income:20k-40k -0.10 0.26 -0.40 0.69

Income:40k+ 0.12 0.25 0.50 0.62
Age:25-30 -0.22 0.22 -1.02 0.31
Age: 31-40 -0.22 0.24 -0.89 0.37
Age: 40+ -0.04 0.25 -0.17 0.86
Sex: Male 0.27 0.17 1.60 0.11

significantly greater than the expected mean under honest re-
porting (Wilcox rank-sum test, one-tailed; Men: 3.91, V =
19603, p < 0.0005; Women: 3.71, V = 11196, p < 0.05).
Although the average for men is higher than that for women,
the difference in the means is not significant (Mann-Whitney
W = 22612, ns).

Dividing education attainment into “Pre-college degree”
(no college degree attained) and “College degree” (college
degree and beyond) gives groups of 238 and 209, respec-
tively. While both groups reported values that were sig-
nificantly higher than what would be expected by chance
(Wilcox rank-sum test, one-tailed; Pre-college: 3.87, V =
17719, p < 0.0005; College: 3.77, V = 12281, p < 0.05),
the means also do not differ significantly (Mann-Whitney
W = 25646, ns).

Income was collected as a continuous variable, which did
not correlate significantly with the roll value reported (Pear-
son correlation .008, Spearman correlation .02, both p values
> .6). When this variable was divided into four levels: $0
to $5k (n=137), $5k to $20k(n=112), $20k to $40k (n=94),
and greater than $40k (n=104), the respective mean roll val-
ues of these groups were 3.69, 4.04, 3.66, 3.90. The $0
to $5k and $20k to $40k groups did not differ significantly
from 3.5 (p values .11 and .18) while the remaining two did
(p < .01), though even the most extreme of these four means
do not differ significantly from one another (Mann-Whitney
W = 6283, ns).

Ethnicity was collected over a range of categories listed
on the US census. However, due in part to the national
targeting our the experiment ”Asian Indian” (n=210) and
”White” (n=192) received far more responses than the other
categories (combined n=45). Both those declaring them-
selves Asian Indian and White reported values so high as to
be unlikely to occur by chance (Wilcox rank-sum test, one-
tailed; Asian Indian: 3.72, V = 12647, p < 0.05; White:
3.88, V = 11690, p < 0.001), but as with the other ex-
amples, the difference between groups was not significant
(Mann-Whitney W = 19190, ns).

We used all these predictors in a generalized linear model
to predict the reported roll value in the single roll studies.

Table 3: Linear mixed model predicting the reported roll
value base on all reported demographics for the multi-roll
Experiment

Std.
Variable Estimate Error t-val
Intercept 3.62 0.07 51.14

Edu: Pre-College 0.02 0.07 0.22
Race:Other -0.03 0.09 -0.27
Race:White -0.06 0.06 -1.03

Income:5-20k 0.01 0.06 0.16
Income:20k-40k -0.02 0.08 -0.3

Income:40k+ 0.07 0.08 0.87
Age:25-30 -0.11 0.06 -1.77
Age: 31-40 0.00 0.07 -0.01
Age: 40+ 0.04 0.08 0.49
Sex: Male -0.02 0.05 -0.37

As Table 2 indicates, no demographic predictor is signifi-
cant in the regression and furthermore, in refining this model
with the Akaike information criterion-based stepAIC rou-
tine (Venables and Ripley 2002), all of demographic predic-
tors are eliminated, leaving only the intercept.

As an additional check, we used the same set of demo-
graphics to predict reported roll values in the multi-roll ex-
periment. With 30 observations per individual, these data
lent themselves to a linear mixed-effect model analysis. We
modeled the reported roll value as a function of all observed
demographics with participant as a random effect using the
lme4 package in R (Bates, Maechler, and Bolker 2011).
Consistent with the single roll analysis, Table 3 shows that
no strong demographic predictors arise as significant in this
model of the reported multi-roll values. In sum, there is rea-
sonable support for the idea that low-level dishonest report-
ing spans our observed demographic categories and that the
substantial differences between groups are not apparent.

Conclusion

Since reporting dishonestly on this task has such a low
cost, it is surprising that there was not more dishonesty in
these experiments, especially in the single roll experiments
in which one cannot infer whether a specific individual re-
ported dishonestly. One possible explanation for this is that
workers were afraid that their work would be rejected if they
lied. Future research might investigate the effectiveness of
messages that assure that work will be accepted regardless
of the content. This might make participants feel more free
to deceive. Conversely, it might also turn a financial deci-
sion regarding what number to report into an ethical deci-
sion about taking advantage of the experimenter. Thus, it is
not a priori clear how participants would behave this type of
experiment.

While it is possible that some participants may not have
visited the die-rolling website at all and instead reported
numbers that appear to be random, we observe that this
would nonetheless be a form of dishonesty given the exper-
imental instructions, and furthermore be a form of dishon-
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esty that happened to increase the participants’ payments in
all studies.

The results of the single-roll, baseline experiment and the
single-roll low-variance experiment show that changing the
percentage gain that people could earn by lying did not have
a large impact on the levels of dishonesty. This leaves sev-
eral possible explanations for why there was such a drastic
reduction in the amount of lying in the multiple roll exper-
iment. One possibility is that people did not want to risk
being individually detected as lying in the multiple roll ex-
periment. Another plausible explanation could be that peo-
ple are more comfortable with the idea of lying once in the
single roll setting than they are lying many times in the mul-
tiple roll setting. A third explanation could be that the multi-
ple roll experiment put people in the frame of mind of a data
entry task. If this were the case, it is easy to imagine them
carefully copying the rolls and lying less.

In the multiple roll experiment, participants did not lie
egregiously. Only one person reported 30 rolls of six, and
only three reported sets of rolls that were unlikely to have
come from a fair die. That said, the overall mean of 3.57 in
the multiple roll experiment, and the lack of differences in
mean between demographic groups suggests that while few
cheated a lot, many cheated a little.
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